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R E A L I T Y  A N D  I M A G I N A T I O N

There are many realities out there. There is, of course, the 
physical reality we find ourselves in. Then there are those 
imaginary universes that resemble physical reality very closely, 
such as the one where everything is exactly the same except 
I didn’t pee in my pants in fifth grade, or the one where that 
beautiful dark-haired girl on the bus turned to me and we 
started talking and ended up falling in love. There are plenty of 
those kinds of imaginary realities, believe me. But that’s neither 
here nor there.

I want to talk about a different sort of place. I’m going to call 
it “mathematical reality.” In my mind’s eye, there is a universe 
where beautiful shapes and patterns float by and do curious and 
surprising things that keep me amused and entertained. It’s an 
amazing place, and I really love it.

The thing is, physical reality is a disaster. It’s way too compli-
cated, and nothing is at all what it appears to be. Objects 
expand and contract with temperature, atoms fly on and off. 
In particular, nothing can truly be measured. A blade of grass 
has no actual length. Any measurement made in this universe 
is necessarily a rough approximation. It’s not bad; it’s just the 
nature of the place. The smallest speck is not a point, and the 
thinnest wire is not a line.

Mathematical reality, on the other hand, is imaginary. It can 
be as simple and pretty as I want it to be. I get to have all those 
perfect things I can’t have in real life. I will never hold a circle 
in my hand, but I can hold one in my mind. And I can measure 
it. Mathematical reality is a beautiful wonderland of my own 



2	 M EASU R EM ENT	

creation, and I can explore it and think about it and talk about 
it with my friends.

Now, there are lots of reasons people get interested in physi-
cal reality. Astronomers, biologists, chemists, and all the rest 
are trying to figure out how it works, to describe it.

I want to describe mathematical reality. To make patterns. 
To figure out how they work. That’s what mathematicians like 
me try to do.

The point is I get to have them both—physical reality and 
mathematical reality. Both are beautiful and interesting (and 
somewhat frightening). The former is important to me because 
I am in it, the latter because it is in me. I get to have both these 
wonderful things in my life and so do you.

My idea with this book is that we will design patterns. We’ll 
make patterns of shape and motion, and then we will try to 
understand our patterns and measure them. And we will see 
beautiful things!

But I won’t lie to you: this is going to be very hard work. 
Mathematical reality is an infinite jungle full of enchanting 
mysteries, but the jungle does not give up its secrets easily. 
Be prepared to struggle, both intellectually and creatively. The 
truth is, I don’t know of any human activity as demanding of 
one’s imagination, intuition, and ingenuity. But I do it anyway. 
I do it because I love it and because I can’t help it. Once you’ve 
been to the jungle, you can never really leave. It haunts your 
waking dreams.

So I invite you to go on an amazing adventure! And of 
course, I want you to love the jungle and to fall under its spell. 
What I’ve tried to do in this book is to express how math feels 
to me and to show you a few of our most beautiful and excit-
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ing discoveries. Don’t expect any footnotes or references or 
anything scholarly like that. This is personal. I just hope I can 
manage to convey these deep and fascinating ideas in a way 
that is comprehensible and fun.

Still, expect it to be slow going. I have no desire to baby you 
or to protect you from the truth, and I’m not going to apolo-
gize for how hard it is. Let it take hours or even days for a new 
idea to sink in—it may have originally taken centuries! 

I’m going to assume that you love beautiful things and are 
curious to learn about them. The only things you will need on 
this journey are common sense and simple human curiosity. So 
relax. Art is to be enjoyed, and this is an art book. Math is not 
a race or a contest; it’s just you playing with your own imagina-
tion. Have a wonderful time!





O N  P R O B L E M S

What is a math problem? To a mathematician, a problem is a 
probe—a test of mathematical reality to see how it behaves. It is 
our way of “poking it with a stick” and seeing what happens. 
We have a piece of mathematical reality, which may be a 
configuration of shapes, a number pattern, or what have you, 
and we want to understand what makes it tick: What does it do 
and why does it do it? So we poke it—only not with our hands 
and not with a stick. We have to poke it with our minds.

As an example, let’s say you’ve been playing around with 
triangles, chopping them up into other triangles and so forth, 
and you happen to make a discovery:

When you connect each corner of a triangle to the middle 
of the opposite side, the three lines seem to all meet at a point. 
You try this for a wide variety of triangles, and it always seems 
to happen. Now you have a mystery! But let’s be very clear 
about exactly what the mystery is. It’s not about your draw-
ings or what looks like is happening on paper. The question of 
what pencil-and-paper triangles may or may not do is a scien-
tific one about physical reality. If your drawing is sloppy, for 
example, then the lines won’t meet. I suppose you could make 
an extremely careful drawing and put it under a microscope, 
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but you would learn a lot more about graphite and paper fibers 
than you would about triangles. 

The real mystery is about imaginary, too-perfect-to-exist 
triangles, and the question is whether these three perfect lines 
meet in a perfect point in mathematical reality. No pencils or 
microscopes will help you now. (This is a distinction I will be 
stressing throughout the book, probably to the point of annoy-
ance.) So how are we to address such a question? Can anything 
ever really be known about such imaginary objects? What 
form could such knowledge take?

Before examining these issues, let’s take a moment to simply 
delight in the question itself and to appreciate what is being 
said here about the nature of mathematical reality.

What we’ve stumbled onto is a conspiracy. Apparently, there 
is some underlying (and as yet unknown) structural interplay 
going on that is making this happen. I think that is marvelous 
and also a little scary. What do triangles know that we don’t? 
Sometimes it makes me a little queasy to think about all the 
beautiful and profound truths out there waiting to be discov-
ered and connected together.

So what exactly is the mystery here? The mystery is why. 
Why would a triangle want to do such a thing? After all, if 
you drop three sticks at random they usually don’t meet at a 
point; they cross each other in three different places to form a 
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little triangle in the middle. Isn’t that what we would expect 
to happen?

What we are looking for is an explanation. Of course, one 
reason why an explanation may not be forthcoming is that it 
simply isn’t true. Maybe we fooled ourselves by wishful think-
ing or clumsy drawing. There’s a lot of “fudging” in physical 
reality, so maybe we just couldn’t see the little triangle where 
the lines cross. Perhaps it was so small that it got lost among all 
the smears and pencil crumbs. On the other hand, it’s certainly 
the kind of thing that could be true. It has a lot of elements that 
mathematicians look for: naturalness, elegance, simplicity, and 
a certain inevitable quality. So it’s probably true. But again, the 
question is why.

Now here’s where the art comes in. In order to explain 
we have to create something. Namely, we need to somehow 
construct an argument—a piece of reasoning that will satisfy 
our curiosity as to why this behavior is happening. This is a 
very tall order. For one thing, it’s not enough to draw or build a 
bunch of physical triangles and see that it more or less works for 
them. That is not an explanation; it’s more of an “approximate 
verification.” Ours is a much more serious philosophical issue.

Without knowing why the lines meet at a common point, 
how can we know that they actually do? In contrast with 
physical reality, there’s nothing to observe. How will we ever 
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know anything about a purely imaginary realm? The point is, 
it doesn’t matter so much what is true. It matters why it’s true. 
The why is the what.

Not that I am trying to minimize the value of our ordinary 
senses—far from it. We desperately need any and all aids to our 
intuition and imagination: drawings, models, movies, what-
ever we can get. We just have to understand that ultimately 
these things are not really the subject of the conversation and 
cannot really tell us the truth about mathematical reality.

So now we really are in a predicament. We have discovered 
what we think may be a beautiful truth, and now we need to 
prove it. This is what mathematicians do, and this is what I 
hope you will enjoy doing yourself.

Is this such an extraordinarily difficult thing to do? Yes, it is. 
Is there some recipe or method to follow? No, there isn’t. This 
is abstract art, pure and simple. And art is always a struggle. 
There is no systematic way to create beautiful and meaningful 
paintings or sculptures, and there is also no method for produc-
ing beautiful and meaningful mathematical arguments. Sorry. 
Math is the hardest thing there is, and that’s one of the reasons 
I love it. 

So no, I can’t tell you how to do it, and I’m not going to hold 
your hand or give you a bunch of hints or solutions in the back 
of the book. If you want to paint a picture from your heart, 
there is no “answer painting” on the back of the canvas. If you 
are working on a problem and you are stuck and in pain, then 
welcome to the club. We mathematicians don’t know how to 
solve our problems either. If we did, they would no longer be 
problems! We’re always working at the edge of the unknown, 
and we’re always stuck. Until we have a breakthrough. And I 
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hope you have many—it’s an incredible feeling. But there is 
no special procedure for doing mathematics. You just have to 
think a lot and hope that inspiration comes to you.

But I won’t just drop you into the jungle and leave you there. 
Your intelligence and your curiosity you will have to supply 
yourself—these are your machete and your canteen. But maybe 
I can provide you with a compass in the form of a few general 
words of advice.

The first is that the best problems are your own. You are the 
intrepid mental explorer; it’s your mind and your adventure. 
Mathematical reality is yours—it’s in your head for you to 
explore any time you feel like it. What are your questions? 
Where do you want to go? I’ve enjoyed coming up with some 
problems for you to think about, but these are merely seeds 
I’ve planted to help you start growing your own jungle. Don’t 
be afraid that you can’t answer your own questions—that’s the 
natural state of the mathematician. Also, try to always have 
five or six problems you are working on. It is very frustrat-
ing to keep banging your head against the same wall over and 
over. (It’s much better to have five or six walls to bang your 
head against!) Seriously, taking a break from a problem always 
seems to help.

Another important piece of advice: collaborate. If you have 
a friend who also wants to do math, you can work together 
and share the joys and frustrations. It’s a lot like playing music 
together. Sometimes I will spend six or eight hours working on 
a problem with a friend, and even if we accomplish next to noth-
ing, we still had fun feeling dumb together.

So let it be hard. Try not to get discouraged or to take your 
failures too personally. It’s not only you that is having trouble 
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understanding mathematical reality; it’s all of us. Don’t worry 
that you have no experience or that you’re not “qualified.” 
What makes a mathematician is not technical skill or ency-
clopedic knowledge but insatiable curiosity and a desire for 
simple beauty. Just be yourself and go where you want to go. 
Instead of being tentative and fearing failure or confusion, try 
to embrace the awe and mystery of it all and joyfully make a 
mess. Yes, your ideas won’t work. Yes, your intuition will be 
flawed. Again, welcome to the club! I have a dozen bad ideas a 
day and so does every other mathematician.

Now, I know what you’re thinking: a bunch of fuzzy, roman-
tic talk about beauty and art and the exquisite pain of creativity 
is all very well and good, but how on earth am I supposed to 
do this? I’ve never created a mathematical argument in my life. 
Can’t you give me a little more to go on?

Let’s go back to our triangle and the three lines. How can we 
begin to cobble together some sort of an argument? One place 
we could start is by looking at a symmetrical triangle.

This kind of triangle is also called equilateral (Latin for 
“same sides”). Now, I know this is an absurdly atypical situa-
tion, but the idea is that if we can somehow explain why the 
lines meet in this special case, it might give us a clue about how 
to proceed with a more general triangle. Or it might not. You 
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never know, you just have to mess around—what we math-
ematicians like to call “doing research.”

In any event, we have to start somewhere, and it should at 
least be easier to figure something out in this case. What we 
have going for us in this special situation is tons of symmetry. 
Do not ignore symmetry! In many ways, it is our most powerful 
mathematical tool. (Put it in your backpack with your machete 
and canteen.)

Here symmetry allows us to conclude that anything that 
happens on one side of the triangle must also happen on the 
other. Another way to say this is that if we flipped the triangle 
across its line of symmetry, it would look exactly the same.

In particular, the midpoints of the two sides would switch 
places, as would the lines connecting them to their opposite 
corners.

But this means that the crossing point of these two lines can’t 
be on one side of the line of symmetry, else when we flip the 
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triangle it would move to the other side, and we could tell that 
it got flipped!

So the crossing point must actually be on the line of symme-
try. Clearly our third line (the one connecting the top corner 
to the middle of the bottom side) is simply the line of symme-
try itself, and so that is why all three lines meet at a point. Isn’t 
that a nice explanation?

This is an example of a mathematical argument, otherwise 
known as a proof. A proof is simply a story. The characters are 
the elements of the problem, and the plot is up to you. The 
goal, as in any literary fiction, is to write a story that is compel-
ling as a narrative. In the case of mathematics, this means that 
the plot not only has to make logical sense but also be simple 
and elegant. No one likes a meandering, complicated quagmire 
of a proof. We want to follow along rationally to be sure, but 
we also want to be charmed and swept off our feet aesthetically. 
A proof should be lovely as well as logical.

Which brings me to another piece of advice: improve your 
proofs. Just because you have an explanation doesn’t mean it’s the 
best explanation. Can you eliminate any unnecessary clutter or 
complexity? Can you find an entirely different approach that 
gives you deeper insight? Prove, prove, and prove again. Painters, 
sculptors, and poets do the same thing.

Our proof just now, for instance, despite its logical clarity 



	 ON PROBLEMS	 13

and simplicity, has a slightly arbitrary feature. Even though we 
made an essential use of symmetry, there’s something annoy-
ingly asymmetrical about the proof (at least to me). Specifically, 
the argument favors one corner. Not that it’s so very bad to 
pick one corner and use its line as our line of symmetry, it’s just 
that the triangle is so symmetrical; we shouldn’t have to make 
such an arbitrary choice.

We could, for instance, use the fact that in addition to having 
flip-symmetry, our triangle is also rotationally symmetric. That 
is, if we turn it one-third of a full turn around, it looks exactly 
the same. This means that our triangle must have a center.

Now, if we flip the triangle across any of its three lines of 
symmetry (favoring none of them), the triangle doesn’t change, 
so its center must stay put. This means that the center point lies 
on all three lines of symmetry. So that’s why the lines all meet! 

Now, I’m not trying to say that this argument is so much 
better or even all that different. (And in fact, there are lots of 
other ways to prove it.) All I’m saying is that deeper insight and 
understanding can be gained by coming at a problem in more 
than one way. In particular, the second proof not only tells me 
that the lines meet, it tells me where—namely, at the center 
of rotation. Which makes me wonder, where exactly is that? 
Specifically, how far up an equilateral triangle is its center?

Throughout the book, questions like this will come up. Part 
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of becoming a mathematician is learning to ask such questions, 
to poke your stick around looking for new and exciting truths 
to uncover. Problems and questions that occur to me I will put 
in boldface type. Then you can think about them and work on 
them as you please and hopefully also come up with problems 
of your own. So here’s your first one:

Where is the center of an equilateral triangle?

Now going back to the original problem, we see that we 
have barely made a dent. We have an explanation for why the 
lines meet in an equilateral triangle, but our arguments are so 
dependent on symmetry, it’s hard to see how this will help in 
the more general situation. Actually, I suppose our first argu-
ment still works if our triangle has two equal sides:

The reason is that this kind of triangle, known as isosceles 
(Greek for “same legs”), still possesses a line of symmetry. 
This is a nice example of generalization—getting a problem 
or an argument to make sense in a wider context. But still, 
for the average asymmetrical triangle, our arguments clearly 
won’t work.

This puts us in a place that is all too familiar to mathemati-
cians. It’s called stuck. We need a new idea, preferably one that 



	 ON PROBLEMS	 15

doesn’t hinge so much on symmetry. So let’s go back to the 
drawing board.

Is there something else we can do with these characters? We 
have a triangle, the midpoints of the sides, and the lines drawn 
to them from the corners.

Here’s a thought. What if we connect the midpoints? Does 
anything interesting happen? This is the kind of thing you 
have to do as a mathematician: try things. Will they work? 
Will they yield useful information? Usually not. But you can’t 
just sit there staring at some shapes or numbers. Try anything 
and everything. As you do more math, your intuition and your 
instincts will sharpen, and your ideas will get better. How do 
you know which ideas to try? You don’t. You just have to guess. 
Experienced mathematicians have a great deal of sensitivity to 
structure, and so our guesses are more likely to be right, but we 
still have to guess. So guess.

The important thing is not to be afraid. So you try some 
crazy idea, and it doesn’t work. That puts you in some pretty 
good company! Archimedes, Gauss, you and I—we’re all 
groping our way through mathematical reality, trying to 
understand what is going on, making guesses, trying out 
ideas, and mostly failing. And then every once in a while, 
you succeed. (Perhaps more frequently if you are Archimedes 
or Gauss.) And that feeling of unlocking an eternal mystery is 
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what keeps you going back to the jungle to get scratched up 
all over again. 

So imagine you’ve tried this idea and that idea, and one day 
it occurs to you to connect the midpoints.

What do we notice? Well, we’ve divided the original triangle 
into four smaller ones. In the symmetrical case, they are clearly 
identical. What happens in general?

Are the triangles all the same? Actually, it looks like three of 
them might just be smaller (half-scale) versions of the original 
triangle. Could that be true? What about the middle one? Could 
it also be the same, only rotated upside down? What exactly have 
we stumbled onto here?

We’ve stumbled onto a glimmer of truth, pattern, and 
beauty, that’s what. And maybe this will lead to something 
wholly unexpected, possibly having nothing to do with our 
original problem. So be it. There’s nothing sacred about our 
three lines problem; it’s a question like any other. If your 
thoughts on one problem lead you to another, then good for 
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you! Now you have two problems to work on. My advice: be 
open-minded and flexible. Let a problem take you where it takes 
you. If you come across a river in the jungle, follow it!

Are these four triangles identical?

Let’s suppose this is true. And that, by the way, is a perfectly 
fine thing to do. Mathematicians are always supposing things 
and seeing what would happen (the Greeks even had a word 
for it—they called it analysis). There are thousands of apparent 
mathematical truths out there that we humans have discovered 
and believe to be true but have so far been unable to prove. 
They are called conjectures. A conjecture is simply a statement 
about mathematical reality that you believe to be true (usually 
you also have some examples to back it up, so it is a reasonably 
educated guess). I hope that you will find yourself conjecturing 
all over the place as you read this book and do mathematics. 
Maybe you will even prove some of your conjectures. Then 
you get to call them theorems.

Supposing that our conjecture about the four triangles is true 
(and, of course, we still want a nice proof of this), the next 
question would be whether this helps us solve our original 
problem. Maybe it will, maybe it won’t. You just have to see if 
anything comes to you.

Essentially, engaging in the practice of mathematics means 
that you are playing around, making observations and discov-
eries, constructing examples (as well as counterexamples), 
formulating conjectures, and then—the hard part—proving 
them. I hope you will find this work fascinating and entertain-
ing, challenging, and ultimately deeply rewarding.
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So I will leave the problem of the triangle and its intersecting 
lines in your capable hands.

Which brings me to my next bit of advice: critique your work. 
Subject your arguments to scathing criticism by yourself and by 
others. That’s what all artists do, especially mathematicians. As 
I’ve said, for a piece of mathematics to fully qualify as such, it 
has to stand up to two very different kinds of criticism: it must 
be logically sound and convincing as a rational argument, and 
it must also be elegant, revelatory, and emotionally satisfying. 
I’m sorry that these criteria are so painfully steep, but that is 
the nature of the art.

Now, aesthetic judgments are obviously quite personal, 
and they can change with time and place. Certainly that has 
happened with mathematics no less than with other human 
endeavors. An argument that was considered beautiful a thou-
sand or even a hundred years ago might now be looked upon as 
clumsy and inelegant. (A lot of classical Greek mathematics, for 
example, appears quite dreadful to my modern sensibilities.) 

My advice is not to worry about trying to hold yourself to 
some impossibly high standard of aesthetic excellence. If you 
like your proof (and most of us are fairly proud of our hard-
won creations), then it is good. If you are dissatisfied in some 
way (and most of us are), then you have more work to do. As 
you gain experience, your taste will grow and develop, and you 
may find later that you are unhappy with some of your earlier 
work. That is as it should be.

I think the same could be said for logical validity as well. As 
you do more mathematics, you will literally get smarter. Your 
logical reasoning will become tighter, and you will begin to 
develop a mathematical “nose.” You will learn to be suspicious, 
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to sense that some important details have been glossed over. So 
let that happen.

Now, there is a certain obnoxious type of mathematician 
who simply cannot allow false statements to be made at any 
time. I am not one of them. I believe in making a mess—
that’s how great art happens. So your first essays in this craft 
are likely to be logical disasters. You will believe things to be 
true, and they won’t be. Your reasoning will be flawed. You 
will jump to conclusions. Well, go ahead and jump. The only 
person you have to satisfy is yourself. Believe me, you will 
discover plenty of errors in your own deduction. You will 
declare yourself a genius at breakfast and an idiot at lunch. 
We’ve all done it.

Part of the problem is that we are so concerned with our 
ideas being simple and beautiful that when we do have a pretty 
idea, we want so much to believe it. We want it to be true so 
badly that we don’t always give it the careful scrutiny that we 
should. It’s the mathematical version of “rapture of the deep.” 
Divers see such beautiful sights that they forget to come up 
for air. Well, logic is our air, and careful reasoning is how we 
breathe. So don’t forget to breathe!

The real difference between you and more experienced 
mathematicians is that we’ve seen a lot more ways that we can 
fool ourselves. So we have more nagging doubts and therefore 
insist on a much higher standard of logical rigor. We learn to 
play the devil’s advocate.

Whenever I am working on a conjecture, I always entertain 
the possibility that it is false. Sometimes I work to prove it, other 
times I try to refute it—to prove myself wrong. Occasionally, 
I discover a counterexample showing that I was indeed misled 
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and that I need to refine or possibly scrap my conjecture. Still 
other times, my attempts to construct a counterexample keep 
running into the same barrier, and this barrier then becomes 
the key to my eventual proof. The point is to keep an open 
mind and not to let your hopes and wishes interfere with your 
pursuit of truth.

Of course, as much as we mathematicians may ultimately 
insist on the most persnickety level of logical clarity, we also 
know from experience when a proof “smells right,” and it is 
clear that we could supply the necessary details if we wished. 
The truth of the matter is that math is a human activity, and we 
humans make mistakes. Great mathematicians have “proved” 
utter nonsense, and so will you. (It’s another good reason to 
collaborate with other people—they can raise objections to 
your arguments that you might overlook.)

The point is to get out there in mathematical reality, make 
some discoveries, and have fun. Your desire for logical rigor 
will grow with experience; don’t worry.

So go ahead and do your mathematical art. Subject it to your 
own standards of rationality and beauty. Does it please you? 
Then great! Are you a tormented struggling artist? Even better. 
Welcome to the jungle!



P A R T  O N E

S I Z E  A N D  S H A P E





1

Here is a nice pattern.

Let me tell you why I find this kind of thing so attractive. 
First of all, it involves some of my favorite shapes.

I like these shapes because they are simple and symmetri-
cal. Shapes like these that are made of straight lines are called 
polygons (Greek for “many corners”). A polygon with all its 
sides the same length and all its angles equal is called regular. 
So I guess what I’m saying is, I like regular polygons.

Another reason why the design is appealing is that the pieces 
fit together so nicely. There are no gaps between the tiles (I 
like to think of them as ceramic tiles, like in a mosaic), and the 
tiles don’t overlap. At least, that’s how it appears. Remember, 
the objects that we’re really talking about are perfect, imagi-
nary shapes. Just because the picture looks good doesn’t mean 
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that’s what is really going on. Pictures, no matter how carefully 
made, are part of physical reality; they can’t possibly tell us the 
truth about imaginary, mathematical objects. Shapes do what 
they do, not what we want them to do.

So how can we be sure that the polygons really do fit 
perfectly? For that matter, how can we know anything about 
these objects? The point is, we need to measure them—and not 
with any clumsy real-world implements like rulers or protrac-
tors, but with our minds. We need to find a way to measure 
these shapes using philosophical argument alone.

Do you see that in this case what we need to measure are the 
angles? In order to check that a mosaic pattern like this will work, 
we need to make sure that at every corner (where the tiles meet) 
the angles of the polygons add up to a full turn. For instance, the 
ordinary square tiling works because the angles of a square are 
quarter turns and it takes four of them to make a full turn.

By the way, I like to measure angles as portions of a full 
turn instead of using degrees. It seems simpler to me and more 
natural than using an arbitrary division of a turn into 360 parts 
(of course you may do as you please). So I’m going to say that 
a square has a corner angle of 1--4 .

One of the first things people discovered about angles is the 
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surprising fact that for any triangle (no matter what shape) the 
sum of the angles is always the same, namely a half turn (or 180 
degrees if you must be vulgar).

To get a feel for this, you might want to make some paper 
triangles and cut off their corners. When you join them 
together, they will always form a straight line. What a beauti-
ful discovery! But how can we really know that it is true?

One way to see it is to view the triangle as being sandwiched 
between two parallel lines.

Notice how these lines form Z shapes with the sides of the 
triangle. (I suppose you might call the one on the right side a 
backward Z, but it doesn’t really matter.) Now, the thing about 
Z shapes is that their angles are always equal.
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This is because a Z shape is symmetrical: it looks exactly the 
same if you rotate it a half turn around its center point. That 
means the angle at the top must be the same as the angle at the 
bottom. Does that make sense? This is a typical example of a 
symmetry argument. The invariance of a shape under a certain 
set of motions allows us to deduce that two or more measure-
ments must be the same.

Going back to our triangle sandwich, we see that each angle 
at the bottom corresponds to an equal angle at the top.

This means that the three angles of the triangle join 
together at the top to form a straight line. So the three turns 
add up to a half turn. What a delightful piece of mathemati-
cal reasoning!

This is what it means to do mathematics. To make a 
discovery (by whatever means, including playing around 
with physical models like paper, string, and rubber bands), 
and then to explain it in the simplest and most elegant way 
possible. This is the art of it, and this is why it is so challeng-
ing and fun.

One consequence of this discovery is that if our triangle 
happens to be equilateral (that is, regular) then its angles are 
all equal, so they must each be 1--6 . Another way to see this is to 
imagine driving around the perimeter of the triangle.
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We make three equal turns to get back to where we started. 
Since we end up making one complete turn, each of these must 
be exactly 1--3 . Notice that the turns we’ve made are actually the 
outside angles of the triangle.

Since the inside and outside angles combine to make a half 
turn, the inside angles must be

1--
2 2 1--3  1--6.

In particular, six of these triangles will fit together at a corner.
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Hey, this makes a regular hexagon! So as a bonus, we get 
that the angles of a regular hexagon must be twice those of the 
triangle, in other words 1--3 . This means that three hexagons fit 
together perfectly.

So it is possible to have knowledge about these shapes after 
all. In particular, now we can see why the original mosaic 
design works.

At each corner of the mosaic, we have a hexagon, two squares, 
and a triangle. Adding up the angles we get

1--
3 1 1--

4 1 1--
4 1 1--

6  1.

So it works!
(By the way, if you don’t like doing arithmetic with fractions, 

you can always avoid it by changing your measuring units. For 
example, if you’d prefer, we could decide to measure angles 
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in twelfths of a turn, so that the angle of a regular hexagon 
would simply be 4, a square would have an angle of 3, and a 
triangle an angle of 2. Then the angles of our shapes would 
add up to 4 1 3 1 3 1 2 = 12; that is, a full turn.)

I especially love how symmetrical this mosaic pattern is. 
Each corner has the same exact sequence of shapes around it: 
hexagon, square, triangle, square. This means that once we’ve 
checked that the angles fit at one corner, we automatically 
know that they work at all the other corners. Notice that 
the pattern can be continued indefinitely so that it covers an 
entire infinite plane. It makes me wonder what other beautiful 
mosaic patterns might be out there in mathematical reality?

What are all the different ways to make symmet-

rical mosaic designs using regular polygons?

Naturally, we’re going to need to know the angles of the 
various regular polygons. Can you figure out how to measure 
them?

What are the angles of a regular n-sided polygon?

Can you measure the angles of a  

regular n-pointed star?
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Do the diagonals drawn from one corner of a 

regular polygon always make equal angles?

While we’re on the subject of pretty patterns made of poly-
gons, I want to show you another of my favorites.

This time we have squares and triangles, but instead of lying 
flat, they are arranged to form a sort of ball shape. This kind of 
object is called a polyhedron (Greek for “many sides”). People 
have been playing around with them for thousands of years. 
One approach to thinking about them is to imagine unfolding 
them flat onto a plane. For example, one corner of my shape 
would unfold to look like this:
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Here, we have two squares and two triangles around a point, 
but they leave a gap so that the shape can be folded up into a 
ball. So in the case of polyhedra, we need the angles to add up 
to less than a full turn.

What happens if the angle sum is  

more than a full turn?

Another difference between polyhedra and flat mosaics is 
that the design involves only a finite number of tiles. The 
pattern will still go on forever (in a sense), but it will not 
extend indefinitely into space. Naturally, I’m curious about 
these patterns, too.

What are all the symmetrical polyhedra?

In other words, what are all the different ways to make poly-
hedra out of regular polygons so that at each corner we see the 
same pattern? Archimedes figured out all of the possibilities. 
Can you?

Of course, the most symmetrical kind of polyhedron would 
be one where all the faces are identical, like a cube. These are 
called regular polyhedra. It is an ancient discovery that there 
are exactly five of these (the so-called Platonic solids). Can you 
find all five?

What are the five regular polyhedra?
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2 

What is measuring? What exactly are we doing when we 
measure something? I think it is this: we are making a compar-
ison. We are comparing the thing we are measuring to the 
thing we are measuring it with. In other words, measuring is 
relative. Any measurement that we make, whether real or imag-
inary, will necessarily depend on our choice of measuring unit. 
In the real world, we deal with these choices every day—a cup 
of sugar, a ton of coal, a thing of fries, whatever.

The question is, what sort of units do we want for our imagi-
nary mathematical universe? For instance, how are we going to 
measure the lengths of these two sticks?

Let’s suppose (for the sake of argument) that the first stick is 
exactly twice as long as the second. Does it really matter how 
many inches or centimeters they come out to be? I certainly 
don’t want to subject my beautiful mathematical universe to 
something mundane and arbitrary like that. For me, it’s the 
proportion (that 2:1 ratio) that’s the important thing. In other 
words, I’m going to measure these sticks relative to each other.

One way to think of it is that we simply aren’t going to have 
any units at all, just proportions. Since there isn’t a natural 
choice of unit for measuring length, we won’t have one. So 
there. The sticks are just exactly as long as they are. But the first 
one is twice as long as the second.

The other way to go is to say that since the units don’t matter, 
we’ll choose whatever unit is convenient. For example, I could 
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choose the second stick to be my unit, or ruler, so that the 
lengths come out nice. The first stick has length 2, the second 
stick has length 1. I could just as easily say the lengths are 4 
and 2, 6 and 3, or 1 and 1--2 . It just doesn’t matter. When we 
make shapes or patterns and measure them, we can choose any 
unit that we want to, keeping in mind that what we are really 
measuring is a proportion. 

I guess a simple example would be the perimeter of a square. 
If we choose our unit to be the side of the square (and why 
not?), then the perimeter would obviously be 4. What that 
really means is that for any square, the perimeter is four times 
as long as the side.

This business of units is related to the idea of scale. If we take 
some shape and blow it up by a certain factor, say 2, then all of 
our length measurements on the big shape will come out just as 
if we were measuring the original shape with a half-size ruler.

Let’s call the process of blowing up (or shrinking down) 
scaling. So the second shape is obtained from the first by scal-
ing by a factor of 2. Or, if we like, we could say that the first 
shape is the second one scaled by a factor of 1--2 .

Two figures related by a scaling are called similar. All 
I’m really trying to say here is that if two shapes are similar, 
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related by a certain scaling factor, then all corresponding 
length measurements are related by that same factor. People 
say that such things are “in proportion.” Notice that scaling 
doesn’t affect angles at all. The shape stays the same, only the 
size changes.

If two triangles have the same angles, are they 

necessarily similar? How about four-sided shapes?

Show that if a right triangle is chopped  

into two smaller ones, they must both be  

similar to the original triangle.

The nice thing about not having arbitrary units and always 
choosing to measure relative proportions is that it makes all 
our questions scale independent. To me, this is the simplest 
and most aesthetically pleasing approach. And given the fact 
that your shapes are in your head and mine are in mine, I 
really don’t see any other alternative. Is your imaginary circle 
bigger or smaller than mine? Does that question even have any 
meaning?

But before we can begin to go about measuring something, 
we need to know precisely what object it is that we are talking 
about.

Let’s suppose I have a square.
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Now, there are some things I know about this shape right off 
the bat, such as the fact that it has four equal sides. The thing 
about information like this is that it is not really a discovery, nor 
does it require any explanation or proof. It’s simply part of what I 
mean by the word square. Whenever you create or define a math-
ematical object, it always carries with it the blueprint of its own 
construction—the defining features that make it what it is and 
not some other thing. The questions we are asking as mathema-
ticians then take this form: If I ask for such and such, what else 
do I get as a consequence? For example, if I ask for four equal 
sides, does that force my shape to be a square? Clearly, it doesn’t.

It could be a diamond shape with equal sides, a so-called 
rhombus (Greek for “spinning top”). In other words, the 
prescription of having four equal sides contains a certain 
amount of wiggle room. So one thing to always be aware of 
is whether you’ve pinned down your objects enough to get 
any information out of them. We can’t precisely measure the 
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angles of an arbitrary rhombus, because that description still 
allows the shape the freedom to squirm around and change 
its angles. We need to be clear about the extent to which 
we have specified our objects so that we can ask well-posed, 
meaningful questions.

Are the opposite sides of a rhombus always  

parallel? Are the diagonals perpendicular?

Suppose we ask that the angles of our rhombus all be right 
angles. That certainly forces our shape to be a square, because 
that’s what the word square means! Now is there any room left for 
it to wiggle around? There is in fact one more degree of freedom 
remaining, which is that it could change its size. (This would be 
relative, of course, to some other object we are considering. If all 
we had were a square, then size would have no meaning.)

All right, so let’s suppose we select a particular length and 
imagine a square with sides that long. Now is it locked down? 
Yes, it is. And this has important consequences. This means 
that any further demands that we make on it might not be 
achievable. For example, if we want our square to have diago-
nals equal to its sides, well tough luck. We don’t get to have 
that. Once a shape (or any structure in mathematics) is speci-
fied enough, the “forces of mathematical nature” then dictate 
all of its behavior. We can certainly try to find out what is true, 
but we no longer have any say in the matter.
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In some sense, the real question about mathematical reality 
is: How much control do we have? How much can we ask 
of it? How many simultaneous demands can we make before 
it shatters like a glass sculpture in our hands? How pliable is 
mathematical reality? How forgiving and yielding? Where can 
we push, and where does it push back?

A parallelogram is a four-sided polygon with 

opposite sides parallel (i.e., a slanted box). Must 

the opposite angles of a parallelogram be equal?

Prove that a parallelogram with equal  

diagonals must be a rectangle.

3

Two objects with the same shape (that is, similar objects) are 
easy to compare—the bigger one is bigger and the smaller one 
is smaller. It’s when we compare different shapes that things 
get interesting. For instance, which one of these is bigger, and 
what does that even mean?
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One idea is to compare the amount of space the two shapes 
take up. This measurement is usually called area. As with any 
measurement, there is no such thing as absolute area—only 
area relative to other areas. Our choice of unit is arbitrary; we 
could choose any shape and call the amount of space it occu-
pies “one unit of area,” and all other areas could be measured 
against it.

On the other hand, once we make a choice of length unit, 
there is a natural (and traditional) choice of area unit, namely 
the amount of space occupied by a square of unit sides.

So the measurement of area really boils down to the ques-
tion, how much room is my shape taking up compared to a 
unit square?

Suppose we cut a triangle from one  

corner to the middle of the opposite side.  

Does the area get cut in half?

Some areas are relatively easy to measure. For example, 
suppose we have a 3 by 5 rectangle.

1
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It is easy to see that we can chop this rectangle into fifteen 
identical pieces, each of which is a unit square. So the area of 
the rectangle is 15. That is, it takes up exactly fifteen times as 
much space as a unit square does. In general, if the sides of a 
rectangle are nice whole numbers, say m and n, then the area 
is simply their product, mn. We can just count the m rows of n 
squares each.

But what if the sides don’t come out even? How can we 
measure the area of a rectangle if we can’t chop it up nicely 
into unit squares?

Here are two rectangles of the same height.

I like to think of the second one as a “stretched” version of 
the first. Is it clear that their areas are in the same proportion 
as their lengths? Stretching in one direction is called dilation. 
What we’re saying is that dilation of a rectangle by a certain 
factor multiplies its area by that factor. 

In particular, we can think of a rectangle with sides a and b 
as a unit square that has been dilated twice: by a factor of a in 
one direction and by b in another. This means that the area of 
the unit square will get multiplied, first by a and then by b. In 
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other words, it gets multiplied by ab. So the area of a rectangle 
is just the product of its sides. It doesn’t matter whether the 
sides come out even or not.

What about the area of a triangle? My favorite way to think 
about it is to imagine a rectangular box built around the trian-
gle. It turns out that the area of the triangle is always half that 
of the rectangle. Do you see why?

Why does a triangle take up exactly half of its box?

What happens to the area of the triangle  

as we slide the tip horizontally? What if  

it goes past the sides of the box?

Show that when we connect the midpoints  

of the sides of any four-sided shape, it  

forms a parallelogram. What is its area?

Can a polygon always be chopped into pieces  

and reassembled to form a square?
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One interesting feature of area is the way it behaves with 
respect to scaling. We can think of a scaling as being the result 
of two dilations by the same factor. If we have a square, and 
we scale it by a factor of r, then its area will get multiplied by 
r 2. For example, if you blow up a square by a factor of 2, its 
perimeter will double, but its area will quadruple. 

As a matter of fact, this will be true for any shape. The effect of 
scaling on area is to multiply by the square of the scaling factor, 
no matter what shape you’re dealing with. A nice way to see this 
is to imagine a square with the same area as your shape.

After scaling by a factor of r, their areas will still be equal—
the two shapes enclose the same amount of space whether or 
not I change my ruler. Since the area of the square gets multi-
plied by r2, so must the area of the other shape.

There is also the question of three-dimensional size. This is 
usually called volume. Naturally, we can take as our unit of 
volume that of a cube with unit sides. The first question is how 
to measure a simple three-dimensional box.

How does the volume of a box depend  

on the lengths of its sides?

What is the effect of scaling on volume?
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4

The study of size and shape is called geometry. One of the 
oldest and most influential problems in the history of geometry 
is this one: How long is the diagonal of a square?

Naturally, what we are really asking about is the proportion 
of diagonal to side. For convenience, let’s take the side of the 
square to have length 1, and write d for the length of the diago-
nal. Now look at this design.

We have four unit squares coming together to make a 2 by 
2 square. Notice that their diagonals also form a square. This 
square has sides of length d, so we can think of it as a unit 
square scaled by a factor of d. In particular, its diagonal must be 
d times as long as that of a unit square, so it must have length 
d2. On the other hand, just looking at the design we can see 
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that its diagonal has length 2. This means that whatever d is, d2 
must be equal to 2. Another way to see this is to notice that the 
d by d square takes up exactly half the area of the big square. 
Since the area of the big square is 4, this again says that d2 = 2.

So what is d? A good guess might be 11--2 . But no, 3--2   3--2  = 9--4 , 
which is greater than 2. This means d must actually be a little 
smaller. We can try other numbers: 7--5 is too small, 10---7 is too big,  
17---12 is very close but still not quite right.

So what are we going to do, keep trying numbers till the 
cows come home? What we are looking for is a proportion a–b 
such that 

a–
b  

a–
b  2.

The only way this can happen is if the top number a when 
multiplied by itself is exactly twice as big as the bottom number 
b multiplied by itself. In other words, we need to find two 
whole numbers a and b so that

a2  2b2.

Since we’re only interested in the ratio a–b , there is no point 
in looking at numbers a and b that are both even (we could 
just cancel any common factors of 2). We can also rule out 
the possibility that a is odd: if a were an odd number, then 
a2 would also be odd, and there would be no way for it to be 
double the size of b2.

Why is the product of two odd  

numbers always odd?
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So the only numbers a–b we need to consider are those where 
a is even and b is odd. But then a2 is not only even but twice an 
even (that is, divisible by 4). Do you see why?

Why is the product of two even  

numbers always divisible by 4?

Now, since b is odd, b2 must also be odd, and so 2b2 is twice 
an odd. But we need a2 to be equal to 2b2. How can twice an 
even be twice an odd? It can’t.

What does this mean? It means that there simply aren’t any 
whole numbers a and b with a2 = 2b2. In other words, there is 
no fraction whose square is 2. Our diagonal to side proportion d 
cannot be expressed as a fraction in any way—no matter how 
many pieces we divide our unit into, the diagonal will never 
come out evenly.

This discovery tends to have a rather unsettling effect on 
people. Usually, when we think about measuring something, 
we imagine it requiring only a finite number of applications of 
our ruler (including possibly dividing it into smaller, equal-size 
pieces). But this is not the case in mathematical reality. Instead, 
we find that there are geometric measurements (e.g., the diag-
onal and side of a square) that are incommensurable—that is, not 
simultaneously measurable as multiples of a common unit. This 
forces us to abandon the naïve idea that all measurements are 
describable as whole number proportions.

This number d we’ve discovered is called the square root of 
2 and is written √

_
2. Of course, this is really just a convenient 

shorthand way of saying, “the number that when multiplied 
by itself is 2.” In other words, the only thing we really know 



	 S IZE A N D SH A PE	 45

about √
_
2 is that its square is 2. We have no hope of saying what 

this number is (at least as a whole number fraction), though 
of course we can approximate it. For example, √

_
2 ≈ 1.41432. 

Whatever. That’s hardly the point. We want to understand 
the truth.

Well, the truth seems to be that we can’t really measure the 
diagonal of a square. This is not to say that the diagonal doesn’t 
exist or that it doesn’t have a length. It does. The number is out 
there; we just can’t talk about it in the way we want to. The 
problem is not with the diagonal; it’s with our language.

Maybe it’s the price we pay for mathematical beauty. 
We’ve created this imaginary universe (the only place where 
measurement is truly possible), and now we have to face the 
consequences. Numbers like this that cannot be expressed as 
fractions are called irrational (meaning “not a ratio”). They 
arise naturally in geometry, and we just have to somehow get 
comfortable with that. The diagonal of a square is precisely 
√
_
2 times as long as the side, and that’s all we can really say 

about it.

Is √
_
3 irrational? What about √

_
2 + √

_
3?

The big circles are clearly half as wide as  

the square. How about the small circle?
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How big are these circles?

5

What about the diagonal of a rectangle?

Of course, it depends on how long the sides are, but in what 
way? The relationship between the diagonal and the sides 
was discovered about four thousand years ago, and it’s just as 
surprising now as it was then.

Notice how the diagonal cuts the rectangle into two identi-
cal triangles. Let’s take one of these triangles and put a square 
on each of its sides.
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The amazing discovery is this: the big square takes up exactly 
as much area as the two smaller squares put together. No matter 
what shape the rectangle has, its sides and diagonal will always 
conspire to make these squares add up this way.

But why on earth should that be true? Here is a pretty way to 
see it using mosaic designs.

The first one uses the two smaller squares, together with 
four copies of the triangle, to make one big square. The 
second design uses the larger square (the one built on the 
diagonal) and those same four triangles to make another big 
square. The point is that these two big squares are identical; 
they both have sides equal to the two sides of the rectangle 
added together. In particular, this means that the two mosaics 
have the same total area. Now, if we remove the four triangles 
from each, the remaining areas must also match, so the two 
smaller squares really do take up exactly as much space as the 
larger one. 

Let’s call the sides of the rectangle a and b and the diagonal c. 

a

b

c
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Then the square of side a together with the square of side b has 
the same total area as the square of side c. In other words,

a2 + b2  c2.

This is the famous Pythagorean theorem relating the 
diagonal and sides of a rectangle. It’s named after the Greek 
philosopher Pythagoras (circa 500 bc), although the discovery 
is actually far older, dating back to the ancient Babylonian and 
Egyptian civilizations.

For example, we find that a 1 by 2 rectangle has a diagonal 
of length √

_
5. As usual, this number is hopelessly irrational. 

Generally speaking, a rectangle whose sides are nice whole 
numbers will almost always have an irrational diagonal. This 
is because the Pythagorean relation involves the square of the 
diagonal rather than the diagonal itself. On the other hand, a 
3 by 4 rectangle has a diagonal of length 5, since 32 + 42 = 52. 
Can you find any other nice rectangles like that?

Which rectangles have whole number  

sides and diagonals?

How about the three-dimensional version? Instead of a rect-
angle, we can ask about a rectangular box.

How does the diagonal of a box  

depend on its three sides?
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Show that the height of an equilateral  

triangle is 1--2 √
_
 3 times as long as its side.

6

I think we’re now in a position to do some serious measuring, 
but before we do, I want to address a serious question. Why are 
we doing this? What is the point of making up these imaginary 
shapes and then trying to measure them?

It’s certainly not for any practical purpose. In fact, these 
imaginary shapes are actually harder to measure than real 
ones. Measuring the diagonal of a rectangle requires insight 
and ingenuity; measuring the diagonal of a piece of paper is 
easy—just get out a ruler. There are no truths, no surprises, 
no philosophical problems at all. No, the issues we’re going to 
be dealing with have nothing to do with the real world in any 
way. For one thing, the patterns we will choose to measure will 
be chosen because they are beautiful and curious not because 
they are useful. People don’t do mathematics because it’s useful. 
They do it because it’s interesting.

But what’s so interesting about a bunch of measurements? 
Who cares what the length of some diagonal happens to be, 
or how much space some imaginary shape takes up? Those 
numbers are what they are. Does it really matter what?

Actually, I don’t think it does. The point of a measurement 
problem is not what the measurement is; it’s how to figure out 
what it is. The answer to the question about the diagonal of 
a square is not √

_
2; it’s the mosaic design. (At least that’s one 

possible answer!)
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The solution to a math problem is not a number; it’s an argu-
ment, a proof. We’re trying to create these little poems of pure 
reason. Of course, like any other form of poetry, we want our 
work to be beautiful as well as meaningful. Mathematics is the 
art of explanation, and consequently, it is difficult, frustrating, 
and deeply satisfying.

It’s also a great philosophical exercise. We are capable of 
creating in our minds perfect imaginary objects, which then 
have perfect imaginary measurements. But can we get at them? 
There are truths out there. Do we have access to them? It’s 
really a question about the limits of the human mind. What can 
we know? This is the real question at the heart of every math-
ematics problem.

So the point of making these measurements is to see if we 
can. We do it because it’s a challenge and an adventure and 
because it’s fun. We do it because we’re curious, and we want 
to understand mathematical reality and the minds that can 
conceive it.

Some geometry problems speak for themselves.
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7

Let’s start by trying to measure the regular polygons. The 
simplest one is the equilateral triangle.

Having no diagonals to speak of, the interesting measure-
ment is its area. But area compared to what? Since all 
measurement is relative, it makes no sense to ask how much 
space something takes up without something else to compare 
it with. I think the natural choice here would be a square 
with the same side length as the triangle. My favorite way  
to think of it is to imagine the triangle inside a square pack-
ing box.

The question is, how much of the box does the triangle 
occupy? (Notice that this makes the question independent 
of any choice of units.) There’s a certain number out there, 
intrinsic to the nature of triangles and squares, which is beyond 
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our control. What is it? More important, how can we figure 
out what it is?

What is the area of an equilateral triangle?

It turns out that some regular polygons are easier to measure 
than others. Depending on the number of sides, these measure-
ments can be more or less difficult to obtain. For instance, the 
regular hexagon (six sides) and octagon (eight sides) are rela-
tively easy to measure, whereas the heptagon (seven sides) is 
quite spectacularly difficult.

Can you measure the diagonals and areas  

of the regular hexagon and octagon?

Another one you might enjoy measuring is the regular 
dodecagon (twelve sides).

Can you measure the diagonals and  

area of the regular dodecagon?
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One of the most beautiful (and challenging) problems in 
geometry is the measurement of the regular pentagon.

I want to show you a very pretty (and ingenious) way to 
measure the diagonal. As usual, we’ll take the side of the penta-
gon to be our unit, and write d for the diagonal length. The 
idea is to chop the pentagon into triangles, like so:

From the picture, it sure looks like triangles A and B are the 
same. Are they? It also looks as though triangle C has the same 
shape as the other two, only smaller. Does it? We’re asking if 
the three triangles are similar. It turns out that they are. The 
question is why.

Why are the three triangles similar?  

Why are the larger ones identical?

Let’s start measuring the sides of these triangles. Triangle A 
has two short sides of length 1 and a long side of length d. The 
same goes for triangle B. So these two triangles look like this: 

A

B

C
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For triangle C, on the other hand, it’s the long side that has 
length 1. What about the short sides? This is where the clev-
erness comes in: a short side of C and a short side of B join 
together to make a complete diagonal. This means that the 
sides of C must have length d – 1. Here’s a picture of triangle C:

Now, the point is that these two triangles are similar. This 
means that the big one is a blowup of the little one by a certain 
factor. Comparing the long sides of the two triangles, we can 
see that the scaling factor must be d itself. In particular, the 
short sides of the little triangle, when scaled by this factor, must 
become the short sides of the big triangle. This means that our 
number d must satisfy the relation

d(d – 1)  1.

So that’s it. That’s our measurement. We wanted to know the 
proportion of diagonal to side of a regular pentagon, and now 
we know. It’s the number that when multiplied by one less than 
itself equals one.

But what number is that? This is a lot like the situation we 

d–1

1

d–1

11

d
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were in with the diagonal of a square; we had a number that 
behaved in a certain way (that time it was d2 = 2) and we 
naturally wanted to know what that number was. What we 
discovered was a language problem. The irrationality of the 
square root of 2 meant that the language of whole number 
arithmetic (i.e., fractions) is not expressive enough for our 
needs. This forced us to fundamentally alter the way we think 
about measurement. Is the diagonal of the pentagon going to 
cause even more trouble? 

We’ve already been obliged to enlarge our language to include 
not only addition, subtraction, multiplication, and division but 
square roots as well. This gives us a strong enough language 
to express the measurements of squares, and even rectangles. 
Is it enough for pentagons, too? Do we need to enlarge it even 
further?

The question is not what d is—we know what d is. It’s the 
number that satisfies d(d – 1) = 1. The question is whether this 
number can be expressed in terms of square roots. Notice that 
we are no longer doing geometry. The problem has changed 
from one involving shapes and measurements to one about 
language and representation. Is our language powerful enough 
to allow us to untangle the relationship d(d – 1) = 1 to get at d 
itself? It turns out that it is.

How big is the small pentagon?
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Use this configuration of two pentagons  

to give an alternate proof that the  

diagonal satisfies d2 = d + 1.

8

The tangling and untangling of numerical relationships is 
called algebra. This kind of mathematics has a very long and 
fascinating history, dating back to the ancient Babylonians. In 
fact, the technique I want to show you is over four thousand 
years old.

The reason it’s hard to untangle something like d(d – 1) is 
that instead of being a square (which could then be square-
rooted), it’s a product of two different numbers. What the 
Babylonians discovered is that a product of two numbers can 
always be expressed as the difference of two squares. This makes 
it possible to rewrite relationships in terms of squares, so that 
square roots can be used to untangle them.

One way I like to think of it is to imagine the two numbers 
as sides of a rectangle, so their product is the area. Then the 
idea is to even out the sides of this rectangle by chopping some 
area off the top and reattaching it to the side.
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This forms a square shape with a smaller square notch in it; in 
other words, a difference of two squares. In doing this, we are 
taking off exactly as much from the long side of the rectangle 
as we are adding to the short side. This means that the side of 
the square will be the average of the two sides of the rectangle.

As for the little square notch, its side length is just the amount 
by which the two sides of the rectangle differ from their aver-
age. Let’s call that amount the spread. Then what we’re saying 
is this: the product of two numbers is equal to the square of 
their average minus the square of their spread. For example, 
11  15 = 132 – 22.

If a is the average of two numbers and s is their spread, then 
the numbers themselves must be a + s and a – s. Our result can 
then be written

(a + s)(a – s)  a2 – s2.

This is sometimes called the difference of squares formula. What 
a beautiful piece of ancient Babylonian art! Now, here’s some 
art for you to do.

Construct a mosaic design that demonstrates the 

algebraic relation (x + y)2 = x2 + 2xy + y2.
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Suppose you are given both the sum and  

difference of two numbers. How can you  

determine the numbers themselves? What if it’s 

the sum and product that are given?

Let’s use the Babylonian method to get a new description 
of our number d. The average of d and d – 1 is d – 1--2 , and the 
spread is 1--2 , so we have

d(d – 1) = (d – 1--2 )2 – (1--2 )2.

Now we can rewrite our relationship d(d – 1) = 1 as

(d – 1--2 )2 – (1--2 )2 = 1,

which means

(d – 1--2 )2 = 5--4 .

The point being that now we can unscramble this using square 
roots, to get 

d  1--2 + 5--
4, 

or if you prefer,

Our number is now explicitly expressed in the language of 
whole number arithmetic and square roots.

d= .
2

1+ 5
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Show that among all rectangles of a fixed  

perimeter, the square has the largest area.

Find a rectangle with the same area and  

perimeter as a given equilateral triangle.

A “golden rectangle” has the property that  

when a square is removed, the remaining  

rectangle is similar to the original. What are  

the proportions of a golden rectangle?

9

So it’s true, the diagonal of a pentagon can be expressed in terms 
of square roots. In particular, it’s easy to see from the expression 
d = 1--2 â•›(1 + √

_
5) that d is an irrational number, approximately 

1.618. Of course, we could also have obtained that informa-
tion directly from d(d – 1) = 1. In fact, the two expressions 
are equivalent in every way and tell us exactly the same things 
about d. There is not the slightest difference in mathematical 
content between the two.
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I suppose the cynical view of the situation would be that we 
have expended a great deal of effort to go precisely nowhere. 
We began with a description of d as “the number that when 
multiplied by one less than itself equals 1,” and we ended with 
d described as “half of one more than the number whose square 
is 5.” That’s progress? If all the information about d is contained 
in the original equation, why did we bother solving it?

On the other hand, why bother baking bread? We could just 
eat the raw ingredients. 

The point of doing algebra is not to solve equations; it’s 
to allow us to move back and forth between several equiva-
lent representations, depending on the situation at hand and 
depending on our taste. In this sense, all algebraic manipu-
lation is psychological. The numbers are making themselves 
known to us in various ways, and each different representation 
has its own feel to it and can give us ideas that might not occur 
to us otherwise.

For example, the representation d = 1--2  + 5--4 makes me think 
of this picture:

This path, between opposite corners of a unit square, is 
made up of two pieces. The horizontal part has length 1--2 , and 
the slanted part is just the diagonal of a 1  1--2  rectangle. 
Pythagoras’s theorem says that the length of this diagonal is 
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5--4 . This means that the diagonal of a pentagon (which was 
very difficult to measure) is exactly as long as this simple path 
on a square.

This is pretty. And totally unexpected. There’s no way I 
would have guessed at this without that particular expression 
for d. In fact, even if I had guessed it (by playing with paper 
and rulers for instance), there would be no way for me to 
know if it really was a truth about mathematical reality, much 
less understand why, without in some way obtaining these two 
expressions for d and showing their equivalence. Of course, if 
I had somehow guessed that d = 1--2 â•›(1 + √

_
5) it would be easy 

enough to check that d(d – 1) = 1. The point of something 
like the Babylonian technique is that it allows us to express 
d explicitly in a certain language, without having to be such 
good guessers.

In general, the main task of the geometer is to translate 
geometric information into algebraic information, and vice 
versa. This is not so much a technical problem as it is a creative 
one. The real idea was the dissection of the pentagon into simi-
lar triangles. Where does such an idea come from? How can 
you invent something like that? I don’t know. Mathematics 
is an art, and creative genius a mystery. Of course, technique 
helps—good painters understand light and shadow, good musi-
cians have a thorough knowledge of functional harmony, and 
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good mathematicians can untangle algebraic information—but 
a beautiful piece of mathematics is just as hard to make as a 
beautiful portrait or sonata.

What is the area of a regular pentagon?

Again, I can’t really help you here; you’re on your own. 
There is a blank canvas in front of you, and you need an idea. 
Maybe you will have one, maybe not. That’s art.

Two of my favorites.

10

How about a circle? You certainly can’t ask for a prettier shape.



	 S IZE A N D SH A PE	 63

Circles are simple, symmetrical, and elegant. But how on 
earth are we going to measure them? For that matter, how will 
we measure any curved shapes?

The first thing to notice about a circle is that all the points on 
it are the same distance away from the center. That is, after all, 
what makes it a circle. That distance is called the radius of the 
circle. Since all circles have the same shape, it’s really the radius 
that makes one circle different from another.

The perimeter of a circle is called its circumference (Latin 
for “carrying around”). I think the natural measurements to 
make of a circle are its area and circumference.

Let’s start by making some approximations. If we place a 
certain number of equally spaced points around the circle, and 
then connect the dots, we get a nice regular polygon.

The area and perimeter of this polygon are smaller than the 
corresponding measurements for the circle, but they’re pretty 
close. If we used more points, we could do even better. Suppose 
we use some large number of points, say n. Then we get a 
regular n-gon whose area and perimeter are really close to the 
true area and circumference of the circle. The important thing 
is that as the number of sides of the polygon is increased, the 
approximations get better and better.
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What is the area of this polygon? Let’s chop it into n identical 
triangles.

Each triangle has width equal to a side of the polygon, say s. 
The height of each triangle is the distance from the center of 
the circle to the side of the polygon. Let’s call that distance h. 
Then each triangle will have area 1--2 hs. This means that the area 
of the polygon is 1--2 hsn. Notice that sn is just the perimeter of 
the polygon. So we can say

area of polygon = 1--2 hp,

where p is the perimeter. We have a precise description of the 
area of a regular polygon in terms of its perimeter and the 
distance from center to side.

Now what happens as the number of sides n is increased 
indefinitely? The perimeter p will get closer and closer to 
the circumference C of the circle, and the distance h will 
approach the radius r. This means the area of the polygon 
must be approaching 1--2 rC. But the area of the polygon is also 
approaching the true area A of the circle! The only possible 
conclusion is that these numbers must be the same,

h

s
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A = 1--2 rC.

The area of a circle is exactly half the product of its radius 
and circumference.

A nice way to think of this is to imagine unrolling the 
circumference onto a line, so that it forms a right triangle with 
the radius.

What our formula is saying is that the circle takes up exactly 
the same amount of space as this triangle.

Something really serious has just happened here. We have 
somehow obtained an exact description of the area of a circle 
using nothing but approximations. The point is that we didn’t 
just make a few good approximations, we made infinitely many. 
We constructed an infinite sequence of increasingly better 
approximations, and there was enough of a pattern in those 
approximations that we could tell where they were heading. In 
other words, an infinite sequence of lies with a pattern can tell 
us the truth. It is arguable that this is the single greatest idea the 
human race has ever had.

This amazing technique, known as the method of exhaustion, 
was invented by the Greek mathematician Eudoxus (a student of 
Plato) around 370 bc. It allows us to measure curved shapes by 
constructing an infinite sequence of straight-line approximations. 
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The trick is to do this in such a way that the approximations have 
a pattern to them—an infinite list of random numbers doesn’t 
tell us anything. It’s not enough to have an infinite sequence; we 
have to be able to read it.

When a point on a circle is connected to both ends 

of a diameter it always makes a right angle. Why?

Show that if two points are connected to the same 

arc, the resulting angles must be the same.

11

We have expressed the area of a circle in terms of its circumfer-
ence. But can we measure the circumference? With a square, 
it’s natural to measure the perimeter in proportion to the side 
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length—the ratio of the length around to the length across. 
We can do the same thing with a circle. The distance across 
a circle is called its diameter (of course it’s just twice the 
radius). So the analogous measurement for a circle would be 
the ratio of the circumference to the diameter. Since all circles 
are similar, this ratio is the same for every circle and is denoted 
by the Greek letter pi, or . This number is to circles what 4 
is to squares.

It’s not hard to approximate pi. For example, suppose we put 
a regular hexagon inside a circle.

The perimeter of the hexagon is exactly three times the 
diameter. Since the circumference of the circle is a bit longer, 
we see that  is just a little greater than 3. If we use poly-
gons with more sides we can get better estimates. Archimedes 
(circa 250 bc) used a 96-gon to get  ≈ 22---7 . Many people are 
under the misconception that this is an exact equality, but it 
isn’t. The actual value is a bit smaller, a decent approxima-
tion being  ≈ 3.1416. Still better is the fifth-century Chinese 
estimate  ≈ 355----113 .

But what is pi exactly? Well, the news is pretty bad. Pi is 
irrational (this was proved by Lambert in 1768), so there’s no 
hope of expressing it as a ratio of whole numbers. In particular, 



68	 M EASU R EM ENT	

there is no way to measure both the diameter and circumfer-
ence evenly.

The situation is actually even worse than for the diagonal of 
a square. Although √

_
2 is irrational, it is at least describable as 

“the number whose square is 2.” In other words, this number 
√
_
2 satisfies a relation that can be expressed in the language of 

whole number arithmetic; namely, it is the number x such that 
x2 = 2. We may not be able to say what √

_
2 is, but we can say 

what it does.
It turns out pi is different. Not only is it incapable of being 

expressed as a fraction, but in fact pi fails to satisfy any algebraic 
relationship whatsoever. What does pi do? It doesn’t do anything. 
It is what it is. Numbers like this are called transcendental 
(Latin for “climbing beyond”). Transcendental numbers—and 
there are lots of them—are simply beyond the power of alge-
bra to describe. Lindemann proved that pi is transcendental in 
1882. It is an amazing thing that we are able to know something 
like that.

On the other hand, mathematicians have found alternative 
descriptions of pi. For instance, in 1674 Leibniz discovered the 
formula

--
4  1 2 1--3 1 1--5 2 1--7 1 1--9 2 

1---
11 + …

The idea is that the more terms you add together on the 
right, the closer the sum gets to the number on the left. So pi 
can be expressed as an infinite sum. This at least provides us with 
a purely numerical description of pi, and it is also philosophi-
cally quite interesting. More important, such representations 
are all we’ve got.
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So that’s the story. The ratio of circumference to diameter is 
pi, and there’s nothing we can do about it. We’ll simply have to 
expand our language to include it.

In particular, a circle of radius 1 has diameter 2, and so its 
circumference is 2. The area of this circle is half the product 
of the radius and circumference, which is just . Blowing up by 
a factor of r, we find that for a circle of radius r, the circumfer-
ence and area are given by

C = 2r,
A = r2.

Notice that the first equation is practically content free; it is 
merely a restatement of the definition of pi. The second equa-
tion is the one with real depth and is equivalent to our discov-
ery that the area of a circle is half the product of the radius and 
the circumference.

If two circles are arranged so that each  

passes through the center of the other,  

what are the area and perimeter of  

the overlap? What about for three  

overlapping circles?
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Two circles lie on a line, touching each  

other at a point. A small circle is inscribed  

in the space between. How does its radius  

depend on the radii of the two larger circles?

12

I want to say more about this method of exhaustion. The idea is 
to somehow get exact measurements using an infinite sequence 
of approximations, like how we measured circles using an infi-
nite sequence of polygons. This is by far the most powerful and 
flexible measuring technique ever devised. For one thing, it 
reduces the measurement of curved shapes to the measurement 
of straight ones. It’s amazing that we can say anything precise 
about curved shapes, let alone that we can do it in such a deep 
and beautiful way.

As another example of this technique, let me show you a nice 
way to measure the volume of a cylinder.
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A cylinder is an interesting object. It’s kind of round and it’s 
kind of straight. It feels like it’s halfway between a cube and a 
sphere. Anyway, it has these two ends that are circles (of the 
same size), one at a certain height above the other.

One way to approximate the volume of a cylinder is to imag-
ine slicing it vertically into a large number of thin slabs and 
approximating the slabs by rectangular boxes.

Notice that the base rectangles of these boxes do a good job 
of approximating the area of the circular base of the cylinder. 
As the number of slices increases, the total volume of the boxes 
approaches the true volume of the cylinder, and the area of the 
rectangles approaches the true area of the circle.

Now the volume of a rectangular box is just the product of 
its height and the area of its base, so the total volume of all the 
boxes will be their height times the total area of the rectan-
gles. Here we have benefited from the fact that all of the boxes 
have exactly the same height. This means that the approximate 
volume of the cylinder is the height multiplied by the approxi-
mate area of the base.

This is enough of a pattern for us to read the true measure-
ments of the cylinder. As the number of slices gets larger, and 
the approximations get better, the product of the height and 
the rectangular base area approaches both the volume of the 
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cylinder as well as the product of the height and the circular 
area. So they must be the same. In other words, the method of 
exhaustion has succeeded. The volume of a cylinder is simply 
the product of its height and the area of its base.

Two things occur to me here. One is that maybe this result is 
obvious to you. Is it intuitively clear that the amount of space 
taken up by a cylinder should be proportional to both the 
height and base area? I hate to be in the position of explaining 
something obvious. On the other hand, it’s good to combine 
intuition with reasoning—that’s what mathematics is.

The other thing is that perhaps slicing the cylinder into rectan-
gular boxes in this way seems ugly and unnatural. After all, when 
we measured circles, we chopped them into a pleasing symmetri-
cal arrangement of triangles. Why don’t we chop the cylinder 
vertically through the center of the circle into triangular wedges? 
This is a perfectly valid criticism, actually. Let me answer it (as if 
I’m not also the one making it!) with another example.

This object is made in the same way as the cylinder, except the 
top and bottom faces are no longer necessarily circles but perhaps 
some other figure. Let’s call this sort of thing a generalized 
cylinder. In this case there isn’t a nice symmetrical way to chop 
it up, so the rectangular slicing idea is as good a way as any. We 
still get the volume of the generalized cylinder as the product of 
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its height and base area. My point is that slicing this way works 
whether there is symmetry or not. It’s a good example of the 
flexibility of the exhaustion technique. 

How can we measure the surface  

area of a (generalized) cylinder?

Now I want to show you just how powerful our method is. A 
while back, we were talking about dilation. This is the idea of 
stretching by a certain factor in one direction only. Sometimes 
I like to think of it as a transformation of the entire plane 
surface, like pulling opposite sides of a sheet of rubber. Any 
shapes or figures drawn on the plane will get dilated accord-
ingly. Suppose we have some shapes and we subject them to a 
(horizontal) dilation by some factor.

Notice how dramatically the shapes are affected. For instance, 
the square becomes a rectangle (so its sides aren’t all the same 
length anymore). The equilateral triangle is transformed into a 
mere isosceles triangle, and the circle becomes an entirely new 
shape known as an ellipse.

In general, dilation is a pretty destructive process. Lengths 
and angles often get severely distorted. In particular, there is 
usually no relationship whatever between the perimeter of a 
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shape before dilation and its perimeter afterward. The perim-
eter of an ellipse, for instance, is a very difficult classical 
measurement problem, mainly because it has no connection 
with the circumference of a circle.

On the other hand, dilation turns out to be very compat-
ible with area. We already know how dilation affects the area 
of rectangles: if a rectangle is dilated by a certain factor (in a 
direction parallel to one of its sides), then its area gets multi-
plied by that same factor. Using the method of exhaustion, we 
can see that this remains true for any shape whatsoever. To be 
precise, let’s suppose we have some shape, and we dilate by the 
factor r in some direction. We want to see that the area of the 
shape will get multiplied by r.

The idea is to slice our shape into thin rectangular strips, 
parallel to the direction of dilation, so that the area of our shape 
is closely approximated by the total area of the rectangles.

After dilation, the strips become dilated as well, so their 
areas get multiplied by r. This means that the approximate 
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area of the dilated shape is exactly r times the approximate 
area of the original. Letting the number of strips increase 
indefinitely (so that their thickness approaches zero), we 
see that the true areas must be related by a factor of r as 
well. I think it’s quite surprising and wonderful that we can 
keep track of the area of a shape even after such an extreme 
distortion.

What is the area of an ellipse?

Similarly, a dilation of space by a certain factor in a given 
direction will magnify volumes by that factor. Do you see 
why? Since boxes behave well under dilation so will anything. 
Of course, we have to be somewhat careful. For instance, if a 
solid object is dilated by a factor of 2, its volume will indeed 
double, but its surface area generally will go nuts. Try it with 
a cube!

Now I want to show you a truly beautiful measurement (I 
hope those are the only kind I ever show you). We’re going to 
measure the volume of a pyramid.

My favorite way to do this is to place the pyramid in a box 
with the same base and height. I like to think of this box as the 
carrying case for the pyramid.
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The natural question is, how much of the volume of the box 
does the pyramid take up? This is a pretty hard problem. It is 
also very old, dating back to ancient Egypt (naturally). One 
way to begin is to notice—very cleverly—that a cube can be 
divided into pyramids by joining its center to each of its eight 
corners.

There are six of these pyramids because there is one for each 
face of the cube. These pyramids are all identical, so each must 
have a volume equal to one-sixth of the cube. The carrying 
case for one of these pyramids would be half the cube. So 
these pyramids take up exactly one-third of the volume of 
their carrying cases. I think that’s a really pretty argument.

The trouble is this only works for that particular shape of 
pyramid (where the height is exactly half the length of a side of 
the base). Most pyramids won’t fit together to make anything 
nice at all. They’re either too steep or too shallow.

Does this mean that we can only measure one particular shape 
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of pyramid? Not at all! The point is that any pyramid can be 
obtained from one of these special ones by appropriate dilations. 
If we want a steeper one, we can dilate vertically by whatever 
factor we need to until the height matches the one we want.

Now, here’s my favorite part: dilation affects the volume of 
the pyramid and the volume of the carrying case in exactly 
the same way. They both get multiplied by the dilation factor. 
This means that the ratio of the two volumes is unaffected. 
Since the proportion was one-third for the special pyramids, it 
must be the same for any pyramid. So the volume of a pyramid 
is always exactly one-third the volume of the box it sits in. I 
just love that sequence of ideas. Notice how subtly and power-
fully the method of exhaustion plays its role.

The centers of the faces of a cube can be joined 

to form a regular octahedron. How much of  

the volume of the cube does it take up?
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A square of side a is placed at a height h above a 

square of side b, forming an incomplete pyramid. 

How does its volume depend on a, b, and h?

Where is the center of a regular tetrahedron?

13

Let’s try to measure the volume of a cone.

I hope you agree that this is a beautiful and interesting shape. 
Naturally, some sort of exhaustion technique is called for, and 
the first idea that comes to mind is to approximate the cone by 
a stack of thin cylinders.

h
a

b
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As the number of slices increases, and the cylinders get thin-
ner, their total volume will approach the true volume of the 
cone. All we need to do is to figure out what the pattern is to 
these approximations and see where they are heading.

Unfortunately, this turns out not to be so easy. The volume 
of each cylinder depends on its radius, and these radii are vary-
ing as we move up and down the cone. It’s a bit delicate. In fact, 
it would require a fairly expert algebraist to read this pattern 
and understand its behavior.

Can you figure out the pattern  

to these approximations?

The truth is, exhaustion can be an almost impossibly difficult 
technique to put into practice. Even when a shape is relatively 
simple and we have a highly organized way to approximate it, 
the resulting sequence of approximations may have a pattern 
that is simply too subtle for us to predict. It’s one thing for us 
to say that we will figure out where the sequence is heading, 
it’s quite another to actually do it. If our shape is at all compli-
cated, this is next to impossible. So how are we going to solve 
our problem?

It is an aesthetic principle almost universally acknowledged 
among mathematicians that the best way to solve a problem is to 
find an ingenious way not to have to solve it at all.
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So we’re not going to measure the volume of the cone 
directly. Instead, we’re going to compare it with another object 
whose volume we already understand—a pyramid.

Imagine a pyramid of the same height as the cone, with a 
square base equal in area to the circular base of the cone.  The 
idea is to show that these two objects have the same volume.

To do this, let’s go back to our slicing idea. This time, we’ll 
slice both the cone and the pyramid.

The cone is approximated by a stack of cylinders, and the 
pyramid by a stack of rectangular boxes. If we do this in the 
right way, then each cylinder will correspond to a box of 
the same thickness. The bases of these pieces will be cross-
sections of the cone and pyramid.
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Notice that when we slice through a cone like this we create 
a small cone on top. This little cone has exactly the same shape 
as the original, only smaller. In other words, it is a scaled-down 
version of the large cone. Same for the pyramid. In fact, since 
the cone and the pyramid have the same height, and the little 
ones also have the same height, the scaling factor must be the 
same for both shapes. Since the original cone and pyramid have 
equal base areas, so must their scaled versions. 

The point I’m trying to make is that no matter what height 
we slice at, the cone and the pyramid will have equal cross-
sectional areas. While I’m at it, I’d like to be able to say that 
they have “equal cross-sections” and have you understand that 
I mean the areas match, not that the cross-sections are neces-
sarily the same identical shape. So the cone and pyramid have 
equal cross-sections.

This means that back in our volume approximation, corre-
sponding cylinders and boxes have equal bases. Since they also 
have the same thickness, their volumes must agree. So each 
little cylinder has the same exact volume as the corresponding 
box. In particular, the total volume of all the cylinders must 
equal the total volume of all the boxes. This means that no 
matter how many slices we make, the approximations for the 
cone and pyramid will always match.

As the slices get thinner, these approximations are then 
heading simultaneously toward the volume of the cone and 
the volume of the pyramid. It must be that these volumes are 
exactly the same. In other words, the volume of a cone is 
equal to the volume of a pyramid with the same height and 
base area.

What I love about this is that we don’t have to figure out 
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what the patterns to these approximations are, only that they’re 
the same as each other. We manage to avoid a difficult alge-
braic computation by making a well-chosen comparison.

To make this even nicer, let’s put our cone inside a cylinder. 
This is analogous to the pyramid sitting inside its box.

Since the cylinder and the box have the same size base and 
height, they must have the same volume as well. In particular, 
the cone must take up exactly one-third of its carrying case just 
as the pyramid does.

How can we measure the surface area of a cone?

Can you find a cross-section of a cube  

that is a regular hexagon?

Now, it turns out that the cone is just the tip of the iceberg. 
This comparison idea is really quite general. Any solid object 
can be approximated by a stack of thin (generalized) cylinders, 
and if two such objects can be arranged so that they have equal 
cross-sections, then the method of exhaustion will guarantee 
that they have equal volumes.

This is a very old and beautiful result, known as the Cavalieri 
principle. (Although it was originally developed by Archimedes, 
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the technique was rediscovered in the 1630s by Galileo’s student 
Bonaventura Cavalieri.) The idea is not to calculate volumes but 
to compare them; the trick is in choosing the right objects to 
compare.

In order to use the Cavalieri principle, it is necessary to 
position the two objects in space so that for every horizontal 
slicing plane, the corresponding cross-sections always have 
equal areas. (In particular, the objects must have the same 
height.) This ensures that no matter how fine the cylindri-
cal approximations become, they will continue to agree in 
volume.

It is also important to understand that this is not the only way 
that two objects can have the same volume. It is easy to find 
solids of equal volume that do not have equal cross-sections.

Unfortunately, the Cavalieri principle doesn’t work for 
surface area. The cylindrical approximations that are good for 
volume do not do a good job of approximating the surface 
area. (This is a rather subtle point, actually.) In any case, there 
are plenty of objects with equal cross-sections and different 
surface areas. Can you find some?

Can you find two objects with equal  

cross-sections and different surface areas?
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Can you devise a Cavalieri principle  

for areas in the plane?

Why can’t the method of exhaustion be used in 

this way to measure the diagonal of a square?

A really simple way to use the Cavalieri principle is when 
the two objects have identical cross-sections. That is, not only 
do the cross-sections have the same area, they are actually the 
exact same shape.

These two boxes have the same square base and the same 
height, but one is straight up and the other is slanted. If we 
look at the horizontal cross-sections, we can see that they are 
all the same—the same square as the base. It’s as if the different 
cross-sections have merely slid into new positions with their 
shape unchanged. The Cavalieri principle tells us that these 
two boxes have the same volume.
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The point is, as long as we simply move the various cross-
sections around (we could even rotate them), their areas won’t 
change, and the two solids will have the same volume. Of 
course, there is nothing special about squares; this would work 
with any shape.

What about a slanted pyramid? Or a slanted cone? We could 
even imagine a sort of generalized cone, which has any shape 
whatever for its base and comes to a point at some height above it.

If we build a pyramid again, with the same base area and 
height as the generalized cone, the scaling argument from 
before tells us that the corresponding cross-sections are 
equal. What this means is that the volume of any generalized 
cone is simply one-third that of the corresponding general-
ized cylinder.

The diagonals of a cube form a regular tetrahe-

dron. How much of the cube does it take up?
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What are the volumes of the Platonic solids? How 

about the other symmetrical polyhedra?

Suppose two identical cylinders meet at right 

angles. What does their intersection look like, 

and what is its volume? What about three  

mutually perpendicular cylinders?

14

The most spectacular use of the Cavalieri principle was made 
almost two thousand years before Cavalieri was born. This was 
Archimedes’s measurement of the volume of a sphere.

To my mind, this is the simplest and most elegant object 
imaginable. It is completely symmetrical—every point on the 
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surface is the same distance away from the center. We’ll call 
that distance the radius of the sphere, just as we did for circles.

Now, the idea is to construct a different object that has the 
same cross-sectional areas as the sphere. Then the Cavalieri 
principle will tell us that their volumes are the same. Of course, 
this will be pointless unless the new shape is somehow easier 
to measure.

Suppose our sphere has radius r. Let’s see if we can figure 
out the areas of the various cross-sections. Imagine that 
we make a horizontal slice at a certain height h above the 
equator.

The cross-section will be a circle. Let’s say it has radius 
a. Of course, how big a is will depend on the height of the 
slice. When we slice through the middle of the ball (so that 
the height h is zero), the cross-section is the full equator. The 
radius a will be equal to r, the radius of the sphere. As we move 
up and h increases, the cross-sections will get smaller, so a will 
decrease. Finally, at the North Pole, a will be zero. The cross-
section will be a single point.

We’re going to need to know precisely how this cross-
sectional area depends on the height. Luckily, this is not too 
difficult.

h
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Any point on the circumference of the cross-section will be 
at distance r from the center of the sphere, so there is a right 
triangle with short sides h and a and long side r. Pythagoras’s 
theorem tells us that

a2 + h2 = r2.

This means that the area of the cross-sectional circle is

a2 = (r2 – h2)
	 = r2 – h2.

This has a nice geometric interpretation. It says that the cross-
sectional area is the same as the difference between the area of 
a circle of radius r and a circle of radius h. In other words, the 
area of a ring.

h

a

r
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As the height h of the cross-section increases, this “pine-
apple ring” gets thinner. The outer radius stays the same, 
while the inner radius grows. Archimedes realized that these 
rings are precisely the cross-sections of a cylinder with a cone 
removed.

The cylinder has radius r and height r, and so does the cone. 
This makes it so that any slice of the cone will have the same 
radius as its height, which is precisely what the inner radius 
of the pineapple ring is supposed to do. Since the outer circle 
always has radius r, we can see that Archimedes was right.

We can now construct a solid with the same cross-sectional 
areas as the sphere. We simply glue together two copies of the 
cylinder with the cone removed, one for the top half of the 
sphere and one for the bottom. In other words, we get a cylin-
der with a double cone removed.

Since these two objects have the same cross-sections at every 
level, the Cavalieri principle says that they must have the same 
volume. Is that great, or what!
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The thing is, we know how to deal with cones and cylinders. 
The two cones together must take up one-third of the cylinder 
since each one is taking up one-third of its own half of the 
cylinder. So the volume of Archimedes’s solid is two-thirds 
of the volume of the cylinder. Notice that this cylinder has 
the same radius and height as the sphere itself. So we can say, 
as Archimedes himself did so long ago, that a sphere takes up 
exactly two-thirds of the cylinder it sits in.

This is measurement at its finest. Of course, if you prefer, 
we can express the volume of the sphere solely in terms of its 
radius. The volume of the cylinder would then be

r2  2r = 2r3,

and so the volume of a sphere of radius r is 4--3 r3.

How much of a cube does a sphere occupy?  

Is it more than half?
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Show that a cone in a hemisphere  

occupies exactly half the volume.

While we’ve got the sphere sitting here, let’s measure its 
surface area. I want to mimic our treatment of the circle, where 
we used polygons to approximate both its area and circumfer-
ence. Now the idea will be to approximate the sphere using 
polyhedra with many faces.

It doesn’t particularly matter how we do this, as long as the 
faces get smaller and smaller as we go. This will ensure that the 
volume and surface area of the polyhedron will approach those 
of the sphere. To keep it simple, let’s suppose that all the faces 
are triangles.

To measure the volume of this polyhedron, we’ll break it 
into pieces. If we connect the center of the sphere to the 
corners of each face, we form a bunch of thin triangular 
pyramids.
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The volume of the polyhedron is the sum of the volumes of 
all of these little tetrahedrons. This is analogous to how we 
chopped up the polygonal approximation to the circle into lots 
of triangles.

Now, here’s the idea. The heights of these little pyramids 
are all very close to the radius r of the sphere. So the volume 
of each pyramid is roughly one-third the radius times its base 
area. Putting these together, we get that the total volume of 
the polyhedron is about one-third the radius times its surface 
area. This is only approximate, because those heights weren’t 
quite equal to the radius, but it gets closer and closer to the 
truth.

What this means is that for the sphere, the volume V and the 
surface area S satisfy V = 1--3 rS exactly. If we want to, we can 
combine this with V = 4--3 r 3 to get

S = 4r2.

This is a beautiful measurement. It says that the surface area 
of a sphere is exactly four times the area of an equatorial circle.

Show that the surface area of a sphere is exactly 

two-thirds that of its (closed) cylinder.
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What are the volume and surface  

area of a spherical cap?

15

Now I want to tell you about a really pretty discovery that 
was made in the early fourth century, as the classical period 
of geometry was coming to an end. The idea first appears in 
a collection of mathematical writings by the Greek geometer 
Pappus of Alexandria (circa 320 ad).

I have to say right from the start that I am a bit apprehen-
sive about getting into this subject. Certain aspects of it are 
quite delicate, and it’s not clear to me how I’m going to explain 
them. (There may be points where I simply have to throw up 
my hands.)

Let’s start with a doughnut—I mean the shape, not the snack.
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Up to now, we haven’t really needed to be very precise about 
describing our shapes. They consist of points, in a plane or in 
space, arranged in some simple and pleasing way. We’re famil-
iar enough with the idea of a sphere, or a cone, or a rectangle. 
But what exactly is a doughnut?

The way I like to think of it is to imagine a circle being 
rotated around a line in space.

This abstract geometric kind of doughnut is called a torus 
(Latin for “cushion”). A torus is the object traced out by a 
circle that is moving through space along a circular path.

I think this is a very significant idea, this way of describing 
one shape via the motion of another. Not only does it provide 
us with new and exotic shapes like the torus, but it also allows 
us to look at some familiar objects in a new way. For instance, a 
cube can be thought of as being traced out by a square moving 
along a straight path.
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Sometimes I like to pretend that the square is a prehistoric 
animal that crawled along this path millions of years ago. The 
cube is the “fossil record” of its struggle. Another image I have 
is of tracks in the snow. A rectangle is the “track” made by a 
sideways moving stick.

In any case, the point is that many beautiful shapes can be 
viewed as being the result of a motion of some kind.

Can you think of two different ways that a cylin-

der can be regarded as the result of a motion?

The question is whether thinking of a shape in this way helps 
at all in the measuring department. This is part of a recurring 
theme in geometry, the relationship between description and 
measurement. How does the measurement of an object depend 
on the way in which it is described?

In particular, if an object is obtained from the motion 
of some simpler shape, precisely how are its measurements 
related to that shape and the way it moves? This is the ques-
tion that Pappus of Alexandria was asking sixteen centuries 
ago, and it is his great discovery that I want to try to explain 
to you. 

I’d like to start with the pineapple rings that we looked at 
before when we were measuring the sphere.
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What we’re talking about is the space between two concen-
tric circles. This kind of region is called an annulus (Latin for 
“ring”). Naturally, we can think of it as a large circular region 
with a smaller one removed.

On the other hand, an annulus shape can also be viewed as 
being swept out by a stick moving along a circular path, like a 
snowplow going around a tree.

Of course, if the stick (or snowplow) were to travel along a 
straight path, it would sweep out a rectangle. We can now see 
the annulus and rectangle as being related aspects of the same 
idea—shapes formed by a moving stick. This is interesting 
because geometrically an annulus is very different from a rect-
angle. If you tried to bend a rectangle into a ring, for instance, 
it wouldn’t work out very well; the inner edge would buckle 
and the outer edge would rip. Not a pretty picture.

The interesting question about rings and rectangles is how 
to compare their areas. Suppose we take a stick and drive it 
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around a circular path to form an annulus. How long should a 
straight path be in order to sweep out the same area? This is just 
the kind of thing Pappus was wondering about. 

I think it’s reasonable to expect the right length to be some-
where in between the inner and outer circumferences of the 
ring. A natural guess would be the middle circumference. Let’s 
suppose we arrange it so that the rectangle is exactly as long as 
this “average” circle. Do the areas necessarily match?

It turns out they do. In fact, there is a very nice way to see 
this, which is connected to the Babylonian difference of squares 
relation, x2 – y2 = (x + y)(x – y).

Here’s the idea. Our annulus is completely determined by 
the radii of its inner and outer circles. Let’s call the outer 
radius R and the inner radius r. Thinking of the annulus as the 
difference between two circles, we get that its area is simply 
R2 – r2.

For the rectangle, we’ll need to know the length of the stick 
and the length of the path. The stick is easy; it’s just R – r. Do 
you see why? The circle through the middle of the annulus 
really is an average, in the sense that its radius is the average 
of the inner and outer radii. In other words, the radius of the 
middle circle is 1--2 â•›(R + r).

Since the circumference of a circle is always 2 times as long 
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as its radius, the length of the path (and hence the length of the 
rectangle) must be

2  1--2â•›(R + r) = (R + r).

Finally, the area of the rectangle is the product of its length 
and width, or

(R + r)(R – r) = (R2 – r2)
	 = R2 – r2,

which is precisely the area of the annulus. I love how the alge-
bra and geometry connect here. The difference of squares rela-
tion is reflected geometrically by the equivalence of ring and 
rectangle.

A nice way to think about it is to observe that the middle 
circle is simply the path traced out by the midpoint of the stick. 
In other words, it’s the distance that the center travels that is 
important. Specifically, we have found that if the center of a 
stick travels along a circular path of a certain length, it sweeps 
out the same area as it would if the path were straight. In either 
case, the area is simply the product of the length of the stick and 
the length of the path. 

This is a nice example of the way description (the annulus is 
described by the motion of the stick) affects measurement (the 
area depends in an elegant way on the stick and the path). Like 
I said, the connection between description and measurement is 
what geometry is all about.

We can take this example a bit further. Suppose we were to 
push the stick (by its midpoint) along some arbitrary path.
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Does our result remain valid? Can we say that the area of the 
swept out region is the same as if it were straight? Is it simply 
the product of stick length and path length, or are we pushing 
our luck?

In fact, it’s true regardless of the shape of the path. Let me see 
if I can explain why. First of all, notice that it works for paths 
that are partial circles, or arcs. 

This is because both the arc length and the swept out area 
are in the same proportion to those of a complete annulus. In 
particular, the result holds for tiny annular “slivers” as well as 
for very thin rectangles. The idea is to piece these together to 
form more complicated shapes.

The various paths taken by the center of the stick fit together 
to form one big path made up of tiny circular and straight 
sections. By arranging these properly, we can make a path that 
approximates any desired path as closely as we wish.

In particular, we can (by creating an infinite sequence of such 
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approximations) make the total length of our path approach the 
length of the desired path, and the area of our conglomeration of 
slivers will approach the true area of the desired region. Since the 
approximate area is the product of the length of the stick and the 
length of the path, and this remains true as the approximations 
improve, it must be true for the actual region under consider-
ation. Again, the method of exhaustion comes to the rescue.

This is our first example of the amazing generality of Pappus’s 
result: the area of a region swept out by a moving stick is the 
product of the length of the stick and the distance traveled by 
the center of the stick.

There are a couple of subtleties here. The first is that for this 
to work, the stick must remain perpendicular to the direction 
of motion at all times. Pushing the stick at an angle messes it up.

For example, the Pappus theorem fails miserably for a slanted 
rectangle. Since we assembled our shapes, at least approxi-
mately, from slivers of rings and rectangles, where the stick 
and the path are always at right angles, this is the only kind of 
motion our method can handle. Perpendicular motion is an 
essential ingredient of the Pappus philosophy.

The other issue is self-intersection. 
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If the path curves too sharply, we’ll end up tracing out parts 
of the region twice, and those areas of overlap will get counted 
double. As long as we stay perpendicular, and avoid sharp 
turns, we’re fine. 

What is the perimeter of a region  

formed by a moving stick?

16

Now how about that doughnut? Since a torus is described by a 
circle traveling along a circular path, it makes sense to look at 
the object traced out by the same circle moving along a straight 
path. In other words, a cylinder.

This time, the snowplow is a circle. Actually, to be more 
precise, it is an entire disk, a solid filled-in circle. (It’s custom-
ary to use the word circle for the curve itself and disk for the 
region it surrounds.) So we’re pushing a disk through a solid 
mass of snow, creating both a torus and a cylinder.

The question is, how long should the cylinder be to enclose the 
same volume as the torus? Notice that as the disk moves around 
the torus, its points trace out circular paths in space. These paths 
have various lengths. Which is the right one for the cylinder?
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Our experience with the ring would suggest the average one. 
In other words, the path described by the center of the disk.

Suppose we arrange it so the length of the cylinder matches 
the length of this middle circle through the torus. Then we 
have the same disk moving through the same distance, but 
in two different ways, straight and circular. Are the volumes 
necessarily equal?

As a matter of fact, they are. Let me show you a pretty way 
to see this using the Cavalieri principle. We’ll need to imagine 
taking horizontal slices of both objects.

The cross-sections of the cylinder aren’t hard to visualize; 
they’re rectangles. They all have the same length, namely the 
length of the cylinder, whereas their widths vary depending on 
the height of the slice. In fact, we can read the width of a cross-
section on the circular base of the cylinder. It’s the length of a 
horizontal slice through the disk at that height.

The cross-sections of the torus are a little bit more compli-
cated; they are rings. As the height of the slice changes, both 
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the inner and outer edges vary in size. On the other hand, the 
middle circles of these rings are all the same. This is because 
horizontal slices through a disk are centered, due to the 
symmetry of the circle. So all these rings have the same length 
through the middle.

What this means is that the torus and the cylinder have cross-
sections that are easy to compare. If we slice at the same height, 
we get an annulus and a rectangle that have the same width and 
also the same length. In particular their areas must agree. Since 
this is true no matter where we slice, the Cavalieri principle 
tells us that the volumes are equal.

What we’ve shown is that the volume of a torus described by 
a disk moving along a circular path is simply the product of the 
area of the disk and the length of the path. So if we take a circle 
of radius a and push its center along a circle of radius b, we get 
a torus whose volume is given by

V = a2  2b.

This is a beautiful example of the Pappus philosophy. Again 
the notion of center plays an important role. Notice also that 
the moving disk remains at all times perpendicular to its direc-
tion of motion.

Just as before, we can generalize this result to arbitrary paths 
in space, using approximations made from slivers of tori and 
cylinders. So the volume of any solid formed by moving a disk 
perpendicularly along a path through its center can be obtained 
by multiplying the area of the disk by the length of the path.

The remarkable step that Pappus took was to generalize this 
further, replacing the disk by any plane figure.
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Let’s imagine a flat region of some fixed shape, dragged 
through space in such a way that it remains perpendicular to 
its direction of motion. This traces out some ridiculous solid. 
Pappus discovered that even the volume of this crazy blob 
obeys the same pattern as before: it is the product of the area of 
the original region and the length of a certain path. Naturally, 
this is the path taken by the average point in the region. But 
what does that mean exactly?

For symmetrical shapes like a circle or a square, there is a 
clear candidate, a center. Where is the center of an asymmetri-
cal region?

It turns out there is a way to define the center of an object, 
regardless of its shape. It even has a nice physical descrip-
tion: it’s the place where if you put your finger there, the 
object would balance. This point is unique to each shape and 
is called its centroid (the corresponding physical notion is 
center of mass.) The problem for geometers is to make sense 
of this idea in a purely abstract way, since geometric objects 
are imaginary and don’t have any actual mass or ability to 
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balance. That this can be done is wonderful, but not so easy 
to explain. I think I’ll leave it for you as a nice, open-ended 
research project:

How should we define the centroid of  

a shape? Can we do it in such a way  

that Pappus’s theorem holds?

In any case, the point is that every object has a centroid, and 
Pappus’s great discovery is this: the volume of a solid described 
by a moving plane figure is equal to the product of the area of 
the figure and the length of the path traced out by its centroid. 
(Provided, of course, that the figure remains perpendicular to 
the direction of travel, and there is no self-intersection caused 
by sharp turns.) Notice that our discovery about moving sticks 
fits right in with this general philosophy. The centroid of a 
stick is just its midpoint. 

Show that Pappus’s theorem works for a cylinder 

formed by rotating a rectangle.

Finally, there is the issue of surface area. How can we measure 
the surface area of a torus? This time we’re only interested in 
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the crust of the doughnut. It is the circle itself that traces out 
the surface, not the disk. In other words, it’s the points on the 
circle as it goes around that describe the surface we want to 
measure. 

Again, it turns out to be the same as if we moved straight. 
The surface area of a torus is the product of the circumference 
of the moving circle and the length of the central path. So the 
surface area of the torus we looked at before would be

S = 2a  2b.

In general, the surface area of an object traced out by a moving 
plane figure is the product of the perimeter of the figure and 
the length of the path traced out by a certain point. (That is, 
assuming the shape doesn’t rotate as it travels along the path.) 
Now, however, it’s not the centroid of the region that matters, 
it’s the centroid of the perimeter.

For a circle, or some such symmetrical object, these two 
notions of center coincide, but in general they don’t. To get a 
rough idea, imagine two physical models made in the same flat 
shape. One is solid metal. The other has just a rim of metal and 
an interior made of a much lighter material. The balance points 
of the two models will not necessarily be the same. This sounds 
like another good research project:

How should we define the centroid of perimeter?

I hope this hasn’t been too frustrating. These ideas are very 
deep and hard to explain. I just wanted to give you a taste of 
them now because I think they are so beautiful.
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If we rotate a right triangle it forms a cone. 

Assuming Pappus is right, where must  

the centroid of the triangle be?

Can you find the centroid of a semicircle?  

How about its centroid of perimeter?

17

The shapes we’ve been dealing with so far—squares, circles, 
cylinders, and so on—are actually quite special. They are simple, 
symmetrical, and easy to describe. In other words, they’re pretty. 
In fact, I would go so far as to say that they are pretty because they 
are easy to describe. The shapes that are the most pleasing to the 
eye are those that need the fewest words to specify. In geometry, 
as in the rest of mathematics, simple is beautiful.

But what about more complicated, irregular shapes? I think 
we need to look at them, too. After all, most shapes are not 
so simple and pretty. We’ll surely miss the big picture if we 
restrict our attention to only the most elegant objects. 

Take polygons, for instance. Up to now we’ve dealt almost 
exclusively with regular polygons (the ones with all their sides 
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the same length and all their angles equal). Certainly these are 
the prettiest. But there are lots of other polygons out there. 
Here is a not-so-regular one. 

Of course, polygons like this are more complicated, and 
we’re going to have to pay a price. The price is greater techni-
cality—awkward shapes are going to be awkward to describe. 
Nevertheless, we need some way to indicate precisely which 
polygon we’re talking about. We’re not going to be able to 
make measurements or communicate ideas about a shape that 
is described only as “that thing that looks sort of like a hat.”

The most natural way to specify a particular polygon is to 
simply list all its angles and side lengths (in their proper order, 
of course). This information is like a blueprint; it pins down 
precisely which polygon we mean.

If you prefer, we can also think of a polygon as a sequence of 
distances and turns, as if we were traveling along its perimeter. 

These outside turns will then add up to one complete turn. 
Of course, we have to be careful to count left and right turns 
oppositely. If we were traveling counterclockwise, for exam-
ple, it would make sense to count left turns as positive and 
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right turns as negative. Then the grand total would be one full 
(counterclockwise) turn.

What do the inside angles of  

a polygon add up to?

Whatever way we choose to describe an irregular polygon, 
we still have to measure it. How, for instance, are we going to 
determine the area of such a polygon from a list of its angles 
and side lengths?

Even worse, it turns out that a shape described in this way 
might not even be a polygon. For example, it could intersect 
itself in the middle, or fail to close up at the end.

What should we do about these shapes? Should we call them 
polygons, too? What do we want the word polygon to mean? 
Of course, this is merely a question of terminology; the issue is 
not what is true but what is convenient.

Let’s say we expand the meaning of the word polygon to 
include these new shapes. This at least has the advantage that 
every sequence of lengths and angles makes a polygon. Let’s 
call a polygon closed if it closes up at the end, and simple if it 
never crosses over itself. Shapes that we used to call polygons 
would then be called simple closed polygons.

In any case, we have an interesting problem: How can we 
tell if a polygon, given by a sequence of lengths and angles, is 
simple or closed?
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The point here is that angles and lengths are not independent 
of each other—there is a subtle connection between them. If 
we want a polygon to be closed, for instance, restrictions will 
then be placed on which lengths and angles we can use.

If all the angles of a simple closed four-sided 

polygon are right angles, what condition  

must the side lengths satisfy?

In general, the best strategy for dealing with polygons is 
to chop them into pieces. This is called a dissection of the 
polygon. In particular, we can always dissect a polygon into 
triangles. 

This has the effect of reducing any problem about polygons 
down to a (possibly large) collection of triangle problems. For 
example, the area of a simple closed polygon would be the sum 
of the areas of the triangular pieces. To understand polygons, 
we need only understand the simplest ones: triangles. This is 
good! I’d much rather be thinking about triangles anyway; 
triangles are simpler, and simpler is better.

Make a short list of lengths and turns. What 

triangle problems do you need to solve in order  

to determine if your polygon is closed?
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Are the midpoints of the sides of a triangle 

enough information to reconstruct the triangle? 

How about for four-sided polygons?

18

The study of triangles is called trigonometry (Greek for 
“triangle measurement”). The problem is to figure out how 
the various measurements of a triangle—angles, side lengths, 
and area—relate to each other. How, for example, does the 
area of a triangle depend on its sides? What is the relationship 
between the sides and the angles?

The first thing to notice about triangles is that they’re 
completely determined by their sides. If you tell me the three 
side lengths, I’ll know precisely which triangle you’re talking 
about. Unlike other polygons, triangles can’t wiggle.

Do any three lengths form a triangle?

Suppose we have a triangle with certain side lengths a, b, 
and c (measured, of course, with respect to some suitably 
chosen unit).

a b

c
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What is the area of this triangle? Whatever it is, it must 
depend only on a, b, and c, since they determine the triangle, 
and hence its area, uniquely. The perimeter, for instance, is 
simply the sum of the three sides, a + b + c. Does the area have 
a similar algebraic description? If so, what is it? More impor-
tant, how can we figure out what it is?

A natural way to begin is to drop a line from the top of the 
triangle down to its base. 

Let’s call this height h. Then the area A of the triangle can 
be expressed as

A = 1--2â•›ch.

The problem now becomes how to determine the height h in 
terms of the sides a, b, and c.

Before we get started, I want to say a few things about what 
we should expect. Our problem is to measure the area of a 
triangle given its sides. This question is completely symmetri-
cal, in the sense that it treats the three sides equally; there are 
no “special” sides. In particular, there is no base involved in the 
question itself. What this means algebraically is that whatever 
our expression for the area turns out to be, it must treat the 
symbols a, b, and c symmetrically. If we were to switch all the 
a’s and b’s, for example, the formula should remain unchanged.

a b

c

h
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Another thing to notice is that because of the way that area 
is affected by scaling, our formula will have to be homogeneous 
of degree 2, meaning that if we replace the symbols a, b, and c by 
the scaled versions ra, rb, and rc, the effect must be to multiply 
the whole expression by r2. So we expect the area to be given 
by an algebraic combination of a, b, and c that is symmetrical 
and homogeneous. For example, it could look something like 
A = a2 + b2 + c2. Unfortunately, it’s not going to be quite that 
simple. Let’s see what happens.

Notice how the height breaks the base c into two pieces. Let’s 
call the pieces x and y. Our original triangle has been split into 
two right triangles. 

Now we can use the Pythagorean relation to get information 
about x, y, and h. Hopefully, this will be enough information 
for us to actually figure out what they are. We have

x + y = c,
	 x2 + h2 = a2,
	 y2 + h2 = b2.

This looks a bit like alphabet soup. With so many letters and 
symbols flying around, it’s important for us to keep the meaning 
and status of each one clear in our minds. Here a, b, and c refer 
to the sides of the original triangle. These are numbers that we 

b
h

x

a

y
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supposedly know from the start. The symbols x, y, and h, on the 
other hand, are unknowns. Their values are currently a mystery. 
We need to solve this mystery by somehow unscrambling the 
above equations to get x, y, and h expressed explicitly in terms 
of a, b, and c.

Generally speaking, this kind of problem can almost always 
be solved, provided there are enough equations. A good rule 
of thumb is that you need at least as many equations as you 
have unknowns (although that is no guarantee). In our case, 
since we have three of each, it should be possible to unscram-
ble our equations. Of course, no rule of thumb can tell us 
how to unscramble them; that’s where sheer algebraic skill 
comes in.

The first thing to do is to figure out what x and y are. See if 
you can rearrange our equations to get

This tells us how the base of the triangle breaks up—the point 
where the height hits the base is precisely (a2– b2)/2c units away 
from the midpoint. This shift will be either to the left or right 
depending on which of a and b is larger.

The next step is to find the height h. Because of the way 
in which h appears in our equations, it’s actually going to be 
a little easier to deal with h2 instead. In fact, to make things 
prettier, let’s rewrite x as (c2 + a2 – b2)/2c and use the equation 
x2 + h2 = a2, so that

x � c
2 �

a2�b2

2c
,

y � c
2 �

a2�b2

2c
.
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Notice the asymmetry of this expression. This is partly due to 
the fact that we chose c as a base and h as the height to that base, 
so that c is being treated differently from a and b (we also used 
only the relation between x and h, and not the one involving y).

Now we can get at the area A. Again, it’s a bit nicer to deal 
with A2 instead. Since the area is given by A = 1--2 â•›ch, we can 
write

This is not good. Although we’ve succeeded in measuring 
the area of the triangle, the algebraic form of this measurement 
is aesthetically unacceptable. First of all, it is not symmetrical; 
second, it’s hideous. I simply refuse to believe that something 
as natural as the area of a triangle should depend on the sides in 
such an absurd way. It must be possible to rewrite this ridicu-
lous expression in a more attractive form.

We can start by noticing that the whole thing can be written 
as the difference of two squares. Namely, 

� a2  �
c2�a2�b2

2c

2

.

h2 � a2�x2 

c2�a2�b2

2c

2

.

A2 � 
1
4

c2h2 

� c2a2 c2
�

1
4

1
4

c2�a2�b2

4

2

.A2 � �
ac
2

2
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To simplify matters, let’s multiply both sides of our equation by 
16 to get rid of all the unpleasant denominators. We get

16A2 = (2ac)2 – (c2 + a2 – b2)2.

This is a definite improvement. Now, using the difference of 
squares relation, we can (cleverly) rewrite this as

	 16A2 = (2ac + (c2 + a2 – b2))â•›(2ac – (c2 + a2 – b2))
	 = ((a2 + 2ac + c2) – b2)â•›(b2 – (a2 – 2ac + c2))
	 = ((a + c)2 – b2) (b2 – (a – c)2).

Again, we have differences of squares. This means we can 
break it down even further to get

16A2 = (a + c + b)(a + c – b)(b + a – c)(b – a + c).

Now, that’s more like it! The symmetry is finally revealed, and 
the pattern is actually quite beautiful.

Of course, we haven’t really changed anything mathemati-
cally. These equations have all been saying the same exact 
thing about how the area depends on the sides—all of this 
clever algebraic manipulation hasn’t changed that relationship. 
What has changed is its relationship to us. We’re the ones who 
wanted to rearrange the information into a form that was more 
meaningful aesthetically. Triangles don’t care. They do what 
they do regardless of how we choose to describe it. Algebra is 
really about psychology; it doesn’t affect the truth, only how 
we relate to it. On the other hand, mathematics is not merely 
about truths; it’s about beautiful truths. It’s not enough to have 
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a formula for the area of a triangle; we want a pretty one. And 
now that’s what we have.

Finally, to get the area A itself, we just need to divide our 
expression by 16 and take the square root. Notice that since 
there are four terms in the product, dividing by 16 is tanta-
mount to cutting each one in half. Our formula for the area of 
a triangle becomes

I have to admit that this looks rather complicated. Before we 
rush to judgment, however, let us remember that this formula 
is giving us the area of any triangle whatsoever, no matter 
what size or shape. This is no small feat. We should be grateful 
that there is any algebraic relationship at all, let alone one that 
involves the sides in such a simple way. This formula is actually 
quite elegant given what it has to do.

And in fact, we can make it even prettier by introducing a 
convenient abbreviation. Let s = 1--2 (a + b + c). In other words, s 
stands for half the perimeter of the triangle (also known as the 
semiperimeter). The area can then be written very simply as

This beautiful formula first appears in the writings of the 
Greek mathematician Heron of Alexandria (circa 60 ad), and 
for that reason is usually called Heron’s formula (it’s actu-
ally much older than Heron, and was probably known to 
Archimedes). Of course, none of the classical geometers would 
have approached the problem in quite the way we did; the style 

a�c�b
2

.A � 
a�c�b

2
b�a�c

2
. b�a�c

2
. .

A � s(s�a)(s�b)(s�c).
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at the time was much less algebraic. I wanted to do it this way 
because it is relatively straightforward and provides another 
nice illustration of the way algebra and geometry interact.

In any case, we now have a way to measure the area of any 
triangle. We simply take the three side lengths and stick them 
into Heron’s formula, and the area pops right out. For example, 
the area of a triangle with sides 3, 5, and 6 would be 56.

Can you find two different triangles  

with the same area and perimeter?

If a triangle has sides a, b, and c, what  

is the radius of the inscribed circle?

19

The most fundamental problems in geometry concern the rela-
tionship between length and angle. For example, suppose we 
travel a certain distance, turn a certain amount, and then go 
another distance. How far are we from where we started?

a

c

b
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Another way to think of this question is to imagine two 
sticks that are held together at one end.

If we move the sticks apart, increasing the angle, the ends of 
the sticks get farther away; pushing the sticks together brings 
the ends closer. What exactly is the relationship between the 
angle of the sticks and the distance between their endpoints? 
This is perhaps the most basic question in all of geometry.

We can, of course, view this as being a problem about trian-
gles. Essentially, we’re asking how the side of a triangle depends 
on the opposite angle. 

Perhaps it’s time to introduce a convenient labeling scheme 
for triangles. The idea is to use small letters a, b, and c for the 
sides, and capital letters A, B, and C for the corresponding 
opposite angles. 

The point of this is to make it easy to remember which angle 
is opposite which side. (Of course, our ideas do not depend on 
labels, but the ease of communicating them often does.)

So the question is, given two sides a and b of a triangle, what 
is the relationship between the side c and the angle C? 

A

B

C

a c

b
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When C is a right angle, we know from Pythagoras’s theo-
rem that c2 = a2 + b2. But what if C is not a right angle? What 
happens then?

Let’s first suppose that C is less than a right angle. The usual 
way to get at something like the length of c is to drop a perpen-
dicular line so that c becomes the long side (or hypotenuse) of 
a right triangle. 

As a matter of fact, the only method we’ve ever had for 
measuring lengths is to somehow get them involved in right 
triangles. This is why the Pythagorean relation is so important. 

There is actually another technique for  

measuring lengths, which we used for the  

diagonal of a regular pentagon. What is it?

As before, let’s call this height h, and the base pieces x and y. 

C

a c

b

C

a c

b
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Pythagoras then tells us that

c2 = y2 + h2.

Of course, what we’re after is a relation that tells us how c depends 
on a, b, and the angle C. Since x2 + h2 = a2 and x + y = b, we can 
replace h2 by a2 – x2 and y by b – x to get

	 c2 = (b – x)2 + a2 – x2

	 = a2 + b2 – 2bx.

Notice the similarity between this equation and the Pythagorean 
relation—the 2bx piece must be some sort of correction term 
that measures the departure of C from being a right angle. We 
should consider this formula a generalized Pythagorean theorem 
that is valid for any angle, not just right angles.

Of course, the present form of this expression is rather unsat-
isfactory, the two most glaring reasons being that it is not 
symmetrical in a and b (as it should be) and that the angle C 
itself does not make an appearance. Essentially, the problem 
comes down to determining this length x.

Let’s take a closer look at the right triangle involving x, a, 
and the angle C.

C
y

a c
h

x
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Notice that this triangle is completely determined by the 
angle C and the hypotenuse a. In fact, C alone is enough to 
pin down the shape of this triangle. This is because the angles 
of a triangle always add up to a half turn; if we know one of 
the angles of a right triangle, we automatically know the other.

In particular, this means that our triangle is just a scaled 
version (by a factor of a) of the right triangle with angle C and 
hypotenuse 1.

So to find x, we just need to multiply the length of the side 
marked [ by the scaling factor a. Thus x = a[ and our formula 
for the third side of a triangle becomes

c2 = a2 + b2 – 2ab[.

The point is that the length [ depends only on the angle C 
and not on the sides a and b. Our equation is now symmetrical 

a

C

h

x

C

1

�



	 S IZE A N D SH A PE	 123

and reveals completely the dependence of c on the other two 
sides. The only thing remaining is to figure out exactly how [ 
depends on C. Notice that this question involves only this right 
triangle and not the original triangle we started with.

Something interesting has happened here. Our problem 
about triangles in general has been reduced to a problem about 
right triangles in particular. This is part of a general pattern: 
polygons are reduced to triangles; triangles are reduced to right 
triangles. A complete understanding of right triangles would 
tell us everything about polygons.

Our basic problem is this. We have a right triangle with a 
certain angle, and a hypotenuse of length 1. How long are its 
sides?

The sides of a right triangle are sometimes called its legs. In 
our case the two legs depend only on the angle. The verti-
cal one, opposite the angle, is usually called the sine of the 
angle (it’s where your sinuses would be if the triangle were 
your nose). The leg adjacent to the angle is called the cosine 
of the angle. I suppose what I actually mean is that the sine and 
cosine are the lengths of the legs, not the legs themselves. (Of 
course, we’ve been glossing over that sort of distinction this 
whole time, so why start worrying about it now!)

1



124	 M EASU R EM ENT	

We can also think of the sine and cosine as being proportions.

The sine of an angle will be the ratio of the opposite side to 
the hypotenuse; the cosine is the proportion of adjacent side to 
hypotenuse. This is true regardless of whether the hypotenuse 
has unit length or not; the angle determines the shape of the 
right triangle, and these ratios are independent of scaling.

How are the sines and cosines of the two angles 

of a right triangle related to each other?

In any case, the upshot is that to each angle there corre-
sponds a pair of numbers, its sine and cosine, which depend 
only on that angle. If C is an angle, it is customary to write 
sinâ•›C and cosâ•›C for its sine and cosine. With this terminology, 
our formula now reads:

c2 = a2 + b2 – 2ab cosâ•›C.

This is our generalized Pythagorean theorem relating the 
third side of a triangle to the other two sides and the angle 
between them. Of course, all this really does is to transfer the 
problem to the right triangle situation. We still have to figure 

hy
po

te
nu

se opposite

adjacent
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out the cosine of the angle. Also, the assumption here was that 
the angle C was less than a right angle. What happens if it isn’t?

Of course, we can still drop the same perpendicular, only 
this time it lies outside our triangle and forms a new angle C', 
which sits next to our original angle C.

Show that in this case we get  

c2 = a2 + b2 + 2ab cosâ•›C'.

So the Pythagorean relation for large angles is pretty much 
the same as before, only instead of subtracting the correction 
term 2ab cosâ•›C, we are adding 2ab cosâ•›C'.

We seem to have three separate cases (with three separate 
formulas), depending on whether the angle C is less than, 
equal to, or greater than a right angle. This kind of thing is 
always a bit galling; after all, two sticks can smoothly open 
and close on their angle hinge, and the distance between their 
endpoints will vary continuously. Shouldn’t there be one nice, 
simple pattern?

One way to proceed is simply to be clever with our defini-
tions. Since cosâ•›C (at present) only has meaning when C is 
less than a right angle, we are free to give it any meaning we 
wish when C is larger. The idea is to do this in such a way 

C' C
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that our Pythagorean relation c2 = a2 + b2 – 2abâ•›cosâ•›C remains 
valid in all three cases. That is, we let the pattern determine our 
choice of meaning. This is a major theme throughout math-
ematics; it could even be said that this is the essence of the 
art—listening to patterns and adjusting our definitions and 
intuitions accordingly.

This leads us first to define the cosine of a right angle to be 
zero (so that we recover the usual Pythagorean theorem) and 
then, more strangely, to define the cosine of C when C is larger 
than a right angle to be the negative of the cosine of C', the 
angle next to C.

What we have done here is to expand the meaning of cosine. 
Originally, we defined the cosine of an angle in terms of side 
lengths of a right triangle. Now we are choosing to give cosâ•›C 
meaning even when C is too big to fit in a right triangle. We 
are doing this so that we get one universal pattern instead of 
three separate ones. But more important, we are letting math 
do the talking. We are being sensitive to what angles and 
lengths want. They want cosine to generalize, and they are 
telling us what they need that generalization to be. Now it is 
up to us to reconcile that with our intuition.

One way to do this is to imagine a stick (of unit length, say) 
at an angle with the ground.

Depending on this angle, the shadow of the stick will be 
longer or shorter (I’m assuming the metaphorical sun is directly 
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overhead). In fact, we can see that the length of this shadow 
is precisely what we have been calling the cosine of the angle.

Now, as the angle increases, the shadow gets shorter, until 
the stick is straight up (at a right angle with the ground) and 
the shadow has length zero. If we keep going, the shadow reap-
pears, only on the other side. Its length is now the cosine of the 
angle next to ours. 

So a nice way to think about our expanded definition of 
cosine is that we are redefining the cosine of an angle to be 
the shadow of a unit length stick, keeping track not only of the 
length of the shadow but also its direction. That is, shadows on 
the same side as the angle are counted positively, and shadows 
on the other side are measured as negative. With this choice of 
meaning for cosine, we get a single Pythagorean relation

c2 = a2 + b2 – 2abâ•›cosâ•›C

valid for all angles.
One thing that this formula tells us is that angles and lengths 

don’t directly relate to each other; the angle information must 
be delivered indirectly, via the cosine. It’s as if angles need an 
attorney, in the form of their cosine, to represent them in their 
dealings with lengths. Angles and lengths live in different worlds 
and speak different languages. Sine and cosine serve as a diction-
ary, converting angle measurements into length measurements.
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Show that if a triangle has sides a and b meeting 

at an angle C, then its area is 1--2 abâ•›sinâ•›C.

What is the angle between the faces of  

a regular tetrahedron? How about for  

the other regular polyhedra?

Show that you can fill space completely using 

regular octahedrons and tetrahedrons. Can you 

find any other ways to tile three-dimensional 

space with symmetrical polyhedra?

20

Given an angle (measured, say, as a portion of a full turn), how 
can we figure out its sine and cosine? Conversely, if we are told 
what its sine and cosine are, how can we determine the angle 
itself?

Some angles have sines and cosines that are fairly easy to 
measure. For instance, an angle of 1--8 (or 45 degrees) makes a 
right triangle that is half a square. 
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This means its sine and cosine are both equal to the ratio of 
the side of a square to its diagonal, or  1––2 .

What are the sine and cosine  

of one-sixth of a turn?

By the way, it turns out that the sine and cosine of an angle 
are a bit redundant; if you know one of them, you can deduce 
the other. The connection between them comes from the 
Pythagorean relation. Can you figure out what that connec-
tion is?

What is the relationship between  

the sine and cosine of an angle?

The natural thing to do at this point would be to start compil-
ing a table of sines and cosines for various angles. This is exactly 
what astronomers and navigators were doing six hundred years 
ago; ships were sailing long distances, and reasonably accurate 
navigational measurements had to be made.

Of course, in that situation, all you need are approxima-
tions. The sine of 45 degrees is about .7071, and that’s good 
enough for any practical purpose. For impractical purposes 
such as geometry, however, this simply will not do. If we want 
to measure perfect imaginary shapes—and we do—we’ll need 
to figure out the exact values of sine and cosine.

Unfortunately, this is quite a difficult thing to do, even when 
the angle is a nice fraction of a full turn. For instance, the 
sine and cosine of 3---13 are extremely unpleasant numbers. They 
are certainly irrational, and although they can be expressed in 
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terms of roots of various kinds, it is not a pretty picture. It is 
much better to just call them the sine and cosine of 3---13 and leave 
it at that.

Even worse, if the angle itself is bad, say an irrational amount 
of a full turn, then the sine and cosine are generically transcen-
dental numbers. This means we have no algebraic way whatso-
ever to refer to them. As with the number , we simply have no 
choice but to accept numbers like the sine of  1––

17 as having no 
simpler description. Once again we must enlarge our language 
and learn to make the best of it.

A similar thing happens when we try to determine an angle 
from knowledge of its sine and cosine. For example, the angle 
that occurs in the beautiful 3, 4, 5 right triangle has a sine of 4--5 
and a cosine of 3--5 .

But what is the angle? What portion of a full turn is it? This 
number turns out to be transcendental as well. What this means 
is that “the angle whose sine is 4--5 ” is as good a description as 
we’re ever going to get. There’s simply no way to take the 
numbers 3, 4, and 5 and do some finite sequence of algebraic 
operations with them to arrive at the measurement of this angle.

All in all it’s a very depressing (and somewhat embarrassing) 
situation. We’ve managed to reduce every problem concern-

5
4

3
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ing the measurement of polygons down to this one essential 
question of how the sine and cosine of an angle depend on the 
angle itself, and what I’m telling you is that this problem is (in 
general) intrinsically unsolvable. This is not to say that there 
aren’t certain pretty angles — like 1--8 or 1--6  — whose sine and 
cosine are nice numbers that can be expressed algebraically, but 
they are a small minority indeed.

What I think is interesting about a situation like this is that 
we are able to ask perfectly natural geometric questions that we 
can’t answer. Moreover, we can prove that they are unanswer-
able. In other words, we can know that something is unknow-
able. Maybe this is not so depressing after all—it’s a pretty 
amazing human accomplishment!

Of course, I’ve done nothing to help explain how it is that we 
do know such things. It’s all very well for me to say that such 
and such a number is transcendental; it’s quite another for me 
to show you why.

I’m in a truly unfortunate predicament here. It’s important 
to me that you understand the positive nature of statements 
like “ is transcendental” or “√

_
2 is irrational.” When a math-

ematician like me says that something is impossible, be it that  
cannot be represented algebraically, or that there is no fraction 
whose square is 2, I’m not saying something negative about 
what we can’t do or don’t have. I’m talking about what we do 
have: an explanation! We know that √

_
2 is irrational, and we 

understand why. We have a perfectly reasonable explanation—
namely, Pythagoras’s argument about even and odd numbers.

Over the centuries, mathematics, like any art form, has 
achieved a certain depth. Many works of art are extremely 
sophisticated and require years of study to properly understand 
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and appreciate. This is the case with the transcendence of , 
unfortunately. Proofs exist, even very beautiful ones, but that 
doesn’t mean that I can easily explain them to you here. For 
now, I think you’re just going to have to take my word for it.

Can you use a regular pentagon to find the  

sine and cosine of one-fifth of a turn?

21

What do we want out of trigonometry? In the best of all 
possible worlds, we would like to be able to determine all the 
measurements of any given triangle. Let’s say that a triangle 
has been completely measured once we know its angles, side 
lengths, and area. Of course, we would have to know some of 
these measurements to begin with in order to specify which 
triangle we’re even talking about.

How much information do we need? Which combinations of 
angle and side information are sufficient to pin down a triangle 
precisely? There are several possibilities:

Three sides. In this case the triangle is certainly determined 
uniquely. The generalized Pythagorean theorem can then be 
used to find the angles (or at any rate their cosines, which is 
morally the same, and all we can reasonably hope for). Heron’s 
formula gives us the area directly from the three sides, so in this 
case we can always measure the triangle completely.

Two sides. This is generally not enough information to spec-
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ify a particular triangle, unless we have some additional angle 
information. If we know the angle between the two sides, or 
at least its cosine, then the generalized Pythagorean theorem 
will give us the other side, and we’re done. Otherwise, if all we 
have is one of the other angles, that won’t be enough to deter-
mine the triangle. Do you see why?

Why are two sides and an angle insufficient  

in general to specify a triangle?

Of course, if we were given two of the angles it would be a 
different story. Since the angles of a triangle always add up to 
a half turn, knowledge of two of them amounts to knowing 
all three. In particular, if we had two sides and two angles, we 
could figure out the angle between the sides, and we would be 
in business.

One side. This is pretty scant information; we’ll definitely 
need to know all the angles. One side and one angle is not 
going to cut the mustard. On the other hand, knowing all 
three angles would tell us the shape of the triangle, which 
determines the triangle up to scaling. Any one of the sides 
would then lock down the triangle completely (we would also 
need to specify which side opposite which angle). The problem 
would then be to figure out the lengths of the other two sides. 
Given the angles of a triangle, and one of its sides, how can we 
determine the other two? 

A more elegant (and symmetrical) way to deal with this ques-
tion is to think of it in terms of proportions. We really only 
need to know the ratios of the sides to each other; if we then 
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had any one of the sides, we could easily figure out the others. 
The nice thing about proportions is that they are independent 
of scaling; they depend only on the angles of the triangle. So 
let’s rephrase our question. Given the angles of a triangle, how 
can we determine the relative proportions of the sides?

In terms of our labeling conventions, we’re asking how the 
proportion a : b : c depends on the angles A, B, and C.

It’s easy to see that longer sides are opposite larger angles; 
the question is whether we can say anything more precise 
than that.

Since we’re dealing with angles and lengths, we naturally 
expect sines and cosines to make an appearance, and in fact 
they do. The relationship between the sides of a triangle and 
their opposite angles is one of the most beautiful patterns in 
geometry: the sides are in the same proportion as the sines of 
the angles. In other words,

a : b : c = sinâ•›A : sinâ•›B : sinâ•›C.

This result is usually referred to as the law of sines (our gener-
alized Pythagorean theorem is often called the law of cosines, 
but I think that’s a silly name for it).

To see why this is true, let’s drop the usual perpendicular.

A

C

B

a b

c
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Notice that this height h is opposite both angles A and B. 
This means that

sinâ•›A = h--b ,

sinâ•›B = h--a .

Dividing these equations, we get

Thus a : b = sinâ•›A : sinâ•›B, and the sides are in the same propor-
tion as the sines of the opposite angles. As with the generalized 
Pythagorean theorem, we’re seeing how angles communicate 
length information via their sines and cosines. I like the present 
version of this sentiment because of its symmetry.

One thing I just realized about this argument is that it presup-
poses that the angles are all acute (that is, less than right angles). 
What happens if we have a triangle with a larger, obtuse angle? 
Do such triangles still obey the law of sines? For that matter, 
what do we even want the sine of such an angle to mean?

How should we define the sine of an obtuse 

angle? Can we do it so the law of sines still holds?

AB

h
ba

.� 
sin A
sin B

h/b
h/a � ab
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Using the law of sines, the generalized Pythagorean theo-
rem, and Heron’s formula, we can completely measure any 
triangle—at least in the sense that we can reduce the measure-
ment of any triangle (and hence any polygon) to the determi-
nation of a bunch of sines and cosines. The buck usually stops 
here, unless there’s some sort of amazing symmetry or coinci-
dence, because of the transcendental nature of sine and cosine. 
The goal of trigonometry then becomes not to calculate these 
numbers but to find patterns and relationships among them.

How are the sine and cosine of an angle related to 

the sine and cosine of an angle twice as large?

I should point out that everything we’ve been saying about 
polygons works the same way in three dimensions for poly-
hedra. In particular, polyhedra can always be dissected into 
various pyramids, and these can be measured using triangles. 
In this way, all problems concerning polyhedra come down to 
sines and cosines as well.

Prove that if two angle bisectors of a triangle  

are equal, then the triangle must be isosceles.

Show that if a four-sided shape with sides  

a, b, c, and d is inscribed in a circle, then its  

area is given by Brahmagupta’s formula:

(s – a)(s – b)(s – c)(s – d)A = ,  

where s =  (a + b + c + d)2
1 .
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What shapes are left for us to measure? The answer is, most 
of them! In fact, we haven’t even begun to deal with the vast 
majority of shapes out there. Everything we’ve looked at so 
far has had some sort of special property, like straight sides or 
symmetry, that sets it apart and makes it atypical. Most shapes 
have no such distinguishing features. Most shapes are asymmet-
rical and ugly, curved, and not in any particularly pleasing way.

But why would we want to work with something like that? 
Why should we (meaning you) expend time and energy trying 
to understand some ugly blob? And even if we did want to, how 
would we do it? How do we even describe, let alone measure, 
an irregularly curved shape like this one? For that matter, what 
do I even mean by “this one”—what one? Exactly which shape 
am I talking about here?

If I were doing something practical, I could simply say “the 
shape in the diagram” and be done with it. The picture itself 
would be the shape, and rough measurements could be made 
right from it.

Mathematically, however, the picture is no help at all. A 
diagram, being a part of the physical world we live in, is much 
too crude and imprecise to refer to a specific mathematical 
object. And it’s not merely a question of accuracy. A circle etched 
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in gold by a laser to within a billionth of an inch is just as irrel-
evant (if not more so) than one made by a kindergartener out 
of construction paper. Neither one is anything like a true circle.

The important thing to understand is that diagrams and other 
such models are made of atoms, not idealized imaginary points. In 
particular, this means that a diagram cannot accurately describe 
anything. Not that diagrams are completely useless; we just need 
to understand that their role is not to specify or define but to 
stimulate creativity and imagination. A construction paper circle 
may not be a circle, but it still might give me ideas.

So how, then, are we going to describe a particular irreg-
ularly curved shape? Such a shape would contain infinitely 
many points, and unlike a polygon, no finite collection of them 
would be enough to pin the shape down—we would need an 
infinite list of points. But how can I think about a shape, or tell 
you about it, if I need to provide an infinite amount of infor-
mation? The question is not what shapes do we want to talk 
about, but what shapes can we talk about.

The disturbing truth is that most shapes cannot be talked 
about. They’re out there all right; we just have no way to refer to 
them. Being human, using finite languages over finite lifetimes, 
the only mathematical objects we can ever deal with are those 
that have finite descriptions. A random spatter of infinitely many 
points can never be described, and neither can a random curve.

What I’m saying is, the only shapes that we are ever going 
to be able to specify precisely are those that have enough of a 
pattern to them to allow an infinity of points to be described 
in a finite way. The reason we can talk about a circle is not 
because of the kindergarten cutout, but because of the phrase 
“all the points at a certain distance from a fixed center.” Since 
the circle has such a simple pattern, I don’t need to tell you 
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where each of its individual points are; I can just tell you the 
pattern they obey.

My point is that’s all we can ever do. The only shapes we can 
talk about are those with a pattern, and it is the pattern itself—a 
finite set of words in a finite language—that defines the shape. 
Those shapes that do not have such a pattern (the vast majority, 
I’m afraid) can never be referred to, let alone measured, by any 
human beings, ever. The set of objects that we can think about 
and describe to others is limited from the start by our own 
humanity. This is actually something of a theme throughout 
mathematics. For instance, the only numbers we can talk about 
are those with a pattern; most numbers can never be referred 
to either.

Geometry, then, is not so much about shapes themselves as 
it is about the verbal patterns that define them. The central 
problem of geometry is to take these patterns and produce 
measurements—numbers which themselves must necessarily 
be given by verbal patterns. We have already talked about poly-
gons, which can be specified easily by a finite list of sides and 
angles, and circles, which have their own very simple pattern. 
What are some other patterns we can think of? What sorts of 
descriptions are possible? What curves besides circles can we 
talk about?

23

There is one curve besides the circle that we have already 
come across, and in fact it’s one of the oldest and most beauti-
ful objects in all of geometry: the ellipse. 
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An ellipse is a dilated circle—a circle that has been stretched 
by a certain factor in one direction. As such, it is a very precise 
and specific shape. I suppose I should say it is a specific class 
of shapes, since there are different ellipses depending on the 
stretch factor. If you like, you can even think of a circle itself as 
being a special type of ellipse—with a stretch factor of 1!

The point being that an ellipse is not just any old oval shape; 
it’s a particular curve with a particular pattern, namely that 
of being a dilated circle. Actually, it turns out that there are 
several different ways to describe an ellipse, and the interplay 
among these various descriptions makes for some very fascinat-
ing and beautiful mathematics.

For example, one of the nicest ways to think of an ellipse is 
as a circle viewed at an angle. Another way to say this is that 
an ellipse is what you get when you slice a cylinder with a 
slanted plane.
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 It’s certainly clear that if you slice a cylinder in this way you 
get some sort of curved shape, but how can we be sure that it is 
an ellipse, as opposed to some other oval-shaped curve? What 
exactly is the connection between slanted cross-sections and 
dilations?

I think the simplest way to understand the situation is to 
imagine two planes in space that meet at an angle.

For convenience, let’s think of the first plane as being hori-
zontal. Any point on this plane could then be lifted straight up 
to a corresponding point on the slanted plane. In this way, any 
shape on the first plane can be transformed into a new shape 
on the second plane.

This kind of transformation is called a projection. So what 
we’re saying is that an ellipse is a projection of a circle. Of 
course, this is just new language; we still have to figure out why 
it’s true. Why, when a circle is projected, does it get dilated?

The reason is that projection is dilation. They are exactly the 
same process. Or rather, they are two different processes that 
have the exact same effect. To see this, consider the line where 
the two planes intersect. 
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Imagine two sticks on the first plane, one parallel to the line 
and one perpendicular to it. After projection, the first stick is 
still parallel to the line, and its length is the same as before. 
The perpendicular stick remains perpendicular, but it gets 
longer—projection expands distances in one direction and not 
the other. In other words, projection produces a dilation in the 
direction perpendicular to the line of intersection of the two 
planes. Notice that as the angle between the planes increases, 
so does the stretch factor.

How exactly does the dilation factor  

depend on the angle between the planes?

Notice also that if the two planes happen to be parallel, then 
projection doesn’t do anything at all—it’s dilation by a factor of 1! 

At any rate, we now have a radically different way to think 
about dilation. Rather than a stretching of a single plane, we 
can view it as a projection through space of one plane onto 
another. In particular, the dilated form of any object (not just a 
circle) occurs as a suitably slanted cross-section of the general-
ized cylinder with that object as its base. 
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We can also imagine projections where neither plane is 
necessarily horizontal, and the direction in which the points 
are being projected is not necessarily vertical. In other words, 
we can choose any two planes in space, and any direction, and 
obtain a projection that transforms the shapes on one plane into 
shapes on the other. 

The question is, do these more general projections yield 
anything new, or do they still just dilate?

Do projections in any direction  

always produce dilations?

24

An entirely different approach to ellipses is through their 
so-called focal properties. It turns out that inside every ellipse 
are two special points, called focal points, which have the 
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amazing feature that every point on the ellipse has the same 
combined distance to them. 

In other words, as a point travels along the perimeter of the 
ellipse, the distances to the two focal points will change, but 
the sum will remain constant. This makes it possible for us to 
describe an ellipse in a new way, as “the set of points whose 
distances to two fixed points have a fixed sum,” or some such 
phrase. Some people even choose to take this as their definition 
of an ellipse.

Of course, it doesn’t really matter whether you think of an 
ellipse as a dilated circle that happens to have an interesting 
focal property, or if you think of the focal property as the defin-
ing characteristic of ellipses, which then happen to be dilated 
circles. Either way, we have some work to do. I mean, a dilated 
circle is one thing, a curve with focal points is another. Why 
should they be the same? More to the point, how can we prove 
they are the same?

This is the sort of thing I love about mathematics. Not only 
are there amazing discoveries to be made, but you have the 
additional challenge of understanding why such a thing should 
be true and of crafting a beautiful and logical explanation. You 
get all the pleasure of art and science all in one package, plus 
it’s all in your head!

I want to show you an ingenious argument (discovered by 
Dandelin in 1822) that explains why dilated circles have this 
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focal property. Let’s start by viewing our ellipse as a cross-
section of a cylinder by a slanted plane. 

If we’re going to be able to show that this curve satisfies the 
focal property, where on earth are the focal points going to be? 
The answer is shockingly beautiful.

Take a sphere S (of the same diameter as the cylinder) and 
drop it into the cylinder from above, so that it falls and hits 
the slicing plane at a point P. Do the same thing with another 
sphere S' from below, pushing up until it hits the plane at a 
point P'.

These two points P and P' (where the spheres hit) turn out to 
be the focal points. Is that gorgeous, or what!

S

S'
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Of course, to confirm this, we need to show that no matter 
what point we choose on the ellipse, the total distance to these 
two points will always be the same. Let’s suppose Q is an arbi-
trary point somewhere on the ellipse. Now imagine the line 
through Q and P. 

This line has a very interesting feature: it touches the sphere 
S exactly once. This is quite unusual. Most lines either miss 
a sphere entirely or pass through it, hitting it twice. A line 
that touches a sphere only once is called a tangent (Latin for 
“touching”). The line through Q and P is a tangent to the 
sphere S because it is contained in the plane, which hits the 
sphere only at P.

There is another way to make a tangent to S, and that is to 
take a vertical line through Q, intersecting the sphere S on its 
equator. 

S

Q

P

S

Q
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In general, there are many tangents to a sphere from a given 
point. The interesting thing is that they all have the same length. 

That is, the distance from a point outside the sphere to a point 
on the sphere where the tangent hits is the same no matter 
which tangent you use.

Why do the tangents from a given point  

to a sphere all have the same length?

In particular, the distance from our point Q to the alleged 
focal point P is the same as the vertical distance from Q to the 
equator of S. To make it simpler, let me chop off our original 
cylinder at the equators of the two spheres. 

Then what we’re saying is that the distance from Q to P is 
the same as the distance from Q to the top of this cylinder, 
and by similar reasoning, the distance from Q to P' must be 
the same as the distance from Q to the bottom of the cylinder. 

P

Q

P'
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This means that the total distance from Q to the two points 
P and P' must simply be the height of the cylinder. Since this 
height is independent of the position of the point Q, our ellipse 
really does satisfy the focal property, and this beautiful proof 
shows us why. What an inspired work of art!

How do people come up with such ingenious arguments? It’s 
the same way people come up with Madame Bovary or Mona 
Lisa. I have no idea how it happens. I only know that when it 
happens to me, I feel very fortunate.

A circle is a special type of ellipse.  

Where are its focal points?

25

Now I want to tell you about another remarkable property of 
ellipses, which is interesting not only mathematically, but also 
from a “real world” point of view. Probably the simplest way 
to describe it is to think of an ellipse as a sort of pool table with 
a cushion running around its perimeter. Imagine a hole at one 
of the focal points and a ball placed at the other. Then it turns 
out that no matter which direction you shoot the ball, it will 
always bounce off the cushion straight into the hole! 
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In other words, ellipses are bent in just the right way so that 
lines from one focal point get reflected into lines to the other. 
Geometrically, this is saying that the two lines meet the ellipse 
in equal angles. 

What makes this a little confusing is that we’re dealing with 
a curve; what does angle mean exactly?

The most elegant way out of this dilemma is to use a tangent: 
a line that touches the ellipse at exactly one point. Each point 
on the ellipse has a unique tangent line through it that indicates 
the direction in which the curve is bending there.

This gives us a way to talk about angles made by curves. The 
angle between two curves is just the angle made by their tangents.

The use of tangent lines to help understand curves is an 
ancient and traditional technique. Tangents convey a lot of 
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information about how a curve behaves, and being straight 
lines, they are much easier to deal with than the curve itself.

Now the “pool table property” can be stated precisely. It says 
that for any point on an ellipse, the lines to the focal points 
make equal angles with the tangent.

I suppose we should really call this the tangent property of an 
ellipse instead (it’s a bit more dignified). Whatever we call it, 
it’s a truly beautiful and surprising fact about ellipses, and it’s 
crying out for explanation.

By the way, a nice special case of this property occurs with 
circles: a ball shot from the center bounces straight back to the 
center. The tangent property says that for a circle the tangent 
must be perpendicular to the radius.

Why is the tangent to a circle  

perpendicular to the radius?

As I’ve said before, the task of the mathematician is not only 
to discover fascinating truths but also to explain them. It’s one 
thing to draw some ellipses and lines and say that such and such 
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is happening—it’s quite another to prove it. So I want to show 
you a proof of the tangent property. The explanation I have 
in mind is not only simple and pretty but is general enough to 
apply to many other situations besides ellipses.

In fact, let’s start by looking at a different (but related) prob-
lem. Suppose we have two points situated on the same side of 
an infinite line (it’s nicer to deal with an infinite line because 
its length and position don’t become an issue).

The question is, what is the shortest path from one point 
to the other that touches the line? (Naturally, the part about 
touching the line is the interesting part. If we dropped that 
requirement then the answer would simply be the straight line 
connecting the two points.)

Clearly the shortest path must look something like this:

Since our path has to hit the line somewhere, we can’t do 
better than to go straight there. The question is, where is there? 
Among all the possible points on the line, which one gives us 
the shortest path? Or does it even matter? Maybe they all have 
the same length!
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The truth is, it does matter. There is only one shortest path, 
and I’ll tell you how to find it. Let’s first give the points names, 
say P and Q. Suppose we have a path from P to Q that touches 
the line.

There’s a very simple way to tell if such a path is as short as 
possible. The idea, which is one of the most startling and unex-
pected in all of geometry, is to look at the reflection of the path 
across the line. To be specific, let’s take one part of the path, 
say from where it hits the line to where it hits the point Q, and 
reflect that part over the line.

We now have a new path that starts at P, crosses the line, and 
ends up at the point Q', the reflection of the original point Q. 
In this way, any path from P to Q that touches the line can be 
transformed into a new path from P to Q'. 

P
Q

Q'

P
Q

Q'

P
Q
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Now, here’s the thing: the new path has exactly the same 
length as the original. This means that the problem of finding 
the shortest path from P to Q that hits the line is really the same 
as finding the shortest path from P to Q'. But that’s easy—it’s 
just a straight line. In other words, the path we’re looking for, 
the shortest path between the points that touches the line, is 
simply the path that when reflected becomes straight.

Apart from its sheer loveliness, this argument is also an 
excellent example of the modern mathematical viewpoint 
that considers problems as occurring within a framework of 
structures and structure-preserving transformations. In this 
case, the relevant structures are paths and their lengths, and the 
key to the problem is recognizing reflection as the appropri-
ate structure-preserving transformation. This is admittedly a 
rather professional point of view, but I think it’s a valuable way 
for anyone to think about math problems.

Now that we know precisely what the shortest path looks 
like, we can think about alternative descriptions of it. One of 
the simplest is that it’s the path that makes equal angles with the 
line. The shortest path is the one that “bounces off.”

P
Q

Q'
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Why does the shortest path make  

equal angles with the line?

Of course, the reason I bring all this up is that it helps explain 
the tangent property of ellipses. In that situation, we have a 
path running from one focal point to the other, by way of a 
point on the perimeter. We want an explanation as to why the 
angles made with the ellipse (that is to say, with the tangent) 
must be equal.

Well, the reason is that this path happens to be the short-
est path between the focal points that touches the tangent 
line. This is easy to see from the focal property of the ellipse: 
all the points on the ellipse have the same total distance to 
the focal points. Naturally, points inside the ellipse will have 
a smaller total distance, and points outside will have a larger 
total distance. In particular, since any point of the tangent 
line (other than the actual point of contact with the ellipse) is 
strictly outside the ellipse, the path through such a point must 
be longer than the one through the contact point itself.
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Since our path is shortest, it must then make equal angles 
with the tangent. The tangent property, or “pool table” effect, 
comes directly from the focal property of ellipses and the fact 
that shortest paths always bounce.

Suppose two points lie between parallel lines. 

What is the shortest path from one to the  

other that hits both lines?

26

I want to say a few more things about the relationship between 
geometry and reality. Of course, in some sense, they are entirely 
different, one being a completely imaginary construction of 
the human mind and the other (presumably) not. Physical real-
ity was here before there were conscious human beings, and it 
will still be here when we’re gone. Mathematical reality, on the 
other hand, depends on consciousness for its very existence. An 
ellipse is an idea. There are no actual ellipses out there in the 
real world. Anything real is necessarily a wriggling, jiggling 
mass of trillions of atoms and is therefore far too complicated to 
ever be described by human beings in any precise way.

There are two important differences between physical atoms 
(which real things are made of ) and the mathematical points 
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that make up our imaginary geometric objects. First, atoms are 
constantly in motion, flying on and off and smashing into each 
other. Points do what we tell them to do; the center of a circle 
doesn’t wiggle around. Secondly, atoms are discrete—they 
stay away from each other. Two atoms can be brought only so 
close together; the forces of nature (apparently) do not allow 
them to get closer. Of course, we place no such restriction 
on our imaginary points. Mathematical objects are governed 
by aesthetic choices, not physical laws. In particular, a line or 
curve of points is impossible to realize physically. Any “curve” 
made of real particles is necessarily going to be lumpy, with all 
kinds of gaps in it—more like a string of pearls than a strand 
of hair (and that includes, of course, an actual strand of hair).

On the other hand, it’s not true that there is absolutely no 
connection between geometry and reality. There may not be 
any perfect cubes or spheres in the world, but there are some 
pretty good approximate ones. Any property that the math-
ematical cube and sphere enjoy must be roughly true for a 
wooden box and a bowling ball.

A good example is the tangent property of the ellipse. The 
pool table analogy is not merely a brilliant rhetorical device; 
we actually could build such a pool table, with green felt and 
everything. It might take a little trial and error to adjust the 
size of the hole and the springiness of the cushions, but we 
could definitely get it to work; we could shoot an actual ball in 
any direction and it would always go in. People have also built 
elliptical rooms that exhibit the tangent property in a different 
way. Two people stand at the focal points and whisper to each 
other. All of the sound waves emitted by one person bounce 
off the walls and end up in the other person’s ear. The result is 
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that they can hear each other, and no one else in the room can 
hear a thing.

So how is it that these things actually work? If atoms and 
points are so different, why does a pool table made of atoms 
behave so much like an imaginary ellipse made of points? What 
is the connection between real objects and mathematical ones?

First of all, notice that something like the elliptical pool table 
wouldn’t work if it were too small; for instance, if it were only 
a few hundred atoms wide. This object would behave nothing 
like an ellipse. An atom-sized ball would simply fly through 
the gaps in the wall or get involved in some complicated 
electromagnetic interaction with it. In order to behave at all 
geometrically, an object has to contain enough atoms to statis-
tically cancel out these kinds of effects. It has to be big enough.

On the other hand, if the pool table were too big, say the 
size of a galaxy, it would also fail due to gravitational and rela-
tivistic effects. To be like a geometric thing, a real thing has 
to be the right size; namely, it has to be about our size. It has 
to be roughly at the scale at which we humans operate. Why? 
Because we’re the ones who made up the mathematics!

We are creatures of a certain size, and we experience the 
world in a certain way. We’re much too big to have any direct 
experience with atoms; our senses can’t pick up anything that 
small. So we have no intuition at that scale. Our imaginations 
are informed by our experiences; it’s only natural that the kind 
of imaginary objects we would create in our minds would be 
simplified and perfected versions of the things we’ve seen and 
felt. If we were a radically different size, we would have devel-
oped a very different type of geometry—at least initially. Over 
the centuries, people have invented lots of different geometries, 
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some of which work well as models of reality at very small or 
very large scales and some that have nothing to do with the real 
world whatsoever.

So the connection between geometry and reality is us. We 
are the bridge between the two. Mathematics takes place in our 
minds, our minds are a by-product of our brains, our brains are 
part of our bodies, and our bodies are real.

Can you see how to make a rough  

model of an ellipse using a pencil, two  

thumbtacks, and a piece of string?

27

An ellipse is one of those rare shapes that we can actually talk 
about; it has a definite, precise pattern that can be put into words. 
Of course, all we’ve really done is to take a preexisting pattern 
(namely that of a circle) and modify it slightly; it’s not like we 
built up the ellipse pattern from scratch. An ellipse is a transformed 
circle, and it is the transformation itself (namely dilation) that 
endows the ellipse with its various properties and allows us to 
speak of it at all. The classical focal definition is another way; it’s 
a generalization of the idea of a circle and its center.

The point is that we created a new shape by modifying an 
old one. Any geometric transformation can be used in this way, 
provided we have a precise description of how it works (“a sphere 
with a dent in it” is a bit too vague). In particular, if a shape has a 
definite, describable pattern, then so will any dilation of it.
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One simple way to get new shapes from old ones is by taking 
cross-sections. Ellipses occur as cross-sections of a cylinder. 
What happens when we slice other three-dimensional objects? 
A sphere is certainly an attractive candidate. Unfortunately, all 
of its cross-sections are circles, so we get nothing new. What 
about the cross-sections of a cone?

Surprisingly, these turn out to be ellipses. This might at first 
seem very strange, seeing as how cones are so different from 
cylinders. You would expect them to have more asymmetrical, 
egg-shaped cross-sections. On the other hand, it’s not hard to 
modify our earlier argument with the Dandelin spheres to show 
that the cross-sections of a cone satisfy the exact same focal 
property.

Again we have two spheres, of different sizes this time, 
which each hit the plane at exactly one point. The main differ-
ence now is that the spheres no longer touch the cone along 
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their equators, but along parallel circles above their equators. 
Nevertheless, the same argument with the tangents shows that 
the cross-sectional curve has the right focal property, so it is in 
fact an ellipse.

Can you work out the details of this proof?

This is a rather depressing state of affairs—the switch from 
cylinders to cones doesn’t seem to give us any new curves. But 
wait! There are other ways to slice a cone.

Because a cone is slanted, we can get different types of 
cross-section depending on whether the slicing plane is more 
or less slanted than the cone itself. When the plane was less 
slanted than the cone we got an ellipse. What curve are we 
getting now?

It’s certainly not an ellipse, that’s for sure. For one thing, it 
never closes up—it just keeps getting bigger and bigger as we 
extend the cone. Of course, we could chop it off at some point, 
but that seems rather arbitrary. A simpler and prettier idea (at 
least to me) is to imagine an infinite cone, so that the cross-
sectional curve is infinite as well. The plane never comes out 
the other side! 
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Curves that occur as cross-sections of a cone are called conic 
sections or conics for short. There are actually three types of 
conic section, depending on the slant of the slicing plane. If the 
plane is less slanted than the cone, we get an ellipse. If the plane 
is more slanted than the cone, we get the kind of infinite curve 
we’ve just been talking about, called a hyperbola (Greek for 
“thrown beyond”). The remaining possibility is when the slic-
ing plane is at exactly the same slant as the cone itself.

This kind of conic, called a parabola (Greek for “thrown 
beside”), is also infinite, but (as we will soon discover) is shaped 
quite differently than a hyperbola.

The point is, there are different ways to slice a cone, and 
depending on what kind of slice you make, you get differ-
ent types of curves with very different properties. The conic 
sections were extensively studied by the classical geometers, 
most notably by Apollonius (circa 230 bc). One of the great 
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discoveries of this period was that hyperbolas and parabolas 
have their own focal and tangent properties, just as ellipses do. 
Of course, I want to tell you about them, but first I thought it 
would be nice to show you a somewhat different, more modern 
way to think about the conic sections.

The idea is to think of them projectively. Let’s imagine two 
planes in space. Instead of choosing a particular direction to 
project in, let’s fix a certain point in space (not on either plane) 
to project from. 

Points on the first plane are projected onto the second plane by 
straight lines through this projection point. (Sometimes I like 
to think of the projection point as the sun, and the projected 
images as shadows.) Of course, there’s nothing saying that the 
second plane has to be behind the first; we might be projecting 
toward the point instead of away from it. We could even place 
the projection point between the two planes. 

In any case, we have a new type of projection, usually called a 
central projection, as opposed to the kind of parallel projec-
tion we talked about before. 
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What is the effect of central projection  

when the planes are parallel? What if the  

projection point lies between the planes?

Both types of projection are transformations—ways to change 
one shape into another. This gives us a systematic way to create 
new shapes and relate them to old ones. In particular, we can 
view the conic sections—ellipse, hyperbola, and parabola—as 
being various central projections of a circle.

One interpretation of this is that these curves actually are 
circles, only viewed from different perspectives.

In fact, the whole issue of perspective comes down to central 
projection. The very act of seeing is a projection: the external 
world is projected through the pupil of the eye onto the retina. 
A perspective drawing is an attempt to mimic this process, 
using an imaginary observer as a projection point. Geometric 
projection is just the ultimate idealization of this process.
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Of course, once you have a mathematical idea, whatever 
its origin, it quickly breaks free from all ties to reality. A 
completely new type of geometry, the so-called projective 
geometry, arose in the early seventeenth century out of the 
attempt to understand the mathematics of perspective.

Can any three points on a line be  

projected to any other three collinear  

points? How about four points?

28

Since projection corresponds to a change in perspective, it’s 
natural to think of two objects related by a projection as being 
the same; that is, two different views of the same object. The 
philosophy of projective geometry is that the only properties 
of a shape that matter are those that are unaffected by projec-
tions. What is intrinsic, what is “real” about a shape, should 
not depend on one’s point of view; beauty should not be in the 
eye of the beholder. Any feature that changes under projec-
tion is not so much a property of the object itself but of the 
way in which it is being viewed. This is a rather modern way 
of thinking. We have a certain type of transformation (in this 
case projection), and we are interested in those structures that 
are invariant.

Are all triangles the same projectively?  

How about all four-sided polygons?
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The biggest difference between classical and projective 
geometry is that the traditional measurements—angle, length, 
area, and volume—no longer have any meaning. Projection 
warps a shape so much that all such measurements get radically 
changed. In this sense, projection is extremely destructive.

So if projective geometry is not concerned with measure-
ments, what is it concerned with? What sorts of things are 
unaffected by projection?

A good example is straightness—any projection of a straight 
line is still a straight line. From a projective point of view, 
straightness is “real.” In particular, if a collection of points is 
collinear (meaning the points all lie on the same line), they 
remain collinear after any projection. If things line up, they 
line up; it doesn’t depend on your point of view. 

Is a projection of a polygon always a polygon?

Another projective invariant is tangency: if a line is tangent 
to a curve at a certain point prior to projection, it will still be 
tangent afterward, even though the shape of the curve and the 
position of the line may change.
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Generally speaking, anything having to do with intersections 
is usually a projective invariant. For two curves, both the ques-
tion of whether they cross each other, as well as the number 
of times they cross each other, are projective invariants. But 
not, for instance, the angle at which they cross each other. That 
would get totally messed up.

Actually, it turns out that the intersection issue is a bit more 
complicated. Intersection is not in fact a projective invariant. 
It is even possible to have two intersecting straight lines that, 
when projected, become parallel.

What’s happening here is that the point where the two lines 
intersect doesn’t appear on the target plane at all. In fact, in any 
central projection, there will be special points on one plane 
that don’t make it onto the other.
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The trouble is that sometimes the line of sight from the 
projection point is parallel to the target plane. This is something 
of a disaster. It means that projection is bad—it loses informa-
tion. In particular, it can lose the information of whether two 
lines intersect or not.

The extent of the damage is that there is an entire infinite line 
of points that will disappear under projection.

Specifically, it’s the line parallel to the target plane that is at 
the same height as the projection point. All the points on this 
line will be lost in the projection process.

Something similarly disastrous happens in reverse. If we start 
with parallel lines on a plane and project them onto another 
plane, we obtain something truly monstrous—a pair of crossed 
lines with the crossing point missing.

This is, of course, a completely unacceptable state of affairs. 
We simply cannot allow this sort of ugliness!

What does a projection of three  

parallel lines look like?
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By the way, it is precisely this feature of central projection 
that is responsible for the vanishing point phenomenon—
parallel lines, such as railroad tracks, appear to meet at a point 
on the horizon.

From a practical point of view, say to an artist or architect, 
this is all good news. It’s very nice to be able to draw convinc-
ing pictures of railroad tracks, and nobody needs to lose any 
sleep about some missing points. Mathematically, however, it’s 
quite disturbing. Disturbing enough, in fact, to lead geometers 
to take a very bold and imaginative step—to redefine space itself.

The idea is really quite ingenious. What goes wrong with 
projection is that not all lines through a point necessarily hit a 
given plane. 

The trouble is, things can be parallel. Lines can be parallel to 
lines, planes can be parallel to other planes, and, as in this case, 
lines and planes can be parallel to each other. Since it is paral-
lelism that causes the problem, the idea is to get rid of it—to 
make it so that lines or planes that lie in the same direction 
actually do meet.
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The plan is this: for each direction in space, we imagine a 
new point somehow infinitely far away in that direction. The 
idea is that all lines that lie in that direction will now meet at 
the new imaginary point. It’s that simple. We just throw in 
enough new points (one for each direction is enough) so that 
parallel lines and planes now intersect each other.

One nice way to think about it is to imagine a line and a 
point and see how various lines through that point intersect 
the line. 

  As the lines get closer to being parallel, the intersection 
points move farther and farther to the right. The philosophy 
is that when the line becomes exactly parallel, it still has an 
intersection point, one that is infinitely far away to the right. 
Interestingly, the same thing happens with lines slanted to the 
left. The new points we are adding lie both infinitely far to 
the right and to the left. It’s as if our lines are somehow like 
circles that pass through infinity and come back around the 
other side.

Does this sound like the insane ravings of a lunatic? I admit it 
takes a bit of getting used to. Perhaps you object to these new 
points on the grounds that they are imaginary—they’re not 
really there. But none of the things we’ve been talking about 
are real anyway. There’s no “there” there in the first place. 
We made up imaginary points, lines, and other shapes so that 
things could be simple and beautiful—we did it for art’s sake. 
Now we’re doing it again, this time so that projections will be 

∞
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simple and beautiful. It’s really nice, once you get accustomed 
to it.

These points we’re adding in are called points at infinity. 
The new enlarged space we’ve created, consisting of ordinary 
three-dimensional space plus all the points at infinity, is known 
as projective space. It is customary to add the appropriate 
points at infinity onto all the various lines and planes as well. 
A projective line is thus an ordinary line together with the point 
at infinity corresponding to its direction. A projective plane is 
a plane, along with all the points at infinity that you would 
expect—the ones corresponding to the various directions on 
that plane.

The upshot of this is that we have a new geometry, one where 
parallelism has been banished. Two lines on a plane intersect, 
period. If they intersected before, they still do. If they were 
parallel before, they now meet at infinity. This is a much pret-
tier, more symmetrical situation than in classical geometry.

What about two planes? Normally, two planes intersect in a 
line. What happens when the planes are parallel? Notice that 
parallel planes have the exact same points at infinity, and that 
these points then constitute the intersection of the two planes. 
This makes it desirable to view the points at infinity of a plane 
as lying on a line at infinity. Now we can say with complete 
generality that two projective planes in projective space always 
intersect in a projective line.

Similarly, it is nice to think of the complete set of points 
at infinity in projective space as forming a projective plane at 
infinity. Then we can say, for instance, that a line and a plane 
always meet at exactly one point (unless, of course, the line 
happens to lie in the plane).
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Do two lines in projective space  

necessarily intersect?

Now that we have a better environment for it to operate 
in, projection becomes a very nicely behaved transformation 
indeed. Instead of parallel lines being turned into a disgusting 
pair of crossed lines minus the crossing point, we can see now 
that the lines were crossed all along, and all that’s happened 
is the crossing point has moved from infinity to an ordinary 
point. 

Of course, the right way to deal with projective space is 
to forget about the distinction between ordinary points and 
points at infinity. Projectively, there is no such distinction; 
what is ordinary from one perspective is infinite from another. 
Projective space is a completely symmetrical environment, and 
all of its points are created equal.

In particular, the distinction between parallel and central 
projection is rather spurious. Parallel projection is just central 
projection from a point at infinity. So we might as well drop 
the adjectives, which reflect a classical bias, and simply call 
them both projection.

We now have a completely reformed projection transforma-
tion, and we’ve identified a few of its invariants—straightness, 
tangency, and intersection. Can you find any others?

∞
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Can you discover a projective invariant?

Now I can be a little more precise about something I 
mentioned earlier—that the conic sections can be thought of 
as projections of a circle. For an ellipse there is not much more 
to say; we saw that certain slices of a cone or cylinder give us 
ellipses, and these are certainly projections of a circle.

The cone corresponds to a central projection, while the 
cylinder is giving us a parallel projection of a circle. Since these 
are really the same projectively, it makes sense to think of a 
cylinder as a special type of cone—one whose tip is at infinity.

A parabola occurs when we slice a cone at the same slant as 
the cone itself.

In this case we are again projecting the circle from the hori-
zontal plane onto the slanted plane using the tip of the cone as 
our projection point. So parabolas are certainly projections of 
a circle. Notice that there is exactly one point of the circle that 
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does not project onto the slicing plane proper; it ends up being 
projected to a point at infinity on the slicing plane. This means 
that a parabola is simply a circle with one of its points at infin-
ity. The line at infinity is then tangent to the circle.

As for a hyperbola, something a little strange happens.

 The part of the circle behind the slicing plane projects nicely, 
forming the characteristic bowl shape, but where is the rest 
of the circle? Surprisingly, it appears above the cone. In other 
words, central projection from the tip of the cone doesn’t only 
shine down, it also shines up.

∞
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So the circle projects to two bowl-shaped curves, one point-
ing up and the other pointing down. A hyperbola, then, should 
be thought of as consisting of two pieces. Again it is a projec-
tion of a circle, only this time there are two points at infinity.

As we travel along the hyperbola, we go off to infinity in 
one direction, pass through the point at infinity correspond-
ing to that direction, and return along the other piece on the 
opposite side.

When a cone is sliced by a plane to form  

a hyperbola, which two points on the  

circle are projected to infinity?

So the conic sections, properly understood, are just projected 
circles. This means that, projectively speaking, they are circles. 
The differences between them from a classical point of view 
depend on how the circle intersects the line at infinity—
whether in zero, one, or two points.

Not only that, it turns out that every projection of a circle is 

∞
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a conic section. No matter how you project a circle, you will 
always get either an ellipse, parabola, or hyperbola. There aren’t 
any other curves out there that are projectively equivalent to a 
circle. In particular, this means that a slanted cone gives us the 
same cross-sectional curves as an upright cone.

Even if the base of the cone is itself a conic section, say an 
ellipse, we still don’t get anything new. That is, a projection of 
a conic is still a conic.

In general, a projection of a projection is always a projec-
tion. Roughly speaking, a perspective view of somebody else’s 
perspective view is still a perspective view. This is one of the 
nicest features of projective geometry—projective space and 
projective transformations form a closed system, which is in 
many ways simpler and more beautiful than classical geometry.

Shine a flashlight on the wall at various angles. 

Can you see all three types of conic section?
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As gratifying as it may be to view the conic sections projec-
tively—to see them as different perspective views of the same 
circle—it doesn’t actually tell us that much about the geom-
etry of these curves. It’s all very well to know that hyperbolas, 
parabolas, and ellipses are projectively equivalent, but they are 
still different shapes. What do they look like exactly? How, for 
instance, does a parabola differ from a hyperbola?

At this point, we know a lot more about ellipses than we 
do about the other conics. We know that ellipses are dilated 
circles, and we know they have particularly nice focal and 
tangent properties. Can we say anything similar about hyper-
bolas and parabolas? It turns out that we can.

Hyperbolas have a very beautiful focal property, as a matter 
of fact. Like an ellipse, a hyperbola contains two special focal 
points, and as a point moves along the hyperbola, its distances 
to these focal points follow a simple pattern. 

This time, however, it’s not the sum of the distances that 
remains constant, it’s the difference. That is, a hyperbola is the 
set of points whose distances to two fixed points differ by a 
fixed amount.

Naturally, such an outrageous claim requires some sort of 
proof. We need to show that if a cone is sliced steeply (so as 
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to make a hyperbola) then the points of the cross-section must 
obey this new focal property. As you might expect, this can be 
done with spheres and tangents in the usual way. 

Can you work out the details of this proof?

The focal property tells us quite a bit about hyperbolas. For 
one thing, it means they must be fairly symmetrical.

Not only are each of the two pieces of the hyperbola them-
selves symmetrical, but they are mirror images of each other. 
There is symmetry across the line connecting the focal points 
and also across the perpendicular line between them.

Why do hyperbolas have so much symmetry?

Another beautiful feature of hyperbolas is the way they nestle 
so nicely between a pair of crossed lines.
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Neither of these lines actually touches the hyperbola, but as 
you travel out along the hyperbola you get closer and closer to 
them. In other words, these lines are simply the tangents to the 
hyperbola at infinity.

The simplest way to think of it is to view the hyperbola as a 
circle in projective space that meets the line at infinity at two 
points. (That is, after all, what a hyperbola is.) The circle then 
has two tangent lines at these points, and these are the lines that 
we’re seeing. 

Since hyperbolas are symmetrical, the crossing point of 
the tangents must be exactly halfway between the two focal 
points. 

∞
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There is a very pretty connection between these tangent 
lines and the focal property of the hyperbola. If we draw lines 
through the focal points, parallel to the tangents, we get a 
diamond shape. 

Because of the symmetry, the sides of this diamond must all 
be the same. The angles won’t necessarily be right angles, so we 
can’t say it’s a square, but it’s still a nice diamond. (You could 
also call it a rhombus if you like that word better.)

The focal property says that the distances from each point on 
the hyperbola to the focal points have a constant difference. It 
turns out that this constant difference, what we might call the 
focal constant of the hyperbola, is exactly equal to the side 
length of the diamond.

Why is the focal constant of a hyperbola  

equal to the side of the diamond?

(Probably the easiest way to see it is to imagine a point moving 
along the hyperbola toward infinity, and think about what 
happens to the lines connecting it to the focal points.)

One consequence of this is that a hyperbola is completely 
determined by its tangents at infinity (the two crossed lines) 
and its focal points.
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Any pair of crossed lines, together with a pair of symmetri-
cally placed points, determines a unique hyperbola. The reason 
is that if we know the lines and the points, we can make the 
diamond and get the focal constant. This, along with the loca-
tion of the focal points, determines every point on the hyper-
bola. So, in order to specify a particular hyperbola, it is enough 
to know the angle between the lines and the distance between 
the focal points.

In fact, since scaling does not affect angles, the shape of a 
hyperbola depends only on the angle between the tangents. 
Two hyperbolas with the same angle but different focal 
distances are simply scaled versions of each other; they are 
similar hyperbolas. So the different hyperbola shapes corre-
spond to the different possible angles between the tangent 
lines.

In particular, there is the very special right hyperbola 
whose tangents meet at a right angle. 
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This shape is to hyperbolas what the circle is to ellipses; it is 
the standard object from which all others are obtained. That is, 
every hyperbola occurs as a dilation of a right hyperbola.

Why is every hyperbola a  

dilation of a right hyperbola?

(There is a subtlety here: How do we know that a dilation of a 
hyperbola even is a hyperbola?)

Hyperbolas and ellipses have a lot in common. They have 
very similar focal properties, involving the distances to two 
fixed points, the only difference being that it is the sum of these 
distances that provides the focal constant for an ellipse, whereas 
for a hyperbola it is their difference. Both are infinite classes of 
shapes that can be obtained as dilations of a single prototype—
the circle and the right hyperbola.

More specifically, once we have chosen a length unit we 
can speak of the unit circle whose radius is that unit. Then 
any ellipse can be obtained by dilating this circle twice—by 
a certain factor in one direction and by another factor in a 
perpendicular direction.

1
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In this way we can think of an ellipse as having a long radius 
and a short radius. The ellipse is then completely determined 
by these two lengths.

If an ellipse has long radius a and short  

radius b, where are its focal points?

Similarly, we can talk about a unit hyperbola. This would 
be the right hyperbola whose distance from center to edge is 
exactly one unit. 

Every hyperbola then occurs as a dilation (by two factors, in 
two directions) of this one.

Where are the focal points of a unit hyperbola? 

What if we dilate it by factors a and b?

Another amusing similarity between ellipses and hyperbolas 
is the way the focal constant appears geometrically. 

1
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Show that the focal constant of an ellipse  

or hyperbola is equal to its diameter.

It also happens that ellipses and hyperbolas have similar 
tangent properties. For the ellipse it’s the “pool table” effect. 
What is it for the hyperbola?

Can you discover the tangent  

property of a hyperbola?

The parabola, it turns out, is another story altogether. It does 
have a focal property, but it is of a very different character from 
those of the ellipse and hyperbola. Instead of two focal points, 
a parabola has only one. When we slice a cone at exactly the 
same slant as the cone itself, we create only one compartment 
capable of housing a sphere in the right way.

That is, there is only one sphere that is simultaneously tangent 
to the cone and the slicing plane. As usual, the focal point of 
the parabola is the point where this sphere hits the plane. The 
distance from a point on the parabola to the focal point is the 
same, then, as the distance from the point to the sphere, along 
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the cone. In other words, the distance to the circle where the 
sphere meets the cone.

In the case of the ellipse and the hyperbola, we had another 
focal distance we could compare this with. Here we’ve got 
bupkes. How can we understand what this length means 
geometrically? I think the best way to see what’s going on is 
to slice the cone twice horizontally, both through the circle 
and through our chosen point, to make a sort of lamp-shade 
thing. 

This removes any unnecessary cone baggage. Notice that the 
plane through the circle intersects the slicing plane in a certain 
line. This line turns out to be the key to the whole business. 
The important thing is that it depends only on the parabola 
itself, not on which point we happened to choose.
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Now, here’s the beautiful observation. The length that we’re 
interested in (the distance from our point to the focal point) is 
just the distance along the lamp shade between the two hori-
zontal planes. We can swing this length around the lamp shade 
without changing it. In particular, we can roll it around until 
it’s directly opposite the slicing plane. 

Now it’s easy to see what this length is—it’s just the distance 
from our point to the special line. How pretty! So the deal with 
parabolas is that not only is there a focal point, there is also a 
focal line, and the points of the parabola obey the beautiful 
pattern of being equidistant to both. 
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This focal property of a parabola has a number of interest-
ing consequences. For one thing, it means parabolas must be 
symmetrical (not that that’s any great surprise). 

Since a parabola is completely determined by a point and a 
line, it’s only the distance between them that makes one parab-
ola different from another. 

What this means is that any two parabolas are just scalings 
of each other. In other words, all parabolas are similar. There’s 
really only one parabola shape. There are lots of different 
ellipses and hyperbolas depending on how you stretch them, 
but there’s only one parabola. That makes it very special.

What about dilations of a parabola?

One nice way to think about parabolas is to view them as 
infinite ellipses: a parabola is what you get when you fix one focal 
point of an ellipse and send the other one off to infinity. 
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(We could also think of them as infinite hyperbolas in the 
same way.) Parabolas lie, in a sense, on the borderline between 
ellipses and hyperbolas. Right away, this tells us what the 
tangent property of a parabola must be: if we shoot out from 
the focal point, we will hit the wall of the parabola and bounce 
straight out to infinity. 

Can you prove this tangent property directly, 

without any “infinity” mumbo-jumbo?

Perhaps even more beautifully, the surface formed by rotat-
ing a parabola, usually called a paraboloid, has the exact same 
tangent property in all directions.

∞
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This has a number of amusing practical applications. For one 
thing, it says that if we make a parabolic mirror (a mirror in 
the shape of a paraboloid) and place a lightbulb at the focal 
point, then all the radiation will be sent straight out; none of 
the energy will be wasted. This is exactly how flashlights and 
automobile headlights are designed. Running this in reverse, 
a parabolic mirror also makes a terrific solar oven. All the 
sunlight entering the mirror is focused at a single point. (That’s 
why it’s called a focal point.) Conic sections make good lenses; 
they bend light in an interesting and useful way.

If I have lingered on the subject of conic sections for so long, 
it is because they are so beautiful and have so many interesting 
properties, and I can’t resist telling you about them. The other 
reason is that it is possible to tell you about them. It’s not that 
easy to talk about curves, and conics are relatively simple as far 
as things go.

I want to stress something. These conic sections are very 
particular and specific curves—not every bowl-shaped object 
is a parabola or hyperbola. Most curves don’t have anything 
like a focal or tangent property. These things are special, and 
we should cherish them! 

If you connect lines in this evenly spaced  

pattern, a parabola appears. Why?
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One final word about conics, and that concerns their 
measurement. We’ve already discussed the ellipse situation. 
Since an ellipse is simply a dilated circle, its area is easy to 
measure; for the same reason, its perimeter is not. To be 
precise, if we have an ellipse whose long and short radii are a 
and b, say, then the area is simply ab. Do you see why? The 
perimeter, on the other hand, depends on a and b in a tran-
scendental way. There is no formula in the sense of a finite 
algebraic description.

Unfortunately, that’s par for the course; the same is true 
for the parabola and hyperbola. Of course, those curves are 
infinite, so we can’t really talk about their perimeters as such. 
But even if we chop them off at some point, their lengths are 
not algebraically describable. Not that they aren’t very inter-
esting. In fact, we will return to the subject of conic section 
lengths a little later on, when we will have some more power-
ful measurement techniques.

There is one measurement that we are in a position to make, 
and that is the area of a parabolic sector. 

This is the kind of region formed by two straight lines drawn 
from the focal point out to the curve itself. The nicest way to 
measure this area is to compare it to the parabolic rectangle made 
by dropping lines straight down to the focal line. 
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Using the method of exhaustion, Archimedes was able to 
show that the area of the sector is exactly half that of the rect-
angle. Can you do the same?

Why is the area of a parabolic sector equal to half 

the area of the parabolic rectangle? 

Show that a parabolic section takes  

up exactly two-thirds of its box.

30

What an amazing can of worms we opened up just by slic-
ing a cone! If such a simple shape as that has such interesting 
cross-sections, what will happen if we slice something more 
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complicated? What sort of curves do we get when we slice, 
say, a doughnut? 

It turns out that this curve, despite the nice symmetrical 
oval shape, is definitely not an ellipse. It doesn’t have the right 
focal or tangent properties, and it isn’t a dilated anything; it’s 
an entirely new kind of curve that we haven’t seen before. I 
suppose we could call it a toric section if we wanted to.

If we move the slicing plane over a little, so that it just 
touches the inner rim of the torus, we get an even more exotic 
cross-section.

Of course, this is not just any old figure eight sort of shape 
but a very specific kind of curve with a very specific kind of 
pattern—the one that comes from being a slice of a doughnut. 
This is a fairly sophisticated geometric object. What sort of 
properties might this curve have? How on earth would we 
measure such a thing?

A while back I was talking about the description problem. 
The only shapes we can talk about are the ones that have a 
describable pattern. The geometer’s job is to somehow turn this 
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pattern information into measurement information. Naturally, 
this is going to be a whole lot easier to do when the pattern is a 
simple one. The more elaborate our descriptions, the harder it 
is to say anything about the shapes they describe.

The sad truth is that measurement is almost always impos-
sible. It is only the simplest objects that we have any hope of 
measuring. Even then it’s no picnic. Remember how clever 
we had to be to measure a sphere? What chance do we have 
against a shape whose description is at all involved?

What I’m saying is that in addition to a description problem, 
we also have a complexity problem. Not only do our shapes 
have to have a pattern, they have to have a simple pattern. The 
problem is that the only way we have to measure curved shapes 
is the method of exhaustion, and if the patterns get too compli-
cated, it quickly becomes unwieldy.

The situation is kind of ironic in a way. Before, we were 
worried about not being able to describe any new shapes at all. 
Now we have lots of ways to do that. For instance, we could 
start with one of these figure eight toric sections, rotate it in 
space to form a surface, and take a cross-section of that.

God only knows what sort of curve this is! No way is it an 
ellipse. No, our problem is not a shortage of new patterns. In 
fact, we’ve developed quite a little arsenal of description tools: 
we can dilate and project, take cross-sections, make Pappus-
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type constructions, and perform any and all of these operations 
in succession. We are in a position to create some truly night-
marish mathematical objects, and there is absolutely no hope of 
being able to measure them. We may be out of the description 
frying pan, but we’re definitely into the measurement fire.

And you know what? I don’t care. As our descriptions get 
more and more elaborate, not only does measurement become 
more and more difficult, but I get less and less interested. I 
really don’t care about the cross-sections of a rotated toric 
section. For me, the point of doing mathematics is to see some-
thing beautiful, not to create a bunch of increasingly rococo 
patterns just because we can.

So are there any beautiful shapes left? As a matter of fact, 
there are. One particularly nice example is the helix. 

Now, that’s the kind of simple, elegant shape I’m talk-
ing about! I would love to think about something pretty like 
that. Of course, before we do, we’ll need some sort of precise 
description. What exactly is a helix?

My favorite way to think of it is to imagine a circular disk in 
space, lying horizontally let’s say, with a specially marked point 
on its rim. If we rotate the disk, and at the same time raise it 
up vertically, the special point should trace out a perfect helix. 
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Actually, there is an interesting subtlety here. To make a 
really nice helix, the rotating and the raising need to be done 
at constant speed. If we speed up and slow down, the helix will 
get stretched and squished in a most unpleasant (and sicken-
ingly familiar) way: 

This means that our description of a helix (assuming we 
want a nice one) depends not only on the fact that the circle is 
moving but on the way that it’s moving. 

How can we view a spiral  

as the result of a motion?
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There are many different styles of helix, of course, depend-
ing on how fast the circle rises relative to how quickly it turns. 
An easy way to determine a particular helix shape is to specify 
both the radius of the rotating circle and the height increase 
that the point makes after one full rotation.

Sometimes it’s nice to imagine a helix living on the surface of 
a cylinder, like a barber pole. The helix can then be described 
in terms of the size and shape of the cylinder and the number 
of full turns made by the helix. 

How can we measure the length of a helix?

A helix is an example of what are called mechanical 
curves; that is, curves that are described as the path of a point 
on a moving object. Among the most fascinating and beauti-
ful mechanical curves is the cycloid, the curve traced out by a 
point on a rolling circle. 

This is a completely new shape, unlike anything we’ve seen 
before. It also turns out to have an amazing number of inter-
esting properties; if there were a “Most Interesting Curve 
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of the Seventeenth Century” award, the cycloid would win 
hands down.

There are several interesting variations on this cycloid idea. 
One is to have the circle rolling around inside another circle. 
This traces out a so-called hypocycloid. Of course, it could 
also roll on the outside, making an epicycloid. 

How does the number of cusps of a hypocycloid 

depend on the radii of the two circles? What 

about for an epicycloid?

Another idea is to allow the tracing point to be in the interior 
of the rolling disk. In the hypocycloid case, this produces the 
very beautiful spirograph curves. 

What happens if the tracing point is at the center?
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The thing about something like a cycloid or a spirograph is 
that it is a natural, engaging pattern that is simple, satisfying, 
and attractive. This is not some contrived cross-section of a 
rotated projection of a slice of a whatever. For both aesthetic as 
well as practical reasons, these curves are interesting and crying 
out to be measured and understood. Of course, the only way to 
understand a mechanical curve like a cycloid is to understand 
the motion that creates it.

Which puts us in an entirely new situation. Up to now, the 
shapes and patterns we’ve been interested in have been static; 
they’ve just been sitting there. Now we’re talking about things 
that move. We’ll need to shift our emphasis away from shapes, 
and start thinking about motions.

Can you think of a way to  

describe a helix on a torus?

A ladder slips down the wall until it hits the  

floor. What curve does its midpoint describe?
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What is motion? What exactly do we mean when we say that 
something is moving? We mean that as time goes by its posi-
tion changes. When something moves, where it is depends on 
when it is, and the precise way that where depends on when is 
what makes the motion what it is. In other words, motion is a 
relationship between time and space.

In order to describe and measure motions, then, we’ll need 
to be able to tell where something is—to record the position 
of an object and to know at what time that position occurred.

Needless to say, we’re not talking about the way real objects 
(whatever they are) move around in the real universe (whatever 
that is). This, of course, turns out to be ridiculously compli-
cated and unpleasant. Instead, we’re talking about purely imag-
inary mathematical motions taking place in a purely imaginary 
mathematical reality.

So, our first problem is how to describe a particular loca-
tion in space. This is not something we had to worry about 
before when we were measuring size and shape; the volume of 
a cone doesn’t depend on where it is or what time it happens to 
be. But once things start moving, we definitely need a way to 
distinguish one place from another.

The simplest scenario I can think of is a single point moving 
along a straight line.

To describe the motion of this point, we need to be able to 
specify its position at any time. What we need is a map—some 
sort of reference system, some way of keeping track of where 
things are.
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The easiest way to do this is to select an arbitrary point on 
the line as a reference point. Then we can specify any particu-
lar location on the line by saying how far away it is from this 
special point. This necessarily means choosing some sort of 
length unit, which, like the reference point itself, is completely 
arbitrary. A line, unlike the earth, has no natural landmarks; 
we have to put them there ourselves.

The upshot of this is that each point on the line gets assigned 
a numerical label, and we can refer to any position by giving 
its number (once we’ve selected a reference point and a unit). 

Notice that the reference point itself receives the number 0. 
This point is usually called the origin of the system.

Actually, there is a slight problem with this plan: two differ-
ent locations can receive the same label. For instance, the point 
that is one unit to the left of the reference point will get the 
label 1, as will the point one unit to the right. 

We’ll need a way to distinguish the two directions; other-
wise, if we say that something is at position 1 we won’t know 
which one we mean.

So our reference system not only needs an origin and a unit, but 
also an orientation. That is, we need to decide which direction 
is forward and which is backward. Of course, it doesn’t matter 
which we choose. A line in the abstract has no left or right, and 
it is completely up to us to decide what those words mean.

0 2 31

12 210
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In any case, once we’ve made our choices of origin, unit, 
and orientation, we can then refer to any position on the line 
unambiguously. We could say, for example, that a point was 
at position 3 in the backward direction, and that would pin it 
down completely.

An even nicer way to proceed is to use positive numbers for 
one direction and negative numbers for the other. Then we 
could simply say that our point was at position –3. 

There are several advantages to this scheme. For one thing, 
it means that all locations can be described by a single number, 
instead of a number and a direction. More important, it allows 
us to connect geometry and arithmetic in a very pleasing and 
beautiful way.

First of all, notice that moving one unit in the positive direc-
tion simply increases the position number by one. 

I like to think of such a move as a shift. I imagine the entire 
line shifting over (to the right in this case) so that what was at 
position 0 is now at position 1, and so on. There is a shift for 
every number; we can shift by 2 or by the square root of 2 or 
by pi. We can also shift the other way; a shift (backward) by 2 
units would correspond to the number –2.

Geometrically, shifting is very nice because it preserves 
distances. If two points are at a certain distance from each other 
before shifting, they will be at the same distance afterward. A 

–1–2–3 0 1 2 3
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geometric transformation like this that preserves distances is 
called an isometry (Greek for “same measure”). A nice feature 
of isometries is that if you perform one isometry and then 
another, the result is also an isometry. In particular, if you shift 
by a certain amount, say 2, and then shift by another amount, 
say –3, the result is also a shift, in fact a shift of –1. So not only 
do two shifts make a shift, but the corresponding positive or 
negative numbers get added. 

This means that the geometry of shifts has the same structure 
as the addition of numbers. In mathematical parlance, the two 
systems are isomorphic. This is what mathematicians are always 
on the lookout for—isomorphisms between apparently differ-
ent structures.

So the main benefit of using positive and negative numbers to 
indicate direction is that we get this nice isomorphism between 
the group of shift isometries and the group of numbers under 
addition.

Actually, we get a lot more. There are other natural geomet-
ric transformations besides shifts; for instance, there are reflec-
tions. Reflections are nice because they are isometries. What 
happens if we reflect a point from one side of the origin to the 
other? Of course, its position number gets negated. Position 3 
reflects to position –3 and vice versa. So we can say that the 
arithmetic operation of negation corresponds to the geometric 
idea of reflection.
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What is the arithmetic version of reflecting  

across a point other than the origin?

Are there any other isometries of a line?

Another nice example is scaling. If we blow up the line by 
a factor of 2, all distances will double, so a point that was at a 
certain distance from the origin will now be twice as far away. 
In other words, its position number will get multiplied by 2. 
This means that scaling corresponds to multiplication.

What happens if we multiply by a negative number? In this 
case, not only will there be a scaling (by a factor corresponding 
to the size of the number) but also a reflection. Multiplying by 
–3 is the same as stretching by a factor of 3 and flipping.

This means that the entire system of arithmetic, including 
positive and negative numbers, addition, subtraction, multi-
plication, and division, is mirrored completely by the natu-
ral geometry of the line. I especially like this correspondence 
because it explains such choices as having (–2)  (–3) = 6: 
scaling by 2 and reflecting, then scaling by 3 and reflecting, is 
the same as scaling by 6.

In any event, we now have a very convenient way to locate 
points on a line—we use a numerical reference system. Once 
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again, the ingredients of such a system are an origin (reference 
point), a unit (for measuring distance), and an orientation (a 
choice of direction, to be called positive). The important thing 
to understand is that these are arbitrary choices having less to 
do with the space at hand and more to do with ourselves. Space 
has no orientation, no natural unit, and no special place. There 
is no such thing as left or right, up or down, big or small, here 
or there, until we make these choices.

As a matter of fact, there’s really nothing about what we’ve 
set up that has anything to do with our space being a straight 
line; we could do exactly the same thing with any curve.

If we’re interested in a point moving along a curve, we can 
set up a reference system just as before—choosing an arbitrary 
origin, unit, and orientation. Then every location on the curve 
would again have a unique numerical label.

What happens if the curve is  

closed or intersects itself?

What is the distance between two points at  

positions a and b? Where is their midpoint? 

What about the point one-third  

of the way from a to b?



	 T IM E A N D SPACE	 207

2

Having devised a way to locate points on a line, we can now 
try to do the same thing for a plane. How do we make a map 
of the plane? One idea is to simply mimic the system used for 
street maps:

Of course, this kind of grid system (where such and such a 
street might be found in square B-3) is much too crude for our 
needs. If we want to describe the motion of a point in a plane, 
we’ll need to know precisely where it is at all times. We need 
the finest grid possible—one with no space at all between the 
gridlines. In other words, every horizontal and vertical position 
needs to receive a label. The customary way to do this is to use 
two number lines, one horizontal and one vertical. (It is also 
traditional to use the same unit for both lines and to have them 
intersect at their origins.)

3

A

B

C

21
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Then any point in the plane can be referred to by its horizon-
tal and vertical position numbers. It is just the same as a street 
map except that instead of blocks, we have a whole continuum 
of possible positions in each direction.

Another major difference is that the plane has no intrinsic 
landmarks. There is no “center of town,” no “north,” and no 
customary unit of distance like a mile. A grid, or coordinate 
system, on the plane is a completely arbitrary construct that 
we impose on it. There is no such thing as horizontal or verti-
cal on an imaginary plane. These are choices that we make for 
our own convenience. When we coordinatize the plane, we 
are choosing two arbitrary (usually perpendicular) directions 
and deciding to call one of them horizontal and the other verti-
cal. Obviously, there’s no one best way to do this.

I think it’s important to understand the choices that we’re 
making in more detail. First of all, there is the choice of refer-
ence point or origin. Of course, it can be anywhere; you get 
to decide where you want to put it. Then there’s the choice of 
unit, which is again entirely up to you. I usually like to choose 
a reference point and a unit that have something to do with the 
objects and motions under consideration—to tailor them to the 
situation at hand.

The really interesting choices involve the two lines. Since 
each line will have to be oriented, meaning that a choice of 
forward and backward along each line will have to be made, it 
is nicest to think that instead of two lines we’re really choosing 
two directions. These will be the positive directions along the 
horizontal and vertical lines of our grid.

But there’s one more choice to make after we’ve chosen the 
two directions; namely, which is which. With street maps, 
it is customary to use letters for one direction and numbers 
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for the other. This avoids confusion. In our case, we can’t get 
away with that because we don’t have an infinite continuum 
of letters. So we distinguish them using order. We’ll pick one 
direction to be first and the other to be second. If you want 
to call them horizontal and vertical, or the other way around, 
fine, just be aware that those words are meaningless. Words like 
up and down, clockwise and counterclockwise, left and right, 
horizontal and vertical refer to the way things are oriented 
with respect to your body. When Australians and Canadians 
point up, they are both pointing in the direction from their feet 
to their heads, but they point in (roughly) opposite directions 
in space.

The point is that we need to choose two directions and 
designate one of them as the first direction and the other as the 
second. This set of choices is what constitutes an orientation 
of the plane. In particular, we could designate a certain rota-
tional direction, say from the first direction toward the second, 
as clockwise. So just as for the line, a reference system for the 
plane consists of an origin, a unit, and an orientation.

Here are two perfectly good coordinate systems (I’ve 
marked the first direction with an arrow and the second with 
a double arrow).

Once we’ve set up a system like this, each point in the 
plane will get a unique label consisting of two numbers. It  
is customary to write such a label as a number pair, such as  
(2, 3) or (0, ). 
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How does the distance between two points in a 

plane depend on their coordinates?

Just as we did with the line, we can relate the geometry of 
position in the plane to the algebra of shifts. A shift of the plane 
moves every point a certain distance in a certain direction. 
Notice again that a shift of a shift is still a shift. A nice way to 
represent such a shift is by an arrow of the appropriate length 
in the appropriate direction.

An arrow like this is called a vector (Latin for “carrier”). 
Since every shift corresponds to a vector and vice versa, we 
can talk about adding two vectors to get another vector. This 
would correspond to two shifts resulting in a total shift.

The easiest way to think of it is that a vector is an instruction, 
and adding is simply following the shifting instructions.

��

(2, 3) (0, π)
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So the geometry of shifting is the same as the algebra of 
vectors. The reason we didn’t see this before is that there are 
only two directions on a line. Of course, we can think of posi-
tive and negative numbers as vectors if we want to.

The effect of scaling on vectors is easy to see: it simply 
stretches (or shrinks) them without changing their direction. 
So we can talk about doubling a vector or dividing a vector 
by pi. We can also talk about the negative of a vector, namely 
the vector of the same length that points in the exact oppo-
site direction. Naturally, multiplying a vector by a negative 
number would both dilate it and reverse its direction.

How do you subtract two vectors?

Once again we have a nice isomorphism between the shift 
isometries and an algebra of some kind. The point of vectors 
is that they encode geometric information algebraically. In 
particular, we can imagine a very simple vector-based reference 
system for locations in the plane. If we choose a fixed reference 
point, then every location in the plane can be thought of as 
being the tip of an arrow emanating from this origin.

a

b
c a � b � c
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In other words, every point in the plane corresponds to a 
vector (with respect to a certain choice of origin). This sort of 
reference system is more like a radar screen than a street map.

If two points are described by the vectors a  

and b, what vector refers to their midpoint?

Can you use vector algebra to show that  

the lines drawn from the corners of a  

triangle to the midpoints of the opposite  

sides all meet in a single point?

There is a very simple and natural relationship between 
vectors and coordinates. When we set up a coordinate map we 
first choose an origin, and then two directions. We can think 
of these directions as vectors. The nicest way to do this is to 
represent the two directions by so-called unit vectors; that 
is, vectors of unit length. So we have a first unit vector and a 
second unit vector. 

Then instead of saying that a point has coordinates (2, 3) we 
can say that the corresponding position vector is the sum of 
two vectors: the first unit vector scaled by 2, plus the second 
unit vector scaled by 3. That is, we can write algebraic descrip-

u
1

u
2
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tions like p = 2u
1
 + 3u

2
 to describe where we are. Not that 

there’s any real difference between the two schemes, just a 
slight change in viewpoint and notation. By the way, it’s not at 
all necessary for our system to be rectangular; that is, the two 
directions or unit vectors need not be perpendicular. We still 
get a perfectly usable (albeit crooked) map of the plane.

How does the angle between two vectors  

depend on their coordinates?

How does the area of the parallelogram formed 

by two vectors depend on their coordinates?

3

What about three-dimensional space? Can we do something 
similar? Yes, we can! Only we’ll need three directions:
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An orientation in this case will consist of three (usually mutu-
ally perpendicular) directions, given in order: first, second, and 
third. Then every location in space can be referred to by a 
number triple (a, b, c) or, what is the same, a weighted sum 
of unit vectors au

1
 + bu

2
 + cu

3
. Everything goes through as 

before, including the isomorphism between shift isometries 
and vector algebra. Again, the thing to keep in mind is that a 
reference system is something we humans impose on space; it 
is not an intrinsic feature of space itself. We do it to keep track 
of moving things. If we were smart enough to do that without 
such a system, we would. It’s not a pleasant thing to do, this 
plopping down of a coordinate system onto a space. It’s ugly, 
and should be avoided whenever possible.

At any rate, we now have a technique for mapping out space: 
points on a line can be represented by numbers, points on a 
plane by number pairs, and points in space by number triples. 
Each time the dimension of the space goes up, we need an 
additional number slot in our representation. Each new slot 
corresponds to a new independent direction.

This is really what dimension means—the number of coor-
dinates required to specify the different locations in space. So 
a line or curve is one-dimensional, a plane or the surface of 
a sphere is two-dimensional (longitude and latitude do the 
trick), and the space inside a cube is three-dimensional. The 
dimension of a space is a number that describes in a rough, 
qualitative way what life is like in that space—how much free-
dom you have to move around.

What about four-dimensional space? Is there such a thing? 
If we’re asking whether four-dimensional space is real we 
might as well ask about three-dimensional space: Is there such 
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a thing? I suppose it appears that there is. We’re walking around 
(apparently), and things certainly look and feel as though they 
are part of a three-dimensional universe, but when you come 
right down to it, three-dimensional space is really an abstract 
mathematical object—inspired by our perception of reality, to 
be sure, but imaginary nonetheless. So I don’t think we should 
put four-dimensional space in any special mystical category. 
Spaces come in all sorts of dimensions, and none are any more 
real than any other. There are no one-dimensional or two-
dimensional spaces in real life, and the only thing that gives the 
number 3 any special status is that our senses appear to offer us 
that particular illusion.

What I’m saying is that we are free to speak of locations in 
four-dimensional space in the same way as before, namely as 
quadruples of numbers. Alternatively, we could imagine four 
mutually perpendicular unit vectors, and then the various 
combinations of them would describe the positions in four-
dimensional space. The major difference is logistical—we 
have no visual or tactile experience in four dimensions, and 
seeing as how we like to draw things on paper, which is itself 
(roughly) two dimensional, pictures of four-dimensional 
space are a bit problematic. As annoying as that may be, we 
can take comfort in the fact that pictures don’t mean all that 
much anyway, and anything we wanted to understand or 
prove about objects in four-dimensional space would have to 
be handled ultimately by reason alone, just like anything else 
in mathematics.

How many corners are on a  

four-dimensional cube?
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So yes, there is such a thing as four-dimensional space: it is 
simply the collection of all quadruples of numbers. And the 
same goes for any number of dimensions. There is no reason 
why we couldn’t work in eight- or thirteen-dimensional space 
if we wanted to. I suppose to be really precise, I should say 
that four-dimensional (Euclidean) space is actually the set of 
all possible four-tuples of points on a line—that is, each point 
in four-dimensional space is a quadruple of points in one-
dimensional space. The set of four-tuples of numbers is in fact 
a map of that space, and not the space itself.

One thing I find particularly annoying is when people (espe-
cially in science-fiction movies!) talk about “the fourth dimen-
sion.” There is no fourth dimension—just as there is no first, 
second, or third dimension. (Which dimension is the third 
one, width?) Dimensions do not come in an order; they’re not 
out there as preexisting entities. So there is no fourth dimen-
sion; there are spaces (lots of them) some of which happen to 
be four-dimensional. In other words, dimension is a number 
attached to a space, and every space has a dimension; namely, 
the number of coordinates a map of the space requires.

The modern way to think about dimension is as an invari-
ant—one of the sturdiest invariants there is, in fact. A space can 
be subjected to the most drastic deformations and distortions, 

0

12

3
4



	 T IM E A N D SPACE	 217

and its dimension will not change. The surface of a sphere is 
two dimensional, and no matter how you stretch it, dent it, or 
twist it, it will remain two dimensional.

The main use of dimension in mathematics is as a classifica-
tion tool. Most people enjoy sorting things into groups, and 
geometers are no different. Just as biologists like to divide living 
things into various categories (plants, animals, fungi, etc.), 
geometers are also faced with a rich and varied multitude of 
shapes and the desire to classify them into groups is irresistible.

The most important feature of living things is that they are 
alive. They convert energy, and distinctions can be made based 
on the manner in which this is done (e.g., photosynthesis, 
respiration, fermentation). This is what makes animals differ-
ent from plants, for instance.

To me, the most important thing about a geometric object 
is that it can be measured. It makes sense to divide shapes into 
categories depending on the manner in which this is done. 
Curves are different from surfaces because length is different 
from area.

In a way, this is a subtle point. When we talk about measur-
ing the circumference and area of a circle, we are actually talk-
ing about two completely different objects. The circumference 
is a length measurement of the curve known as a circle. The area 
measurement is referring to the surface consisting of the interior 
of the circle, usually called a disk. Similarly, geometers use the 
word sphere to mean the two-dimensional surface, whereas the 
solid object is referred to as a ball. So we measure the length of 
a circle, the area of a disk or sphere, and the volume of a ball.

Thus, one-dimensional spaces (also known as curves) corre-
spond to one-dimensional measurement, namely length. 
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Two-dimensional spaces (surfaces) are measured in terms of 
area; and solids occupy volume.

What is the volume of a four-dimensional  

box? How long is its diagonal?

Show that a four-dimensional pyramid occupies 

one-quarter of its four-dimensional box.

What is the four-dimensional analog  

of a cone? Can you measure its  

volume? How about a sphere?

Dimension plays the same role in geometry as kingdom does 
in biology: it is the top-level hierarchical subdivision. As differ-
ent as the surface of a cone is from that of a cube, they are closer 
to each other than either is to a straight line or the space inside 
a ball.

Here is another nice way to think about dimension. Suppose 
we have some shapes of various dimensions, and we scale them 
by a certain factor r. The natural size measurements are then 
affected in different ways depending on the dimension of the 
shape. The lengths of curves get multiplied by the scaling factor 
r, the areas of surfaces by r2, and the volumes of solids by r3. So 
the dimension appears as the power of the scaling factor.

What is the dimension of an angle?
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4

In order to describe motion, we not only need a way to locate 
position but also the ability to tell time. Of course, we’re not 
talking about real time, the kind of time that goes by in the 
physical world (and God only knows what the deal is with 
that!), but rather a purely abstract mathematical version of time, 
which, as with everything mathematical, we get to invent. 
What do we want mathematical time to mean?

The most elegant answer is this: time is a line. The points on 
this time line represent moments, and moving around on the 
line corresponds to going forward or backward in time. The 
choice of a line to represent time is interesting, because it gives 
us a geometrical way to think about something that (at least to 
me) is not in itself particularly visual.

So how do we tell what time it is? Naturally, we need some 
sort of clock. But what is a clock, exactly? A clock is a reference 
system! It is a way of assigning numbers to moments in time. 
To set up our clock, we simply do the same thing for time that 
we did for space: choose an origin (a reference time), a time 
unit, and an orientation (clockwise?). Having done this, every 
moment in time can then be represented by a single (positive 
or negative) number.

Sometimes I like to think of motions as experiments, and 
the time line as my stopwatch. The origin is then the moment 
I start my experiment. If we call our time unit a second (and 
we’re free to call anything anything) then the number 2 would 

past present future



220	 M EASU R EM ENT	

refer to the precise instant two seconds after the start of the 
experiment, whereas the number – would correspond to the 
time exactly pi seconds before my experiment began.

Naturally, as with spatial reference systems, any clock is 
completely arbitrary, and we are free to design clocks to suit 
our present purposes, whatever they may be.

Let’s imagine a point moving along a line in a certain way, 
perhaps speeding up and slowing down, maybe changing 
direction from time to time—whatever. Suppose we’ve chosen 
convenient reference systems for both time and space, so that 
the position of the point and the time of day are each repre-
sented by a single number.

Then the motion of the point can be completely described 
by knowing exactly which time numbers go with exactly 
which position numbers. If, for instance, the point is at position 
number 2 when the clock reads 1, then that information (posi-
tion is 2 when time is 1) constitutes an event in the history 
of the motion, and complete knowledge of all such events is 
tantamount to the motion itself. Geometrically, we can repre-
sent an event like this as a pair of points, one in space and one 
in time, linked together by the motion of the point itself:

Of course, knowledge of one or even a million such corre-
spondences between space and time is not enough. We need 
to know all of them. Just as we cannot measure a shape unless 
we know exactly where every one of its points is, we can’t 
measure a motion unless we can say precisely where the object 

position

time
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is at every instant. This brings us right back to our description 
problem: we can’t talk about a motion unless it has a pattern, 
and a pattern we humans can describe.

This means that with respect to a given reference system, the 
position numbers and the time numbers must satisfy some sort 
of numerical relationship that we can state in a finite amount 
of time.

For example, suppose that a point is moving at a steady rate 
and we’ve chosen a time unit (call it seconds) and a space unit 
(let’s say inches) and that the constant speed of the point is, say, 
two inches per second. If we calibrate our clock so that the 
point is at position number 0 at the start of the experiment, 
then we know that when the time number is 0, the position 
number is 0 also.

Abbreviating the time number by the letter t and the posi-
tion number by the letter p, we can say that when t = 0, p = 0. 
Also, when t = 1, p = 2; and when t = 2, p = 4. We could even 
make a little chart:

Since the point is moving at a steady rate, we know that the 
position number will always be exactly twice as big as the time 
number. So when t = 1--2 , p = 1; when t = √

_
2, p = 2√

_
2; and 

when t = –, p = –2 (assuming the point was moving before 
we started the stopwatch).

This means that we know every event in the history of this 
motion. This is because the pattern is describable. Either the 

 t  p

 0  0

 1  2

 2  4
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phrase “a point moving at a constant rate of two inches per 
second” or the more succinct p = 2t serves to describe the pattern 
completely. Notice that both these descriptions depend on the 
choice of units: if we chose a different unit of time or distance or 
both, we would get a different description of the same motion.

In fact, if a point is moving along a line at a constant speed 
in a certain direction, we can always choose our orientations, 
units, and origins so that the pattern of position and time is 
simply p = t. Of course, if we had two points moving on the 
same line in different ways, we wouldn’t be able to choose a 
reference system in which both motions could be described so 
simply.

Design a pair of moving points on a line.  

When and where do they collide?

Another (perhaps silly) example of a motion is a point stand-
ing still. If we choose this point as our origin, then the motion 
(or lack thereof ) could be encoded as p = 0 with no mention 
of t at all.

The point is, any relationship of the form “position number 
equals blah blah blah” (where the blahs may or may not depend 
on the time number) describes a particular motion (with respect 
to that reference system). All that is necessary is that for each 
value of the time number the pattern produces a single, definite 
value for the position number. That’s what a motion is—a rela-
tionship between time and space that tells us the exact position 
at every moment.

Just as for shapes, where we wanted to somehow get measure-
ment information (e.g., lengths, areas, angles) from pattern 
descriptions, we’ll want to figure out how to take patterns 
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of motion and turn them into measurements. How fast is it 
moving? In what direction is it heading? How far did it travel, 
and how long did it take to get there? That sort of thing.

Which relationships between position  

number and time number correspond to  

constant speed motions on a line?

5

One thing that makes thinking about motion somewhat more 
difficult, or at least feel different from thinking about size and 
shape, is that we have no picture. A shape has a shape, but a 
motion is a relationship. How can we “see” a relationship?

One idea, of course, is to make a graph. In the case of a point 
moving on a line, we could imagine a chart with, say, time as 
the horizontal and position as the vertical. 

At each moment in time, given by a number on the time line, 
there would correspond a position number, and we can simply 
plot these numbers on the chart to give us a visual representa-
tion of the pattern of motion. 

Notice that what we end up making is a curve. It is absolutely 
crucial to understand the status of this curve. This is not the 

po
sit

io
n

time
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path that the point traces out—after all, the point is travel-
ing along a straight line—rather, it is the record of its motion. 
The point itself is traveling within a one-dimensional space, 
whereas this curve here, this graph of the motion, is sitting in 
a two-dimensional space.

This two-dimensional space is very interesting. It is not 
entirely spatial, since one of its dimensions corresponds to 
time, and not entirely temporal either, since the other dimen-
sion refers to position. This environment is called space-time. 
The points of space-time can be thought of as events, and a 
motion is then a curve of events.

What is the space-time representation of a 

constant speed motion along a line?

In this way, all motions can be thought of statically—a 
motion in space is the same thing as a curve in space-time, and 
this curve does not move. As an example, imagine two points 
speeding toward each other on a line, colliding like billiard 
balls, and then bouncing away. The space-time picture might 
look something like this: 

The important thing is to be able to read such a diagram: 
the points are not moving in a plane; they are moving along a 
straight line. It is the introduction of time as an extra dimen-
sion that gives us a planar diagram. Motion in one-dimensional 
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space corresponds to a curve in two-dimensional space-time. 
Rather than asking how things move in our universe, a physicist 
trying to understand billiard balls and other moving things can 
rephrase the question as, what curves in space-time are possible?

If two bugs crawl along the edge of a table in 

such a way that their motion has this space-time 

diagram, what must have happened?

Of course, the same thing is true in higher dimensions. 
Motion in a plane corresponds to a curve in three-dimensional 
space-time. I like to imagine the vertical direction coming up 
out of the plane as representing time, so that as a point roams 
around the plane, its space-time curve rises up through space 
directly above where the point is at that moment.

position

time
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Again, we get a fixed, nonmoving geometric representa-
tion of the original motion. The deal we’re making is to trade 
motion for dimension. We get to have a static picture instead 
of a more complicated moving one, but the price we pay is that 
we have to bump up the dimension. It’s not necessarily a trade 
we’ll always want to make, but at least it’s an option.

Incidentally, this means that a motion in three-dimensional 
space corresponds to a curve in four dimensions, which means 
that you—your whole life in this world—is just a single curve in 
four-dimensional space-time. Actually, since you are composed 
of trillions of particles all wiggling and jiggling in space, it’s 
more like your life is a braid of trillions of infinitesimally thin 
threads twisting around each other, some of them flying off, 
and so on. All the events—past, present, and future—of our 
whole ridiculous universe are writ on this one four-dimensional 
canvas, and we are but the tiniest brush strokes.

Ahem. The point is that at a cost of one dimension, we can 
replace motions (relationships between space and time) with 
curves—single, motionless, geometric objects.

This means that kinematics (the study of motion) is really 
the same as geometry. How something moves—the style of its 
motion—is completely reflected in the shape of its space-time 
curve. Understanding motion in a certain space is the same as 
understanding shape in a space one dimension higher. 

So not only can we use geometry to study motion, we can 
also go the other way as well. Sometimes, a particular curve, 
which we are interested in for purely geometric reasons, can 
be thought of as the space-time image of a motion. This whole 
connection between motion and shape comes from our choice 
of a line to represent time. In particular, any geometric line can 
be thought of as a time line if we so desire.
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Which curves in the plane can occur as space-

time images of a one-dimensional motion?

I think the most important thing to understand here is that 
motion is a relationship, and it is the relationship itself that is 
the central object of our inquiry. Whether you want to think 
of it as a motion in space or as a curve in space-time is second-
ary. Ultimately, when we do geometry or mechanics, we are 
not investigating shapes or motions but relationships. A graph 
of a relationship may be a nice visual representation, and such 
a picture might give us ideas, just as thinking of it as a motion 
might give us different ideas, but precise measurement infor-
mation can come only from the relationship pattern itself.

What if time were two dimensional or circular?

6

The thing that got me started talking about motion in the first 
place was that I wanted to understand mechanical curves like the 
helix and the spirograph curves. These shapes are described by 
points moving on rolling circles. Next to constant speed motion 
along a straight line, this is the simplest motion I can think of—
the motion of a point, at constant speed, around a circle.

Of course, if the only thing that’s going on is a point moving 
along a circle, then we’re in essentially the same situation as 
with a line. We can choose any point on the circle as our refer-
ence point, pick one direction around the circle as positive, and 
obtain a number circle in the same way as a number line.
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In this manner, we can record the position of a moving point 
at all times. The only new wrinkle is that, since the circle is 
closed, the numbers will wrap around and each point will 
receive infinitely many labels. The circle will have a certain 
length (depending on our choice of unit), and the various 
numbers corresponding to a particular position will differ from 
each other by multiples of that amount. For example, if we 
choose our unit so that the circle has length 1 (and why not?), 
then the origin of our coordinate system will receive the labels 
0 and 1, as well as 2, 3, –1, and all the other positive and nega-
tive whole numbers. 

Except for this slight twist of having multiple coordinates, 
the circle behaves the same as the line. A motion on the circle 
can be described in the usual way, as a numerical pattern relat-
ing the position number to the time on the clock. The simple 
relationship p = t, which describes constant speed motion on a 
line, also describes constant speed circular motion.

In fact, the same goes for any curve whatsoever; all curves 
can be coordinatized in this way, so describing motion on one 
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curve is the same as for another. In other words, all curves 
are intrinsically the same. Well, actually, that’s not quite true; 
there is the difference between open and closed. But that is 
the only difference. Structurally, any two open curves are 
identical, and any two closed curves are also. That is, if your 
universe were one dimensional and so were mine, we couldn’t 
tell the difference between them. If we both chose reference 
points and units and set up coordinate systems, then every 
location in my world would have a corresponding place in 
yours, and no experiment we could perform could detect the 
difference—except, of course, for the experiment of going 
off in one direction and seeing if we ever come back or not. 
From a classification point of view, there are exactly two one-
dimensional geometries. (I’m leaving out the unpleasant possi-
bility of boundary points where space suddenly ends, such as 
in a line segment with endpoints.)

A geometry, in the modern sense, is a space of some sort 
endowed with a metric (that is, a notion of distance), and two 
geometries are considered the same if there is a correspondence 
between them that preserves the distance between points. In 
other words, the structure-preserving transformations are the 
isometries.

So if we have two curves, let’s say a wiggly one and a straight 
one, we can coordinatize each in whatever way we please, and 
this sets up an isometry between them. Namely, we just corre-
spond points with the same numerical label. 

3 3
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But if a curved line and a straight one are geometrically 
identical, then what does curved mean? What are we detecting 
about these two shapes when we look at one and call it straight 
and the other not?

Intrinsically—that is, from the inside—the experiences of 
people living in these two spaces are absolutely identical. What is 
different about them is extrinsic: the view from the outside. The 
two curves are the same in and of themselves; the difference is the 
way in which they have been embedded in the plane. Differences 
between the two curves can be detected by two-dimensional 
creatures living in the plane. For instance, the distance between 
two points can be measured on one of the curves (and I mean 
the distance between them in the plane) and compared with the 
corresponding measurement on the other curve.

Now these measurements do not come out the same. The 
point is that one-dimensional creatures use rulers that exist 
inside their universe, so they can’t measure how their world 
might be bending with respect to some larger ambient universe.

So what curved means is that one space has been stuck inside 
another in such a way that its intrinsic metric disagrees with 
that of the larger outside space. A straight line in the plane is 
straight because whether you measure it from the inside or the 
outside, you get the same distances (assuming, of course, that 
the one-dimensional creatures are using the same measuring 
unit as their two-dimensional brethren).
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So curved and straight are relative notions. A one-dimensional 
space is neither straight nor curved until you inject it into a higher-
dimensional space. Then the two metrics can be compared. It’s 
not the curve itself that is curved so much as it is the manner in 
which it is embedded.

In general, whenever one space sits inside another—whether 
it is a curve in a plane, an arc lying in a sphere, or a torus float-
ing in space—the larger, “parent” space induces a metric on 
the smaller space. Any other metric that this subspace may have 
intrinsically can then be compared with the one it inherited. If 
they agree, it means that the smaller space was injected into the 
larger isometrically—straight, or flat, or whatever you want to 
call it. Otherwise, it got bent.

This is, of course, the modern viewpoint. Under this inter-
pretation, the circle, as well as every other curve, is intrinsically 
flat. A nice way to think of a flat circle is to imagine a stick 
with “magical” endpoints: 

The idea is that when you sail off one endpoint, you immedi-
ately reappear on the other. In other words, the two endpoints 
represent the same exact place. The point is, there is no intrin-
sic difference between this magical space and the customary 
idea of a circle. What makes a circle circular is the way it is 
situated in the plane.

Can you design a “magic surface”  

representation for a flat cylinder? How  

about a flat cone or doughnut?
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All of this is a very long-winded way of saying that circu-
lar motion is only really circular when there’s something else 
going on to compare it with. The cycloid is a good example. 
A point is not simply moving along a circle; the circle is roll-
ing along a line. To understand this motion, we need to know 
what circular motion looks like not from the inside point of 
view of the circle but from the outside view of the plane.

Every curve can be straightened without metric 

distortion. Is the same true for surfaces?

What are the straight lines on a sphere? How 

about for a cylinder, cone, or torus?

7

So the right questions to ask are about how a circle sits in the 
plane. In essence, we have two competing coordinate systems: 
the intrinsic circular one and the one coming from the ambi-
ent space of the plane. The question is how these two systems 
compare.

Of course, there’s no such thing as the coordinate system for 
either the circle or the plane. Coordinate systems depend on 
choices. If we make ugly, unpleasant choices, the systems will 
relate to each other in an ugly, unpleasant way.

So what would be the nicest choices? We have a circle sitting 
in a plane. The first thing to do is to choose a reference point 
in the plane. I can’t imagine a nicer, more symmetrical location 
than the center of the circle.
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As for the two directions, we might as well make them 
perpendicular, and then, of course, the symmetry of the circle 
makes it pretty irrelevant which two directions we choose. 
So, let’s pick some random direction and call it horizontal and 
call the other vertical. It is customary to orient these on the 
page as left to right and down to up, respectively, but that is, of 
course, entirely up to you. Let’s say we do it the usual way. It is 
also customary to choose the horizontal as the first coordinate. 
Having oriented our system (or ourselves, whichever way you 
want to think of it), we need to metrize it by choosing a unit. 
Since the circle is the only interesting thing in sight, we might 
as well choose its radius as our unit. 

Now our rectangular coordinate system in the plane is all set 
up. Every point in the plane (including, especially, those points 
on the circle) can now be given a coordinate label consisting 
of two numbers. The top of the circle, for instance, would be 
assigned the pair (0, 1).

The other coordinate system we are interested in is the one 
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coming from the circle itself. This is a one-dimensional system. 
Any time a curve sits in a surface, the geometry of the situation 
will come down to a comparison of a one-dimensional system 
with a two-dimensional system.

To set up the circular system, we will need to choose a refer-
ence point on the circle. I can’t say that there’s any particularly 
strong candidate. I suppose we might as well choose one of the 
four points where the perpendicular axes cross the circle, the clas-
sic choice being the right-most point (1, 0). Not that it matters in 
the least. Then, there is the clockwise versus counterclockwise 
issue. Which direction will be positive? Again it doesn’t matter. 
Custom dictates making it counterclockwise (i.e., from the first 
direction toward the second). So we’ll start at the right-most 
point of the circle and lay off units counterclockwise around the 
circumference. Naturally, we will use the same units as we did 
for the rectangular system, so we won’t have any unnecessary 
conversions to do. In other words, we’re measuring the circle 
using its own radius as our ruler. Under this system, the total 
length of the circle is 2, so for instance, the top of the circle will 
receive the label --2 , being one-quarter of the way around. (Of 
course, it will also receive the labels 5---2 , – 3---2 , and infinitely many 
others, circles being closed and all).

0p

p
2

3p
2
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Now, here’s the point. Every location on the circle receives 
both a circular and a rectangular coordinate label. The top of 
the circle is at position  --2  along the circle, meaning the distance 
along the circle from the starting point is  --2 , whereas its rect-
angular label is (0, 1). The origin of our circular system, of 
course, gets the label 0, and (by our choice) it has rectangular 
coordinates (1, 0). The fundamental question about circles in 
the plane is how to convert between the two systems. There is 
absolutely no way to understand something like a rolling ball 
without being able to go back and forth between rectangular 
and circular reference systems.

Suppose we have a point somewhere on the circle. Let’s call 
its circular coordinate s. Then the question is how exactly its 
rectangular coordinates, say x and y, depend on s. 

We know, from the way we set it up, that when s = 0, then 
x = 1 and y = 0. We can even make a little chart of the four 
corners:

s  x  y

0  1 0
-
2  0 1

  –1 0
3---
2  0 –1

(x,y)
s
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For other points, the correspondence is subtler. Consider, for 
instance, the point halfway from the origin to the top of the 
circle. Its circular coordinate is, of course, just --4 , one-eighth 
of the way around the full circle. But where is that point in the 
up-and-down, side-to-side sense? 

One way to see it is to make a little triangle. Since the angle 
of this right triangle is one-eighth of a full turn (or 45 degrees), 
we know that the triangle is half of a square. The long side 
of the triangle has length 1, since our unit was chosen as the 
radius of the circle. So the two short sides must both be  1––2 (the 
diagonal of a square being 2 times its side). Thus when s = --4 , 
we get x =  1––2  and y =  1––2 .

Alternatively, we could reason that since this is a right triangle 
of hypotenuse 1, its legs are precisely what we called the sine and 
cosine of the angle, which in this case is one-eighth of a turn.

Generally speaking, this is the best we can do. For a random 
point on the circle, the only way to talk about its rectangular 
coordinates is via the sine and cosine of the angle formed by 
this little right triangle. 

1

p
4
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Essentially, what’s going on is that circular coordinates corre-
spond to length along the circle, which is related directly to the 
angle made at the center of the circle. The rectangular coordi-
nates refer to the perpendicular lengths formed by this angle, 
and that is precisely what we have been calling the sine and 
cosine of the angle. I suppose it’s not too surprising that such 
simple objects as circles and right triangles would have some 
sort of connection.

There are a number of subtleties and details to work out here. 
The first is that the angles can get too big to fit in a right 
triangle. 

As our point swings around, the angle that it makes with 
the horizontal increases from nothing to a full turn. When the 
angle, let’s call it A, is small, then the horizontal and vertical 
coordinates of the point are simply cosâ•›A and sinâ•›A, respec-
tively. When the point passes the top of the circle (the  --2  mark), 
the corresponding right triangle is now on the other side of the 
circle, and its angle is not A anymore but the angle next to A. 
This is exactly the same thing that happened to us when we 
were measuring triangles. We ended up deciding that it would 
be most convenient to define the cosine of an angle A in this 
range to be the exact negative of the cosine of the angle next 
to it. This is lucky for us, because that is precisely what the 
horizontal coordinate of a point in this range should be. It’s no 
coincidence that the two problems—measuring the distance 



238	 M EASU R EM ENT	

between two sticks at an angle and determining the location of 
a point on a circle—should require the same choice of exten-
sion of sine and cosine. We build mathematical objects to be 
beautiful, and beautiful things, like crystals, have tremendous 
consistency: they follow patterns, and they don’t like to have 
those patterns disrupted.

What are the rectangular coordinates of  

the point with circular coordinate 3---4 ?

Similarly, the nicest extension of sine to angles in this range 
(between one-quarter and one-half of a turn) is to have sinâ•›A 
be the same as the sine of the angle next to A, not the negative 
of it. This choice allows the law of sines to remain valid for 
large angles, as well as giving us the right vertical coordinate 
for points in this quarter of the circle.

Really, what’s going on here is this: we have two problems, 
triangle measurement and the comparison of circular and rect-
angular coordinate systems. Well, they turn out to be the same. 
More precisely, the sine and cosine of an angle are a special case 
of the circle problem—the case of smallish angles. So we have 
an old definition of sine and cosine in terms of right triangle 
proportions. Now we’re forging a new definition, and lucky 
for us, it’s not conflicting with the old one. This is a recur-
ring theme throughout mathematics—the extension of a naïve 
concept to a wider and more general context.

So the idea is to give a meaning to the sine and cosine of any 
angle whatsoever. If the angle is small (between zero and one-
quarter of a turn) then we know what sine and cosine mean, 
namely the sides of the corresponding right triangle of hypot-
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enuse 1. Between one-quarter and one-half of a turn, we look 
at the outside turn and its sine and cosine. Then the sine of our 
angle is the same as the sine of the outside angle, and the cosine 
is the negative. In both cases, the sine and cosine of our angle 
are just the rectangular coordinates of the corresponding point 
on the circle. Naturally, the plan is to define the sine and cosine 
of any angle in this way. So here we go: the cosine of an angle 
is the horizontal coordinate of the point on the circle described 
by that angle, and the sine is the vertical coordinate.

Make a sine and cosine table for all multiples  

of one-twelfth of a turn (30 degrees).

If two angles add up to a full turn, what is the 

relationship between their sines and cosines? 

What if they add up to a half turn?

8

The situation is now this: for a point on the circle, with circu-
lar coordinate s and rectangular coordinates x and y, we have

x = cosâ•›A,
y = sinâ•›A,

where A is the angle formed at the center of the circle by the 
point, counterclockwise from the horizontal. (Of course, in some 
sense this is totally content free; it’s really just a restatement of our 
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failure to measure triangles algebraically.) In any case, the whole 
issue now comes down to how this angle A depends on s. 

The number s represents a length—the length around 
the circle to our point—and A is the corresponding angle. 
Traditionally, the relationship between lengths and angles is 
somewhat strained. There is a lot of mistrust and resentment, 
and also sines and cosines. But that’s really about angles and 
straight lengths. The relationship between angles and circular 
lengths is a whole different story. In fact, it’s about as simple 
as can be: they’re proportional. A full turn corresponds to a 
complete circumference length, a half turn to half a circumfer-
ence, and so on. So depending on your choice of length and 
angle units, the two will just be off by some factor. In particu-
lar, if we measure length using the radius and angle using full 
turns (as we have been), then the relationship is simply s = 2A.

Right away we could end this discussion by saying that 
the conversion between circular and rectangular systems is 
simply this:

x = cosâ•›(sâ•›â•›⁄â•›2),

y = sinâ•›(sâ•›â•›⁄â•›2).

And that’s that. If you have the circular coordinate s, all you 
have to do is scale it down by 2 to convert it to an angle 

1
A

s
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measured in full turns, then convert the angle back to a pair of 
lengths x and y using sine and cosine. The positive and negative 
signs are taken care of by our clever new definition of sine and 
cosine. And so we get the rectangular coordinates.

The only thing that is a little obnoxious about this is that we 
have to convert our arc length to an angle and then convert 
the angle back into a pair of lengths. This is happening for two 
reasons. One is our choice of units—we’re measuring angles 
in full turns. Of course, if we measured them in degrees, it 
would be even worse; the conversion from arc length to angle 
measurement would be A = 360----2 s. The question is, what are 
the best units for angle measurement? Should a full turn be 
thought of as 360 degrees, or one full turn, or what? Of course, 
it doesn’t really matter; it’s just a question of convenience. But 
convenience is a nice thing anyway. My feeling is that for poly-
gon measurement (e.g., when we were looking for possible 
tiling patterns), measuring angles as portions of a full turn is 
simple and natural. Now that we’re comparing circular and 
rectangular coordinate systems, though, it seems a bit clunky. I 
don’t really like that 2 conversion factor.

The other thing that’s getting in our way is our interpretation 
of what it is that sine and cosine do for a living. We’ve been 
thinking all along, and naturally enough, that they convert 
angles into lengths—or more precisely, ratios of lengths. This 
necessarily means that we have to go through angles any time 
we want to measure circles or circular motions, and that just 
doesn’t seem right.

So here’s my proposal. It’s rather modern, and it may seem 
strange and arbitrary, but bear with me. First of all, we’re going 
to choose a new way of measuring angles. A full turn will not 
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be 360 something-or-others, nor will it be our unit. A full 
turn will be 2. That is, we’re going to use the circular coor-
dinate system itself to measure angles. So a right angle receives 
a measurement of  --2 .

The advantage of this is that there is now no conversion 
between angles and arc lengths. Arc length is angle. More 
precisely, we’re measuring angles by the ratio of arc length to 
radius. 

So angles are really just length proportions. Further, let’s 
stop thinking of sine and cosine as operating on angles and 
instead think of them more abstractly as converting numbers 
into numbers. We can define them via our understanding 
of the circular and rectangular coordinate systems: the sine 
and cosine of a number are just the rectangular coordinates 
of the point on the circle with that number as its circular 
coordinate. For example, the cosine of  is –1, and the sine 
of 3---4  is  1––2 .

p
2
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Not that anything is really any different from before, just the 
units and the attitude. The nice thing is that we can eliminate 
angles from the situation and simply say that if s is the circular 
coordinate of a point on our circle, then its rectangular coor-
dinates are

x = cosâ•›s,
y = sinâ•›s.

And this makes complete sense for any number s whatsoever. 
Of course, this is really just a restatement of our new defini-
tion of sine and cosine. I suppose the real content of this is that 
there is no disagreement with any of our prior interpretations. 
What sine and cosine do is convert circular measurements into 
rectangular ones. They are the abstract mathematical version of 
“putting a round peg into a square hole.”

Show that cos(–x) = cos(x) and sin(–x) = –sin(x).

How do the sine and cosine of a + b depend on 

the sine and cosine of a and b themselves?

Make a graph showing how the sine and  

cosine of a number varies depending on  

the number. What do you notice?

p

3p
4



244	 M EASU R EM ENT	

9

The simplest nonlinear motion I can think of is a point moving 
in a circular path at a constant speed, usually referred to as 
uniform circular motion. To describe such a motion, we 
would need, as always, to choose coordinate systems for time 
and space—to build a clock and a map suitable for the situation.

Naturally, the simplest choices would be a length unit equal 
to the radius of the circle and a time unit chosen so that the 
speed of the point was equal to 1 (in other words, to choose 
our unit of time to be the amount of time it takes the point to 
travel an arc length equal to 1 length unit). With these choices, 
the description of the motion is as simple as can be: if s is the 
circular coordinate and t is the time, then the motion is given 
simply by the pattern s = t.

Of course, if we are concerned with the relationship between 
our point and some external object, say another point or line 
in the plane, we would prefer a description of the motion from 
the plane’s point of view. We could do this by choosing a rect-
angular system for the plane, with coordinates x and y say, and 
describe the motion of the point in those terms. The simplest 
setup would be what we had before, with the center of the circle 
as our origin, and so on. If we orient our system so that the 
motion of the point is counterclockwise and its initial position 
(at time t = 0) is the customary starting point x = 1, y = 0, then 
the motion can be described by the set of relations s = t, x = cosâ•›s, 
y = sinâ•›s. More simply, we could just write:

x = cosâ•›t,
y = sinâ•›t.
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This provides a complete description of the pattern of motion. 
At each time t, we get an explicit (albeit transcendental) speci-
fication of the precise location of our moving point.

What if our point were moving clockwise?

The space-time view of this motion is particularly interest-
ing. Since the motion is taking place in a plane, the corre-
sponding space-time is three-dimensional, with coordinates x, 
y, and t. The curve in space-time corresponding to uniform 
circular motion is a helix. 

The idea is that as our point travels around the circle, it is 
lifted up in the time direction. So a motion around a circle 
in the plane is the same as a static helix in three-dimensional 
space-time.

The amazing thing about this is that since a helix appears as 
the space-time representation of circular motion, we can use 
our motion to describe the ordinary three-dimensional (non-
space-time) sort of helix. That is, if we have a helix in space, 
we can describe it as the set of points (x, y, z), where

x = cosâ•›z,
y = sinâ•›z.
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The point being that z doesn’t care whether we think of it as 
a space coordinate or a time coordinate: it’s just a number! The 
modern philosophy is to make everything—shapes, motions, 
angles, speeds, what have you—numbers, so that we have 
maximum flexibility. In particular, any space-time picture can 
be viewed as a space-only picture if we so desire.

How could we describe a constant  

speed motion along a helix?

So not only can we set up coordinate systems and use relation-
ships between the various coordinates to describe motions, we 
can do the same thing to describe static objects. For instance, 
a sphere can be thought of as the set of points (x, y, z) in a 
three-dimensional rectangular coordinate system satisfying the 
relationship x2 + y2 + z2 = 1. One can then make measure-
ments and deduce properties of the sphere from this numerical 
description.

Why does the relationship  

x2 + y2 + z2 = 1 describe a sphere?

Can you construct a coordinate  

representation of a cone?

This idea of representing geometric objects via coordinate 
descriptions provides us with a very rich and flexible language 
for describing shapes, and the connections between algebra and 
geometry that are revealed by this point of view are among the 
most fascinating and beautiful results in all of mathematics.
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Can you design equations for uniform circular 

motion with radius r and speed v?

Show that every line in the plane has a coordinate 

description of the form Ax + By = C.

10

Now let’s try to describe the cycloid. This curve is traced out 
by a point on a rolling circle, so what we need is a precise 
description of this motion. Where exactly is the moving point 
at any given moment? Of course, the first job is to design an 
appropriate coordinate system. 

I like to choose the radius of the circle as my spatial unit, the 
line it’s rolling on as my first direction (oriented in the direc-
tion that the disk is rolling), and my origin (in both space and 
time) to be a moment when the point is touching the line; that 
is, when the point has rolled completely underneath the circle. 
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The only thing left is to choose the time unit. This is tanta-
mount to choosing the speed of the rolling. Of course, it makes 
no real difference; the same curve will be traced out whether 
it rolls quickly or slowly. So we may as well choose our units 
so that the speed is pretty. Let’s say that the speed is 1. By that 
I mean that if you look at the disk in isolation, independent of 
the line it’s rolling on, it rotates so that the moving point has 
constant unit speed along the circle.

Actually, this idea of looking at the motion from different 
points of view is extremely valuable. It usually goes by the 
name of relativity. A bug sitting somewhere in the plane would 
see this motion as a point on a disk rolling on a fixed line, 
whereas another bug who was riding on the disk (sitting at the 
center, let’s say) would simply see the point rotating around it, 
with the line speeding by. 

The point is, neither is right or wrong; they’re both right 
from their own point of view. The important thing is for them 
to be able to communicate with each other. That is one thing 
that makes the vector approach to motion representation very 
convenient: since positions are already described in terms of 
shifts, it’s very easy to adjust to someone else’s perspective—we 
just add on another shift!

Let me be as clear about this as I can (as if up until now I’ve 
been purposely vague). Let’s look at the vector representation 
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of our moving point; that is, the shift that takes us from the 
origin to the point itself. 

Of course, this vector is changing all the time and in a compli-
cated way. That’s the whole point; the cycloid motion is not so 
simple, and this vector is getting longer and rotating up and 
down in a subtle way that we are trying to describe precisely.

The idea of relativity is to try to find another perspective 
from which the motion is simpler, for instance from the center 
of the circle. 

Now we can view our vector (which describes the cycloid 
motion) as being a sum of two simpler vectors, namely the 
one from the origin to the center of the circle and the radial 
vector from there to the point itself. The motion of the center 
is simple because there is no rotation, and the radial vector is 
simple because it is purely rotation.

This is an extremely useful technique: a clever change 
of perspective breaks down a complex motion into a sum of 
simpler motions. We can go even further with this. Instead of 
watching the center from the point of view of the origin, it’s a 
little nicer to watch it from a position one unit higher.
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This means we’re breaking the vector to the center into a 
sum of two pieces—a vector up one unit and a horizontal 
vector from that position to the center of the circle. These are 
both simpler motions, since their directions don’t change. In 
fact, the first vector doesn’t change at all.

So we have broken the relatively complicated motion of 
a point on a rolling disk into three much simpler motions: 
a constant vector to get us up to the level of the center of 
the disk, a purely horizontal vector from there to the center 
itself, and then finally the vector from the center to the rotat-
ing point.

Of course, we still need to give precise descriptions of how 
each of these vectors depend on time. Let’s have t denote the 
time on our clock, u

1
 be the unit vector in the (positive) hori-

zontal direction, and u
2
 the vertical unit vector.

Let’s start with the vector from the center of the circle to the 
moving point. This is simply uniform circular motion, where 
we start at the bottom of the circle (that was our choice of 
where the point is at time t = 0) and rotate clockwise (that was 
our choice of which direction the disk travels). 
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If we were starting from the right-hand side of the circle and 
traveling counterclockwise, we would have exactly the situ-
ation we looked at before with circular motion, namely the 
coordinates of the point would be cosâ•›t and sinâ•›t. That is, the 
vector from the center of the circle to the point would simply 
be (cosâ•›t)â•›u

1
 + (sinâ•›t)â•›u

2
. Since we’re starting at the bottom and 

moving clockwise, this needs to be modified to

(–sinâ•›t)â•›u
1
 + (–cosâ•›t)â•›u

2
.

Maybe the best way to see this is to think about the coordi-
nates separately. The horizontal position needs to begin at 0, 
decrease to –1, and then move back to 0, up to 1, and back to 0 
again. That’s exactly what sinâ•›t does—only negated. So the hori-
zontal coordinate is moving in the –sinâ•›t pattern; similarly for the 
vertical, only with cosine. Alternatively, our point is moving in 
the customary way from the perspective of someone standing on 
the other side of the plane, looking sideways. This has the effect 
of reversing the coordinates and negating them—more relativ-
ity, I suppose. In any case, we have a precise description of the 
motion of the point from the point of view of the center.

What are the various coordinate descriptions  

for a point moving uniformly on a circle,  

starting at any of the four corners  

and moving in either direction?
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Next we need to describe the motion of the center itself. The 
vertical part of it is easy; it’s just u

2
. It’s the horizontal part that’s 

going to be a bit tricky. Probably the simplest way to measure 
the horizontal motion is to let the circle make one complete 
rotation. 

Now because the disk is rolling (that is, it’s not slipping or 
skidding), the full circumference is laid down horizontally. In 
other words, the distance along the road that the disk travels 
is one circumference. This means that in the amount of time 
it takes the point to make one full rotation (and thus travel 
a distance of one circumference), the center moves the exact 
same distance horizontally.

 This means the horizontal speed of the center is the same as 
the speed of the rotating point along the circle. But we chose 
our time unit so that this speed is 1. Thus the horizontal speed 
of the center is also 1. Is that at all understandable? This is by 
far the hardest part of the problem—interpreting what “rolling” 
means exactly.

So that’s pretty. The center travels horizontally at exactly 
the same speed as the point rotates. Algebraically, what this 
means is that the horizontal vector is simply tu1

. That is, it 
points in the positive horizontal direction, and its length is 
always equal to t, since it starts off at zero and grows at a 
constant unit rate.
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Putting everything together, we get that the position vector 
p of our point is given by

p = (–sinâ•›t)â•›u
1
 + (–cosâ•›t)â•›u

2
 + u

2
 + tu

1
.

This is as nice an example of mechanical relativity as you 
will ever see. Our complicated motion is broken into a sum of 
simpler motions corresponding to different points of view.

If you prefer, we can rewrite this description in terms of coor-
dinates. The amount of u

1
 that p contains is t – sinâ•›t, and the 

amount of u
2
 is 1 – cosâ•›t, so we could write our motion as

x = t – sinâ•›t,
y = 1 – cosâ•›t,

where as usual, x denotes the horizontal and y the vertical coor-
dinate of the point at any time t. This is a fairly nice descrip-
tion, given how complex the motion appears to be.

Let’s test this out a bit. When t = 0, this says that x = 0 and 
y = 0. So that’s good. It means that the point starts out at the 
origin, as planned. When t = 2, we get x = 2, y = 0, which 
also agrees with what we decided before—that the disk travels 
a distance of 2 after one full rotation. 

We can also see that halfway along, when t = , we get  
x =  – sinâ•› = , and y = 1 – cosâ•› = 2, again in agreement 
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with what we expect. So that’s nice; it means we probably 
didn’t make any gross blunders.

We now have a precise description of the motion of a point 
on a rolling disk.

If two points in the plane move at constant speeds 

on a collision course, what will the motion of each 

one look like from the point of view of the other?

Two points move on a line with constant  

velocities. What is the view from  

their (moving) midpoint?

Can you construct descriptions for the  

motions that determine a hypocycloid or  

an epicycloid? How about a spirograph?

11

So we have solved the description problem for the cycloid. We 
can now say exactly where the moving point is at all times; 
namely, we have the precise description

x = t – sinâ•›t,
y = 1 – cosâ•›t.

What we have here is an encoding of the cycloid. That is, 
a symbolic representation of the shape information. We have 
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replaced the geometric/visual description of a point on a roll-
ing circle by a static (and admittedly somewhat cryptic) set of 
equations. Why did we do this? Why are we trading simple 
beautiful pictures in exchange for ugly and complicated 
hieroglyphics? I think most people are left somewhat cold by 
descriptions of this sort: “Oh, great. Equations.” Where is the 
beauty and romance in that?

Of course, the reason we make this kind of trade is that ulti-
mately it’s worth it. The same thing happens with literature 
and music. Perhaps some of the romance of the oral tradition 
was lost when written language was developed—the sound of 
the author’s voice, the way gesture and inflection were used. 
These things were definitely sacrificed when we moved to 
the printed word. But the advantages of encoding language 
symbolically are beyond dispute. Also, there is nothing keep-
ing you from reading aloud if you wish. Books do not destroy 
the oral tradition; they expand it and give you the option of 
a psychologically different experience. And of course, they 
preserve information.

An even closer analogy is musical notation. Sheet music 
is an encoding of musical information in symbolic form—a 
shorthand, in other words. Is it necessary? No, of course not—
composers can hum! Is it convenient? Yes, very. 

Here is a musical idea, quickly and precisely conveyed. The 
information is succinctly encoded and can be easily transmitted 
to others. Any musician can read it and immediately understand 
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the idea. Has the romance of music been lost? No, but a cultural 
barrier has been erected. Those who cannot read music are to 
some extent excluded. Whenever a symbolic encoding system is 
invented, there is a literacy issue. It’s great to be able to commu-
nicate your ideas precisely in a compact form; the problem is 
you then need to learn how to read.

We are now in this exact situation with respect to shape and 
motion. Descartes’ idea of using coordinate systems to describe 
locations numerically allows us to represent even very complex 
motions in a precise and succinct form (namely, as a set of 
equations). The advantages are that we can move information 
around easily on paper, and we don’t have to make any diffi-
cult drawings. The disadvantage is that we have to be careful. 
Notice how fragile musical and algebraic notations are; one 
small change in a symbol could ruin the whole thing! But the 
biggest problem is that we have to learn to become fluent in 
the symbolic language. The point is not to be mere scribes 
who can operate the symbols and make translations but to be 
composers who can use the language to create and investigate 
beautiful things. The invention of a symbolic language creates 
a culture, be it musical, literary, or mathematical, and there is 
romance in that as well.

As a matter of fact, we can carry the musical analogy even 
further. After all, what is a piece of music? Isn’t it a motion of 
sounds? Let’s take the notes of the piano keyboard as our pitch 
space; that is, the space in which our point/note is going to 
wander. The musical staff is nothing more than a map of this 
space; the lines and spaces are the possible locations, and they 
have coordinates such as middle C, high B, and so on.
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Like any map, the musical staff has an orientation (high notes 
toward the top, low notes toward the bottom) and a unit (one 
step). The various clefs and key signatures determine the origin 
of the system. A piece of music can then be graphed in pitch-
time. The horizontal direction measures time (the unit is the 
beat, the origin being the start of the piece). The little black dots 
denote the musical “events.” (I suppose we could consider loud-
ness as another dimension in our space of note points, so a piece 
of sheet music is really a graph of a two-dimensional motion.)

So both composers and mathematicians construct coordi-
nate systems appropriate to their description problem and use a 
symbolic language to encode the patterns. And just as a good 
violinist can glance at a line of sheet music and hear the tune in 
her head, an experienced geometer can see and feel the shapes 
and motions described by a system of equations (at least if they 
are reasonably simple).

Can you construct a coordinate  

description of a spiral motion?

12

What we have been talking about is representation. Whenever 
one thing is used to represent another, there are always inter-
esting philosophical consequences. For one thing, there is the 
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question of exactly who is representing whom. Is the sheet 
music a transcription of the sound, or is the performance an 
enactment of the sheet music? Or is it that both the writing 
and the playing are representations of the same abstract musi-
cal idea?

In our case, we have a geometric object (a shape or motion) 
and its representation by a set of equations. But is it the shape 
that is the real thing and the equations only a convenient alge-
braic encoding, or could we just as easily view the equations 
(i.e., the number pattern) as the true object of interest and the 
shape or motion as a mere visual or mechanical representation 
of it?

Of course, we have known all along that pictures themselves 
are not very useful description tools (their value is mostly 
psychological) and that when we speak of a circle we are not 
really talking about a picture but rather a linguistic pattern: the 
collection of points at a certain distance from a fixed center. 
What Descartes realized is that any such verbal description 
that is precise enough to specify a shape or motion exactly can 
be replaced by a numerical pattern and represented as a set of 
equations. For instance, the circle can be encoded (with our 
usual choice of coordinates) as x2 + y2 = 1.

On the other hand, any equation or set of equations involv-
ing any number of varying numerical quantities (usually called 
variables) can be interpreted as describing a shape or motion. 
That is, every numerical relationship has a certain “look” to 
it. The relation b = 2a + 1 (which encodes the purely abstract 
numerical information that the variable b is always one more 
than twice the value of a) can, if we wish, be thought of as a 
line in two-dimensional space:



	 T IM E A N D SPACE	 259

Or, if we prefer, we could view this as a space-time picture 
and imagine that a is time and b is position. In this way, the 
relationship b = 2a + 1 becomes the record of a constant 
speed motion beginning at position 1 and moving forward 
at a rate of 2.

Ultimately, of course, it is neither shapes, motions, nor equa-
tions that are the real object of study but patterns. If you choose 
to represent your pattern geometrically or algebraically, that’s 
fine. Either way, it is the abstract pattern relationship that you 
are really talking about.

What happens when we view shapes as mere visual represen-
tations of number patterns? Well, for one thing we get a lot of 
new shapes! This so-called coordinate geometry (initiated 
by the publication of Descartes’ La Géométrie in 1637) not only 
provides a convenient solution to the description problem—
providing us with a uniform linguistic framework in which to 
describe geometric patterns—but at the same time gives geom-
eters an entirely new way to construct shapes and motions. We 
now have almost unlimited descriptive ability.

The question then becomes which equations correspond to 
which shapes? (Of course, I’m including motions here, since 
we can always think of a motion as a curve in space-time.) 
What we need is a “dictionary” to help us translate between 
geometric and algebraic descriptions. We could start with:

b

a

b = 2a + 1
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	 dimension of space ⟷ number of variables
	 shape or motion ⟷ relations among variables

So that if, for example, we were interested in the equation 
x2 + y2 = z2, we could “see” it as the set of points (x, y, z) in 
three-dimensional space whose coordinates satisfy that relation-
ship. We would then be able to tell that the point (3, 4, 5) was 
included as part of this shape and that the point (1, 2, 3) was 
not. Whatever shape this is, it has been completely and precisely 
determined.

What shape is it?

I like to think of a set of variables as creating an ambient 
space and the equations as carving out the shape. In the case 
of two variables, the ambient space would be two-dimensional 
and the relation between the variables would carve out a curve 
determined by that relationship. In particular, we can add to 
our dictionary:

	 line in the plane ⟷ Ax + By = C
	 circle ⟷ x2 + y2 = 1

There is a subtlety here, actually. Whenever we go back and 
forth between shapes and equations, there is always something 
lurking in the background—namely, the coordinate system. For 
instance, if you (for whatever reason) were to take the origin of 
your coordinate system to be a point other than the center of 
the circle and your unit to be something other than its radius, 
then x2 + y2 = 1 would no longer be the correct description.
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What is the equation of a circle of radius r 

centered at the point (a, b)?

One of the most beautiful discoveries of this period (the 
early 1600s) was that simple equations correspond to simple 
shapes. The simplest numerical relationships are those that 
involve no multiplications among the variables, only addition 
and scaling by constants. In two dimensions, these have the 
form Ax + By = C and correspond to lines. (For this reason 
such equations are often called linear.) In three dimensions we 
would have another variable, Ax + By + Cz = D. The picture 
(or graph) is now a plane in space.

Why does Ax + By + Cz = D  

describe a plane?

More complicated equations would involve products among 
the variables, the simplest examples being equations with only 
pair-wise products such as x2 or xy. The circle x2 + y2 = 1 
would be one example of such a degree 2 equation. Another 
would be the squaring relation y = x2. The graph of this equa-
tion turns out to be a parabola.

Why does y = x2 carve out a parabola?  

Where are its focal point and focal line?

In fact, it turns out that the graph of any degree 2 equation

Ax2 + Bxy + Cy2 + Dx + Ey = F



262	 M EASU R EM ENT	

is always a conic section. That is, the class of curves we have 
been calling conic sections corresponds exactly to the set 
of degree 2 equations in two variables. In other words, the 
simplest nonlinear curves correspond to the simplest nonlinear 
equations. So we have another entry in our dictionary:

conic sections ⟷ degree 2 equations

There is a small technicality here, actually. Some degree 2 
equations (e.g., x2 – 4y2 = 0) have graphs that are not in fact 
conic sections. They instead form so-called degenerate conics (a 
pair of crossed lines in this case). So there is a bit of a subtlety 
to the correspondence.

How do the coefficients A, B, . . . , F  

determine which type of conic section  

(ellipse, parabola, or hyperbola) is described?

When is a degree 2 equation degenerate, and  

how many types of degeneracy are there?

What about equations of degree 3, such as y2 = x3 + 1? What 
shape does this make? 

y

x

y2 = x3 + 1
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It turns out that this one is new. It’s not a circle or a conic or 
a cycloid or a spiral, or anything else we have a name for. It is 
“the graph of y2 = x3 + 1,” and that’s the simplest description 
we’re ever going to have. This is what I meant by a lot of new 
shapes. Any numerical relationship you want to write down 
will carve out some sort of shape, and all but the simplest few 
will be absolutely brand-new. This is the expressive power of 
algebra—the moment we put numbers on a line to make a 
map, we get this amazing wealth of new shapes. 

What is the largest circle that can  

sit at the bottom of a parabola?

13

Having solved the description problem for motions (at least in 
the sense of having a universal language in which to describe 
them), it is clearly time to start measuring.

What is there to measure about a motion? A coordinate 
description tells us where it is when. Questions like, “where was 
it at such and such a time?” or “what time was it when it was 
here?” can be answered directly from the equations describing 
the motion. This would come down to some scrambling and 
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unscrambling of our numerical relationships—in other words, 
doing some algebra. This could conceivably be quite unpleasant 
in practice, but it presents no particularly deep philosophical 
problems.

Far more interesting are the questions: How fast was it 
going? How far did it travel? These are clearly related, since 
how far you go depends very much on how fast you go. So our 
first really interesting problem about motion is the measure-
ment of speed.

Suppose we have a moving point described by a set of coor-
dinate equations. How can we determine its speed? Since 
the entire motion is completely and precisely specified by the 
numerical relationships (i.e., the way the coordinates depend 
on time), the equations must somehow hold the speed infor-
mation within them. How do we get that information out?

Let’s start with the simplest possible situation: uniform linear 
motion in one dimension. (I suppose the simplest situation 
would be no motion at all, but that is not terribly exciting.) 
Here our motion can be described by a simple equation like 
p = 3t + 2 (where as usual p is the position number and t is 
the time coordinate). In this case, it is particularly easy to read 
off the speed information: the point is traveling (forward) at a 
speed of 3 (space units per time unit). In other words, the speed 
is simply the coefficient of time—the factor by which t is being 
multiplied. Thus for any uniform linear motion p = At + B, the 
initial position is B and the speed is A.

What if the coefficient of  

time is negative or zero?
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Of course, all of this is very dependent on our coordinate 
choices. If we reverse the orientation, rescale our units, or shift 
the origin, we can always rewrite any uniform linear motion as 
p = t so that the speed will be 1. (Alternatively, we can recali-
brate our clock so that the motion has unit speed.) It’s the same 
problem we’ve always had with measurement: it’s all relative. 
There really is no such thing as absolute speed, only speeds rela-
tive to other speeds. When we say that the motion p = 3t + 2 
has a speed of 3, both the description of the motion and the 
value of the speed depend on the choice of units for the coor-
dinate system. (A more abstract—and therefore simpler—point 
of view would be to forget about time and space altogether and 
simply view p = 3t + 2 as a relationship between two numerical 
variables p and t. There are no units, only numbers. Then we 
can say that p is moving three times as fast as t is.) In any case, no 
matter how you want to think of it, the point is that for uniform 
linear motion, the speed is easy to get out of the equation—it’s 
just sitting there!

Speaking of alternate viewpoints, what is the space-time 
picture? 

The space-time view of a uniform linear motion is a straight 
line. The speed appears as the slantedness of this line. That is, 
if the speed is 3, it means that the line is slanted at a 3â•›:â•›1 ratio 

po
sit
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n

time

p = 3t + 2
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(assuming we represent time and space units equally). So at 
least for uniform motion in one dimension, the situation is 
pretty simple. The speed is obtained easily from the equation 
and has a natural geometric representation (as slantedness) in 
space-time. What happens for more general motions?

One complication is that the point might be moving around 
in a higher-dimensional space. Suppose we have a point 
moving in three dimensions, again at constant speed in some 
fixed direction. 

Of course, if this were the only object of interest, we could 
simply take the path of the point as our universe and view the 
motion as being one dimensional. But in general (which is the 
nicest way to work), we might require a three-dimensional 
ambient space. There may be other moving points in the picture, 
for instance.

What are the equations of such a motion? The simplest way 
to think about it is to use a vector description. 

tv

pp0



	 T IM E A N D SPACE	 267

As usual, let’s have p denote the position vector of our moving 
point. So p depends on the time t in some way. As before, we 
can break this vector (which grows and shrinks and turns in a 
subtle way as time goes by) into a sum of simpler pieces. The 
first piece is the initial position vector; that is, the vector point-
ing to the location of our point at time t = 0. This is often 
written as p

0
 to denote that it is the value of p at time 0. The 

other piece is the vector from the initial position to the current 
position. Notice that this vector points in the direction that our 
point is heading, and since the motion has constant speed, its 
length grows at a constant rate. This means that it must have 
the form tv for some fixed vector v. Putting the pieces together, 
we get that every uniform linear motion in space must have 
the form

p = p
0
 + tv.

At time t = 0, this says that p = p
0
, the initial position. As 

time goes by, the position changes, so that every second (or 
whatever you want to call your time unit) the position shifts 
by the vector v. This means that the vector v not only holds 
the heading information but also the speed. In fact, the speed 
is simply the length of v, since that is how much distance is trav-
eled every second. So we see that in higher dimensions, the 
speed and direction are most nicely considered together as a 
vector. This vector is called the velocity of the motion. (In 
the one-dimensional case, the velocity is just a single number; 
its sign then carries the heading information.) Notice, as in the 
one-dimensional setting, the velocity is easily read off from the 
equation as the (vector) coefficient of time.
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If we wish, we can always rewrite any vector description as a 
set of equations in the coordinates, for example:

x = 3t + 2,
	 y = 2t – 1,
	 z = –t.

This would correspond to the vector description p = p
0
 + tv 

with p
0
 = 2u

1
 – u

2
, or (2, –1, 0), and v = 3u

1
 + 2u

2
 – u

3
, or 

(3, 2, –1). More succinctly, we could write

p = (2, –1, 0) + t(3, 2, –1).

Either way, we get a description of a linear motion in three-
dimensional space with velocity vector (3, 2, –1). The speed of 
this motion is simply the length of this vector, which (using the 
Pythagorean relation) we find to be 14.

So the dimension issue really isn’t a problem; we simply 
move from one equation to several (or what is the same, from 
numbers to vectors) and treat speed and heading simultane-
ously as a velocity vector. Of course, there is nothing special 
about three dimensions; the same idea works for motion in any 
dimension whatsoever.

Suppose two motions in space are given  

by equations p = p
0
 + tv and q = q

0
 + tw.  

What conditions on the vectors p
0
, q

0
, v,  

and w will ensure collision?
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The real problem is that most motions aren’t uniform. In 
general, a moving point does not keep a steady velocity; it 
speeds up and slows down and changes its direction constantly. 
In other words, the velocity vector itself depends on time.

The usual way to picture it is to imagine the velocity vector 
as an arrow situated at each point along the path:

Here we have a motion in the plane, and the velocity arrows 
show the point speeding up and then slowing down again. 
Notice that since the velocity vector always points in the direc-
tion of motion, these arrows will always be tangent to the path. 
I like to think of our point as a tiny moving car equipped with 
a speedometer and a compass. At every moment they together 
indicate the velocity (e.g., northwest at 40 mph).

So our fundamental problem is this: given a motion (that is, 
a description of how the position vector varies with time), to 
determine its velocity (also a vector varying with time). This is 
what the measurement of motion comes down to; transform-
ing one vector equation (position) into another (velocity).

What is the velocity vector for  

uniform circular motion?
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14

We now know what we want to measure, but how do we go 
about measuring it? We have a moving position vector p, and we 
want to determine the corresponding velocity vector (usually 
denoted by p.). For example, if p = 2t – 1 is a one-dimensional 
motion, then p. = 2 is its (constant) velocity. In general, of course, 
things are not so simple. The position vector moves around in a 
complicated way, and it’s not at all obvious how we are going to 
use its description to obtain the velocity information. 

Let’s start with the one-dimensional situation and imagine 
a point moving along a line in some complicated way. The 
space-time picture might look something like this: 

We saw before that for constant speed motion the velocity could 
be viewed as the slantedness of the space-time curve (which was, 
of course, a straight line). It was Isaac Newton’s insightful obser-
vation that this remains true for any motion. More precisely, 
Newton recognized the steepness of the tangent line at a point 

p
p.
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of the space-time curve to be a geometric representation of the 
velocity at that precise instant. What a beautiful connection 
between shape and motion! The seventeenth-century problem 
of velocity is the same as the classical Greek problem of finding 
the tangent to a plane curve.

If you like, you can imagine that each point on the space-
time curve carries with it its tangent line. As the moving point 
speeds up, the tangent line gets steeper, and as it slows down, 
the tangent line flattens out. If the point starts backing up, the 
tangent line slants down. Notice that at the precise moment 
that the point reverses direction, its velocity is exactly zero. 
The tangent line is horizontal! 

What this means is at that precise instant the point is neither 
traveling forward nor backward. When you throw a ball in 
the air, it goes up and then comes down (so they say), but 
there is a split second there where it “hangs.” (Of course, we 
are concerned with imaginary idealized motions. What really 
happens with a ball is anyone’s guess!)

Can the velocity be zero without the  

point stopping or changing direction?

Reaction to Newton’s idea varies. Some feel it to be patently 
obvious that the slantedness of the tangent line is the same as 
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sit

io
n

time
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the velocity, while to others it makes absolutely no sense at all. 
In fact, some question the validity of instantaneous velocity 
in the first place. How can a moving object have a speed at a 
precise instant? If you stop time, doesn’t speed have no mean-
ing? Of course, we’re not really stopping time, we’re selecting 
a time. (I’m sure you can well imagine the ensuing philo-
sophical and religious quarrels, the most famous being Bishop 
Berkeley’s treatise, The Analyst, addressed to Newton as “an 
infidel mathematician.”)

Probably the simplest approach is to take the idea of instan-
taneous velocity (the speed and heading at a precise instant) as 
an intuitively clear notion (much like the length of a curve) 
and use the tangent line interpretation as a means of measur-
ing it. We could even answer any philosophical qualms by 
simply defining instantaneous velocity as the slantedness of the 
tangent line.

Newton’s idea allows us to reinterpret our problem geomet-
rically: How can we measure the slantedness of a given curve 
at a given point? 

More precisely, suppose we have an equation of the form p = 
something involving t. This determines a space-time curve, 
and if we select a certain moment t, we can ask how slanted 
the tangent line is at that point. How do we get this informa-
tion out of the equation? In what way does the geometric idea 
of “tangent line to a curve” get translated into the language 
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of variables and equations? This is the problem that Newton 
solved.

The idea is to use the method of exhaustion. We will get at 
the true tangent line using an infinite sequence of approxima-
tions. Specifically, we can approximate the tangent line at a 
point on the curve by choosing a nearby point and connecting 
the dots. 

Of course, this line does not have the right slantedness (that’s 
what being an approximation means), but as we move the 
nearby point closer and closer to our point, the approximation 
gets better and better.

So we can get the true slantedness of the tangent line from 
these approximating lines—provided there is some sort of 
pattern to their slantedness. Naturally, the slantedness pattern 
will have to come from the curve itself; that is, from its 
equation.

Of course, the Greek geometers knew that the tangent prob-
lem could be approached in this manner; the new idea was 
to combine it with Descartes’ method of coordinates. In the 
case of a one-dimensional motion and its associated space-time 
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curve, what we are doing is applying the method of exhaustion 
to time. 

If we select a particular moment, which we might as well 
call “now,” we can approximate the slantedness at that point 
(that is, the velocity) by selecting slightly nearby moments—
let’s say slightly later ones—and figuring out the slant of the 
line connecting them (the approximate velocity). If we’re lucky 
(and we often are), there will be a pattern to this slantedness as 
the “later” point gets closer and closer to “now”—that is, as the 
elapsed time shrinks to zero. If we’re clever (and we often are), 
we can read this pattern and see where it’s heading. And that’s 
how we’ll get the exact velocity.

Does this all sound a bit farfetched? There are certainly a 
number of ways this plan could go awry. What if we can’t 
figure out the approximate velocities? What if they don’t have 
a pattern? What if they have a pattern, but it is too hard for us 
to read?

It turns out that the first of these is no problem at all. The 
approximate velocity (or slantedness, if you prefer) is simply 
the ratio of position change to time change: 

po
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now later

approximate velocity = 
p(later) – p(now)
t(later) – t(now)

.
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So given two points whose time and position coordinates are 
known, it is a relatively simple matter to calculate the slanted-
ness of the line connecting them. The tricky part is going to be 
figuring out where these approximations are heading.

As an example, suppose we have the motion p = t2 (the 
simplest nonuniform motion). Let’s try to determine the veloc-
ity at the moment t = 1, p = 1.

In other words, we want to figure out the slantedness of the 
space-time curve (which happens to be a parabola) at the point 
(1, 1). In this case our “now” is the moment when t = 1. A 
slightly later moment would be t = 1 + o, where o is a very 
small positive number. (This choice of notation was a little 
joke on Newton’s part—he chose the letter o to represent 
a variable that is heading toward zero. His detractors were 
apparently not amused. Berkeley derided o as “the ghost of a 
departed quantity.”) 

p

1

t

p = t2

1

1

1 1 + o

(1 + o)2
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If we write p(t) (as has become customary) for the value of 
the position p at the time t, then the change in position is simply

p(1 + o) – p(1) = (1 + o)2 – 1,

and the elapsed time is simply o itself. Thus, the approximate 
velocity would be

Now the question is, where is this number heading as o 
approaches zero? Notice that as o gets smaller and smaller, both 
the top and bottom of this fraction approach zero. Essentially 
what’s happening is that we are trying to calculate a certain 
slantedness using a sequence of ever-shrinking little triangles:

Even though the triangles themselves are shrinking away to 
nothing, their slantedness is not: it’s heading toward the truth, 
namely the velocity we are after. The problem is how to tease 
that information out of our approximation pattern. We can’t 
simply watch idly by as a fraction becomes 0/0. We need to 
understand how it’s getting there. Is the numerator approaching 
zero twice as fast as the denominator? Half as fast? Where is the 
proportion heading? To paraphrase Newton, we want the ratio 
of the quantities not before they vanish, nor afterward, but with 
which they vanish.

This is our first potential disaster. The fraction

(1 + o)2 – 1
.o
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is heading toward the true velocity/slantedness, and it is defi-
nitely following a pattern. (I just wrote it down, didn’t I?) The 
question is whether we are clever enough to read this pattern. 
We have a psychological problem—the expression of this 
pattern is not in a form that makes it easy for us to see what is 
happening. The solution is to rearrange it algebraically; not to 
change it, but to change its form so we can better understand it. 
In this case it is not particularly hard to do: 

Now, that’s more like it! Not only is 2 + o much simpler 
looking, but it’s also quite easy to see where it is heading, 
namely 2. In other words, the instantaneous velocity at the 
precise moment when t = 1 is exactly 2. More succinctly, we 
could write p.(1) = 2. So if a point is moving in the pattern  
p = t2 (with respect to a certain map and clock), then at time  
t = 1, it is moving forward at a rate of two space units per time 
unit. Or, if you prefer, we can say that the tangent line to the 
parabola p = t2 at the point (1, 1) has a slant of 2. At least in this 
very simple case, our plan has been completely successful.

In fact, we can calculate in the same way the velocity of 
this motion p = t2 at any moment whatsoever. At time t, the 
approximate velocity is

(1 + o)2 – 1
o

(1 + o)2 – 1

.
o =

2o + o2

o
= 2 + o

(t + o)2 – t2

,
o =

2to + o2

o
= 2t + o
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and this clearly approaches 2t as o approaches zero. Thus we 
get p.(t) = 2t. The velocity at any moment is simply twice the 
time (in agreement with our intuition that the point should 
be speeding up). So here is our first nonobvious fact about 
velocity:

p = t2 ⟹ p. = 2t.

On the face of it, it would seem that we got very lucky: 
we were able to rearrange the approximations in a way that 
allowed us to see what they were up to. Does the ability to 
calculate velocities necessarily come down to a question of 
algebraic skill?

In general, for any one-dimensional motion p(t) (regardless 
of how complex the dependence on time), we can say that as o 
approaches zero,

This gives us a systematic way to calculate the velocity pattern 
p.(t) from the motion pattern p(t) itself. The only question is 
whether we are clever enough to tell where the approximations 
are heading.

Check that for p(t) = At + B we get  

the expected velocity p.(t) = A.

If p(t) = At2 + Bt + C, what is p.(t)?  

How about if p(t) = t 3?

p(t + o) – p(t)
.o approaches p(t).
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15

Let’s step back from the details for a minute and think about 
exactly what we are doing. As usual, we have three equiva-
lent ways to view the situation. The geometric view is that 
the objects we are interested in are curves, and we want to 
measure their slantedness and how it changes. The kinetic 
view is that we have a motion and we want to calculate its 
velocity at all times. More abstractly, we can regard our 
problem as taking one number pattern (that which describes 
the curve or motion in some coordinate system) and from it 
deriving another pattern (that of the slantedness or speed). 
For this reason, the second pattern is usually called the 
derivative of the first.

Suppose we graph our motion pattern in space-time: 

We can then make a new graph by plotting the velocity at 
each time:
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Notice that the vertical scales in these two pictures are 
completely different. The first is a coordinate map of the 
one-dimensional space in which the point moves, whereas 
the second graph is plotted on a scale of possible rates, a very 
different thing entirely. We could say that the first picture is a 
curve in space-time and the second is a curve in rate-time (so 
in particular the units are quite different).

Our velocity project then comes down to transforming the 
first picture into the second. Qualitatively, we can see that since 
the derivative picture records the slantedness, it will have large 
values where the original curve is steep, small values where it 
flattens out, and negative values where it slants down. To say 
anything more precise, we need a way to take a number pattern 
p and produce its derivative number pattern p.. In the abstract, 
we have just solved this problem, namely p.(t) is precisely the 
number that is approached by

as o gets closer to zero. The only question is whether we can 
always get an explicit description of how p. depends on time. For 
instance, we saw that when p = t2, we could actually calculate 
p. = 2t.

The abstract viewpoint allows us to shed any geometric or 
mechanical prejudices and simply view our problem as the study 
of the transformation p Õ p.. What does this transformation look 
like algebraically? How does it behave? As p gets more compli-
cated (that is, the way it depends on t gets more algebraically 
involved), presumably p. does also. But precisely how?

p(t + o) – p(t)
o
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Here are a few things we do know:

If p is constant, then p. = 0.
If p = ct for some constant c, then p. = c.

If p = t2, then p. = 2t.

The first two of these are obvious—after all, p. is supposed 
to be the velocity. The third we calculated using the method 
of exhaustion. What happens if we have something more 
complicated, like p = t2 + 3t – 4? In this case, the approximate 
velocity is

which approaches the true velocity 2t + 3. So

p = t2 + 3t – 4 ⟹ p. = 2t + 3.

Notice that this is exactly what we would have gotten if 
we had simply “dotted” each piece of p separately. That is, if 
we had thought of p as a sum of three pieces: t2, 3t, and –4. 
Then dotting each piece gives us the correct total. This means 
that dotting is a very well behaved operation. An algebraist 
would say that it “respects addition,” meaning that if you have 
a motion of the form p = a + b, where a and b are themselves 
motion patterns (variables which depend on t in some way), 
then the simple and beautiful truth is that

p = a + b ⟹ p. = a. + b
.
.

(t + o)2 + 3(t  + o) - 4 - (t2 + 3t - 4)
o = 2t + 3 + o ,
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In other words, the velocity of a sum is the sum of the velocities. 
Of course, we can’t assume that this is always true just because 
it happened to work for the one special case we just looked at. 
But it is in fact universally valid, and it’s not hard to see why. 
The reason is that if p = a + b, then for any time t,

p(t) = a(t) + b(t).

In particular,

p(t + o) – p(t) = (a(t + o) + b(t + o)) – (a(t) + b(t))
	 = (a(t + o) – a(t)) + (b(t + o) – b(t)).

In other words, the amount p moves in a short time inter-
val is the sum of how much a moves and how much b moves. 
Dividing by the elapsed time, we get the approximate velocity 
relationship

Letting o approach zero, we see that the left-hand side 
approaches p. and the right-hand side approaches a. + b

.
, so they 

must be equal. And, of course, the same goes for any number 
of pieces, so we have

p = a + b + c + ··· ⟹ p. = a. + b
.
 + c. + ···.

Suppose p = ca where c is constant. Show  

that p. = ca.. Does this make sense intuitively?

p(t + o) - p(t ) 
o = .a(t + o) - a(t)

+
b(t + o) - b(t ) 

oo



	 T IM E A N D SPACE	 283

So far we have only considered one-dimensional motions. 
How do these ideas play out in higher-dimensional settings? 
Suppose we have a point moving in three-dimensional space 
in some way, described by a time-dependent position vector p.

Let’s try the same idea as before, letting a small amount of 
time o elapse. The position vector then changes from its current 
value p(t) to the nearby vector p(t + o). 

The difference p(t + o) – p(t) is then also a vector, namely 
the shift from the current position to the slightly later posi-
tion. This vector is tiny, but points very nearly in the direction 
of motion. In other words, its heading is very close to that of 
the true velocity at time t. As for its length, it is, of course, 
approaching zero, but when divided by o it should give a good 
approximation to the speed, since (at least for small values of o) 
the length of p(t + o) – p(t) is pretty much the same as the 
distance traveled by the point during that small interval of 
time. (Note that division by o doesn’t change the direction, 
only the length.) 

p

p(t + o) - p(t)
p(t)

p(t + o)
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Thus as o approaches zero, the approximate velocity vector

not only points more and more in the direction of the true 
velocity, but its length gets closer and closer to the true speed 
as well. So these approximations (which are now vectors) do in 
fact approach the precise velocity vector p.(t).

This means we don’t have to make any major changes when 
we go to higher dimensions. We can still use the method of 
exhaustion in the same way. Of course, there may be computa-
tional (not to mention conceptual) differences when we move 
to a higher-dimensional setting, but the algebraic form of the 
approximations is exactly the same, and that is very good news 
indeed.

In fact, this allows us to immediately generalize our results 
on velocity addition: if p = a + b is a vector sum of motion 
patterns (that is, a and b are time-dependent vectors and p is 
their sum) then we can still say that p. = a. + b

.
, and we don’t 

need any fancy new explanation; the exact same argument 
works as before, since it required only purely algebraic rear-
rangements that work just as well for vectors as for numbers. 
Since this may well be the most important discovery ever made 

distance
travelled

p(t + o) - p(t)

p(t + o) - p(t ) 
o
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about motion, I’ll say it again: the velocity of a sum is the sum of 
the velocities.

Does p = ca ⟹ p. = ca. still work  

in higher dimensions?

Intuitively, one can imagine that each of the parts of the sum 
are compelling the point to travel in a certain direction at a 
certain speed, tugging on it, as it were, in its own way, and 
the resulting motion is the effect of these separate tugs acting 
simultaneously. For example, we can view a helical motion as 
a sum of a rotational (uniform circular) motion together with 
a linear motion. 

The linear motion is pulling the point forward at a certain 
speed, and the circular motion is pushing it around the circle.

The combined effect of these two (their vector sum) is then 
the actual velocity of the helical motion.

It is this addition law of velocities that makes mechanical 
relativity—the breaking down of motions into sums of simpler 
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motions—such a useful idea. If the velocity of a compound 
motion could not be easily recovered from the velocities of its 
separate pieces, there would not be so much value to the break-
down in the first place.

What we have now is a reduction strategy. If we want to under-
stand a complex motion, we can look for ways to break it up 
into simple parts and then study the parts separately. The good 
news is that (at least in the case of velocity) we can easily reas-
semble the information piece by piece.

How does the speed of a point in the plane 

depend on its horizontal and vertical speeds?

16

Now let’s see if we can use these ideas to find the velocity of 
the cycloid motion. We have already broken this motion down 
into a sum of three pieces: a constant vector, a uniform linear 
motion, and a uniform circular motion. 

So all we have to do is to calculate the separate velocity 
vectors and then add them up. The velocity of a constant is 
zero (shifting our reference point doesn’t affect velocities) and 
the uniform linear motion has a constant velocity, which due 
to our coordinate choices is simply u

1
, the unit vector in the 
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first direction. The velocity of uniform circular motion is also 
not hard to determine.

The velocity vector always points directly along the circle, 
so it must be perpendicular to the radial position vector. Since 
we chose our units so that the radius and the speed are both 
equal to 1, these two vectors are both of unit length. The radial 
vector starts its journey at the bottom of the circle (that is, it is 
equal to –u

2
 at time t = 0) and rotates clockwise, so we found it 

to have the coordinate description (–sinâ•›t)u
1
 + (–cosâ•›t)u

2
, which 

for simplicity we could write as (–sinâ•›t, –cosâ•›t). What are the 
coordinates of the velocity vector? 

Notice that when two vectors in the plane are perpendicular, 
they both form the same little right triangle—only one’s up is 
the other one’s across (and the orientation gets flipped). More 
precisely, if a vector has coordinates (x, y) and we rotate it one-
quarter of a turn clockwise (that is, from the second direction 
toward the first), the new coordinates will be (y, –x).

What if we rotate it counterclockwise?
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This means that the velocity vector of our (clockwise, start-
ing at the bottom) uniform circular motion must have coordi-
nates (–cosâ•›t, sinâ•›t). We could also see this by observing that the 
velocity vector itself is undergoing uniform circular motion, 
beginning at (–1, 0) and proceeding clockwise. In any case, we 
can now assemble the pieces:

p = constant + linear + circular
	 = u

2
 + tu

1
 + (–sinâ•›t)u

1
 + (–cosâ•›t)u

2

and therefore

p. = 0 + u
1
 + (–cosâ•›t)u

1
 + (sinâ•›t)u

2
,

which we could also write as (1 – cosâ•›t, sinâ•›t) for short. So we 
now know the exact velocity of our moving point at all times. 
In particular, its speed at time t is given by

Here I’m making use of the customary abbreviation sin2t in 
place of the more cumbersome (sinâ•›t)2.

Let’s take a look at some specific moments in the history of 
this motion.

At time t = , when the point has reached the top of the roll-
ing disk, the position vector p = (, 2) and the velocity vector 

(1 – cos  t)2 + sin2t  =   2 – 2cos  t .

π
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(according to our formula) is p. = (2, 0), meaning that our point 
is moving directly forward at a rate of 2, twice the speed at 
which the center of the disk is traveling. Notice also that at time 
t = 0 (and again at times 2, 4, etc.), the velocity vector is 0. 
These are the moments when the motion of the point reverses 
direction and “hangs.” Finally, at time t = --3 (one-sixth of the 
way through the first rotation), we have p. = ( 1--2 , 3---2 ), which 
means our point is heading forward and up at an angle of --3 : 

and thus its speed at this precise instant is exactly 1.
Another way to understand this velocity vector is to forget 

about coordinates and simply add the linear and circular veloc-
ities geometrically.

The circular velocity (as we have seen) is perpendicular to the 
radial vector, and the linear velocity adds to this a horizontal 
shift. Both of these vectors have length equal to the radius by 

π
3

1
2

3
2
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our choices. Our velocity vector is just the sum of these two 
vectors, so they make a little triangle.

Now here’s the clever observation: if we rotate this triangle 90 
degrees clockwise, then the circular velocity becomes a radius 
and the horizontal push turns into a downward vertical vector.

The velocity vector has become a so-called chord of the 
circle, connecting our moving point to the point where the circle 
touches the ground. In other words, we can see the velocity as 
simply being a rotated version of the chord.

Show that the heading changes at a uniform rate.

What happens to the speed and heading  

as we pass through the time t = 2?

Notice, by the way, that we have inadvertently (or in my case 
quite vertently!) discovered an expression for the length of a 
circular chord: if two points on a unit circle are separated by an 
arc of length t, then the chord connecting them has length 

2 – 2cos t .
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Show that this length can also  

be written as 2â•›sin t--2.

The upshot of this calculation is that the speed of the cycloid 
motion is equal to the length of the chord. Which is not to say 
that such information could not be obtained by other means. 
The cycloid, for instance, is simple enough that one does not 
require vector or coordinate descriptions at all, as long as one 
is sufficiently clever. (In fact, the measurement of the area of a 
cycloid preceded Descartes’ work by several years.)

The point is not that these techniques—vectors and coor-
dinates, relativity, exhaustion—are always necessary (although 
they often are), but that they are so wonderfully general and 
require no particular inspiration or genius on the part of the 
user. That is, we have a uniform way to treat geometric and 
mechanical problems. Of course, there will be occasions when 
a simpler or more symmetrical approach is possible, but these 
tend to be rather ad hoc and special, though undeniably quite 
beautiful and imaginative.

Can you measure the speed of helical motion 

without the use of coordinates and relativity?

Can you measure the velocity of a spirograph 

motion? (I suggest coordinates and relativity!)

One very powerful consequence of the way velocity respects 
vector addition is that it allows us to view high-dimensional 
motions as a set of simultaneous one-dimensional motions. For 
example, any motion in two dimensions can be written
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p = xâ•›u
1
 + yâ•›u

2
,

where x and y are the separate horizontal and vertical compo-
nents, which, since they depend on time in some way, can be 
viewed as one-dimensional motions in their own right. Then 
our addition law tells us that

p. = x.â•›u
1
 + y.â•›u

2

or, if you prefer a coordinate description,

p = (x, y) ⟹ p. = (x., y.).

In particular, the speed of the moving point (being the length 
of this vector) is just the Pythagorean combination of the sepa-
rate one-dimensional speeds, namely

Sometimes I like to imagine my point as being controlled by 
the knobs of an Etch A Sketch:

Then what we are saying is that not only is the position of the 
point simply the pair of positions of the dials, but the velocity of 
the point is also just the pair of velocities. So if at some instant 

x.2 + y.2.
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the horizontal knob is moving at a rate of 3 and the vertical 
knob at a rate of 4, then the point itself has a speed of 5 at that 
moment and is moving in the “over 3, up 4” direction. Of 
course, this also works in three dimensions or higher, the only 
difference being one of visualization (and having more knobs). 
So in general, for a motion in any dimension whatsoever,

p = (x, y, z, …) ⟹ p. = (x., y., z., …).

For example, the (admittedly rather contrived) three-
dimensional motion p = (t2, t + 1, 3t) would have the velocity 
vector (2t, 1, 3). Thus the velocity problem in any dimen-
sion can always be reduced to the one-dimensional case. The 
velocity of a moving point is easily recovered from those of its 
various coordinate “shadows.”

An interesting example of this phenomenon is uniform 
circular motion. 

In this case (assuming the standard choices), the horizon-
tal and vertical components of this motion are just cosâ•›t and 
sinâ•›t respectively. That is, we could think of uniform circular 
motion as the pair of one-dimensional motions

x = cosâ•›t,
y = sinâ•›t.
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In other words, to draw a circle on an Etch A Sketch, you 
would need to turn the dials in the pattern of sine and cosine 
waves: 

Notice that these patterns are just shifted versions of each 
other; the cosine of a number is always equal to the sine of a 
number --2  greater.

Why is cosâ•›t = sin(t + -2)?

This pair of space-time diagrams contains all the informa-
tion of uniform circular motion. In particular, their separate 
velocities must be the components of the two-dimensional 
velocity. Since we already know the velocity of uniform circu-
lar motion (it’s just the position vector rotated a quarter turn 
counterclockwise), we have

p = (cosâ•›t, sinâ•›t) ⟹ p. = (–sinâ•›t, cosâ•›t),

and the velocities of the components must match up:

x = cosâ•›t ⟹ x. = –sinâ•›t,
	 y = sinâ•›t	⟹ y.	= cosâ•›t.

So the slantedness of the sine wave at any time is just the 
height of the cosine wave at that moment and vice versa (with 

x y

t tp p
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the added twist of the negative sign). The sine and cosine 
patterns form a very incestuous pair—each one is (essentially) 
the derivative of the other. By the way, the annoying negative 
sign is unavoidable; if we changed our conventions regarding 
orientation, it would still be there, only in a different place.

What sort of curves do we get when the  

horizontal and vertical wave motions have  

different frequencies? For example,  

what if x = cos(3t), y = sin(5t)?

17

At the risk of being redundant (a risk I seem to be quite willing 
to take), I want to say a few more words about the philosophy 
we have adopted. The idea is to subsume the study of shape and 
motion into the larger, more abstract world of numerical vari-
ables and relationships. This viewpoint not only has the benefit 
of simplicity (there are no units to worry about and we don’t 
need to be able to visualize anything) but also tremendous flex-
ibility and generality.

In fact, it would be hard to find any scientist, architect, 
or engineer who is not in some way engaged in the process 
of modeling—creating an abstract, simplified representation of 
their problem by a set of variables and equations (e.g., a biolo-
gist’s model of mammalian territorial behavior, a cardiolo-
gist’s model of vascular pressure, or an electrical engineer’s 
model of energy capacity). Of course, in cases like these, 
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there is a considerable difference between the real object of 
interest (i.e., nature) and a mathematical model of it. This 
is pretty much what scientists spend their time worrying 
about—the aptness of their mathematical models of reality. 
For example, when new experiments are performed, or new 
data is collected, it often leads to the rejection of the current 
model and its replacement by an updated version.

The situation is quite different for mathematicians: for 
us, the mathematical model is the object of study! There is 
nothing empirical here; we are not awaiting any confirma-
tion or test results. A mathematical structure is what it is, and 
anything we discover about it is the truth. In particular, if we 
choose to model an imaginary curve or motion by a set of 
equations, we are not making any guesses or losing any infor-
mation through oversimplification: our objects are already 
(for aesthetic reasons) as simple as they can be. There is no 
possibility of conflating reality and imagination if everything 
is imaginary in the first place.

So henceforth, our objects of study will be systems of vari-
ables (which Newton called fluents, Latin for “that which 
flows”) and relations; that is, equations expressing the relation-
ships among the variables.

Sometimes I like to think of my variables as being sliders on 
an imaginary multichannel mixing board: 

t zx y
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For example, a motion in three-dimensional space could be 
represented by a system of four variables, together with a set of 
equations that tell us how the three spatial coordinates depend 
on time. These equations constitute the wiring or program-
ming of the mixing board. As we move the t slider, the x, y, 
and z sliders respond automatically, moving according to the 
wiring pattern.

With this image in mind, what we have been doing to calcu-
late velocities (what might be called the Newtonian methodol-
ogy) is to “nudge” the sliders a little bit and see how far they 
move: 

It has become customary to use the abbreviation ∆x in place 
of the more cumbersome x(t + o) – x(t), so that ∆x simply 
measures the amount of change in the variable x. In particular, 
the elapsed time o could also be thought of as ∆t.

When we vary the t slider, changing its value by the tiny 
amount ∆t, the other sliders x, y, and z respond, and they 
increase by ∆x, ∆y, and ∆z respectively. (Some of these incre-
ments may be negative if the corresponding variable decreases). 
We get the approximate velocities

t zx y

Dt 
Dx ,

Dt 
Dy ,

Dt 
Dz .
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As ∆t shrinks away to zero, these will approach the true 
instantaneous velocities x., y., z.. The velocity vector of our 
three-dimensional motion is then (x., y., z.) and its speed is the 
length of this vector, x.2 + y.2 + z.2.  

As an example of our new abstract outlook, suppose we have 
this system of variables and relations: 

From our previous results on the derivatives of sine and 
cosine, we immediately get

x. = 1 – sinâ•›t,
	 y. = cosâ•›t,
	 z. = 1,

and this computation requires no geometric or kinetic inter-
pretation. Of course if, for psychological or romantic reasons, 
we wanted to think of it as a motion, we certainly could. In 
fact, it’s not too hard to see these equations as describing a 
slanted helical motion. Maybe the easiest way to see this is to 
write the motion as a vector,

p = t(1, 0, 1) + (cos t, sinâ•›t, 0).

Here we have a sum of a uniform circular motion (with all 
the standard choices) and a uniform linear motion that, rather 

t zx y

x = t + cos  t
y = sin  t
z = t
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than being perpendicular to the rotating disk (as in a conven-
tional helix), is tilted at a 45-degree angle: 

Our derivatives could then be viewed as components of the 
velocity vector

p. = (1 – sinâ•›t, cosâ•›t, 1)

whose length gives us the speed of our moving point: 

This tells us that our point is speeding up and slowing down 
in a fairly subtle way, and since sinâ•›t varies between –1 and +1, 
the speed ranges from 1 to 5.

The point being that these measurements come directly from 
the abstract numerical relationships and not from any visual or 
kinetic image. The model doesn’t know, or need to know, what 
it is a model of (if anything). Our project has subtly shifted (if 
my constant harping on this point can be called subtle) from 
being the study of velocities of motions to the study of the 
derivative—the abstract transformation by which a variable p 
produces a new variable p., which Newton referred to as the 
fluxion of the fluent p.

(1 – sin t)2 + (cos t)2 + 1speed =
3 – 2 sin t= .
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This immediately suggests the possibility of double dotting—
viewing p. itself as a variable, which could then be dotted to 
produce p.. and even three dots, and so on. If we interpret p 
as a motion (that is, as the position of a moving point), then 
p.. would measure the rate at which the velocity p. changes; in 
other words, the acceleration. Geometrically, p.. could be seen 
as a way to measure the rate at which the slantedness of a curve 
changes—what a geometer would call its curvature. As math-
ematicians, of course, we are free to make either interpreta-
tion, or neither. We can simply speak of higher derivatives in the 
abstract and then study their interesting properties.

For example, as we take more and more derivatives, the 
squaring function (p = t2) transforms into doubling (p. = 2t), 
which in turn becomes constant (p.. = 2) and finally zero for all 
higher derivatives.

What are the higher derivatives  

of sine and cosine?

18

Before we develop these ideas any further, I want to show you 
an even more general and abstract approach that I vastly prefer. 
Maybe the best way to start is with an analogy. We’ve seen 
many times that measurements are always relative and that any 
well-posed measurement question always (at least implicitly) 
comes down to a comparison of some sort. For example, if we 
wanted to measure a certain length or area, we would be asking 
about the extent of a line or the space enclosed by a region, 
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measured in comparison to some other object of the same kind. 
We could, of course, choose some standard of comparison, such 
as a certain fixed square whose side length and area we could 
take to be our units of measurement. Any new object could 
then be compared with this standard and measured against it.

To me, this is a repugnant idea. I don’t want any unnec-
essary and contrived units cluttering up my beautiful imagi-
nary universe. If I want to measure the diagonal of a pentagon 
compared to its side, I don’t need to measure both with respect 
to some preexisting standard length and then compare the two; 
I can compare them directly to each other. (I know I’ve talked 
about this a million times, but bear with me.)

The way I like to think of it is that lines have length or extent 
whether or not we measure it. A region encloses space whether 
or not I choose to compare it with anything else. So length and 
area aren’t numbers, they are abstract geometric quantities. Only 
when we compare them and form ratios do we obtain numeri-
cal values. The diagonal of a square has a length, and so does 
the side. Neither of these is a number, but nevertheless one is 
exactly 2 times the other.

If this all sounds like I’m flogging a dead horse, the point is 
that we have been unconsciously putting this same kind of arbi-
trary and unnecessary obstacle in our way when we measure 
velocity. If you watch a cheetah running, it has a speed or a 
rate independent of any measuring, just as a circle encloses an 
amount of space. This rate is not a number and there are no 
units, and yet, if a horse were running alongside it (so now I’m 
flogging a live horse?), we could tell that the cheetah was going 
twice as fast. That is, we could wait a certain amount of time 
(no need to measure it in seconds or anything) and see how 
far the two animals traveled (also no need to measure in any 
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units) and compare the distances to each other. So the abstract, 
unmeasured rate of something is meaningful. What we have 
been doing up to now is choosing a standard unit of speed—
namely, the speed of our clock! That is, the rate of time itself has 
been our (soon-to-be-discarded) unit of measurement.

Let’s imagine that we have two time-dependent variables a 
and b, related to each other by some equation. 

If we were interested in the relative speeds of a and b at a 
particular moment, we could, of course, calculate a. and b

.
 and 

form their ratio a./b
.
. But this is every bit as unnecessary (and 

aesthetically appalling) as the geometric examples I mentioned. 
We shouldn’t need to involve time at all.

Suppose, for instance, that only the a and b sliders were acces-
sible to us, and the t slider was hidden behind the scenes some-
where. We could still give the mixing board a little kick, and 
the sliders would each move slightly. 

t a b

a b
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As usual, we would obtain the small variations ∆a and ∆b. 
Only now, instead of comparing them both to ∆t, we simply 
compare ∆a and ∆b directly. Then as these small differences 
both approach zero, we get the true proportion of their instan-
taneous velocities.

Does this make sense? To make this easier to talk about, let 
me introduce some notation—this is, after all, the whole point 
of notation. Let’s write dx for “the instantaneous rate of change 
of the variable x.” That is, dx is the abstract, nonnumerical 
velocity, analogous to “cheetah speed.” (This notation was first 
introduced by Leibniz in the 1670s.) Then what we are saying 
is that the proportion of small changes ∆a : ∆b approaches the 
true velocity proportion da : db as these tiny increments simul-
taneously vanish.

In terms of our new Leibnizian notation, the fluxion x. is 
simply the ratio dx/dt. This means that all of our results 
concerning fluxions can be rephrased easily in this new abstract 
language. For instance, our previous computation

p = t2 ⟹ p. = 2t

can be rewritten simply as

d(t2) = 2tâ•›dt.

This is not a special statement about time; this is true for any 
variable whatever. So (using w for “whatever”) we have

d(w2) = 2w dw,
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and this says that “the rate at which the variable w2 changes is 
always exactly twice the current value of w times as fast as the 
rate of w itself.” Note the economy of the notation; we don’t 
need to give names to the patterns and then dot the names, we 
can just d the patterns directly. Thus we also have

d(cw) = c dw, for any constant c,
	 d(sinâ•›w) = cosâ•›w dw, 
	 d(cosâ•›w) = –sinâ•›w dw.

I want to make two things perfectly clear. The first is that 
dx (the so-called differential of x) is not a number; it is an 
abstract rate. Cheetah speed is not a number and neither is 
horse speed, but we can still say one is twice the other (as 
with lengths, areas, and all other measurements). The other 
is that this d we are using (the Leibniz d-operator) is not 
a number either. When we write dx we are not multiply-
ing d by x, we are applying the d-operator to the variable x 
to obtain the differential of x. The notational ambiguity is 
slightly annoying I admit, but as long as we are reasonably 
careful (which would include not choosing d as one of our 
variable names!), it’s not really much of a problem. On the 
contrary, Leibniz’s notation is extremely flexible and conve-
nient once you get used to it.

Generally speaking, most of our measurement problems will 
come down to finding the relative velocities of a set of vari-
ables. Whether time is included among them is up to you and 
depends on the specific problem at hand. If you were interested 
in a particular motion, then perhaps it would make sense to 
think of time as one of your variables and all the others depen-
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dent on it. A purely geometric question, on the other hand, has 
no need for any ticking clocks.

Suppose we have a set of variables a, b, and c connected to 
each other by a set of equations:

Notice that in this example none of the variables is special. 
None of them plays the role of time—there is no “master” slider 
that controls the others. Instead we have an interdependence among 
the variables. At any given moment, the variables will have 
certain values, as well as differentials (i.e., their instantaneous 
rates of change at that moment). The question is, how exactly do 
the relationships among the variables control the relative propor-
tions of their differentials? How can we take the information

a2 = b2 + 3,
	 c = 2a + b,

and determine the ratios da : db : dc?
The direct approach would be to give the mixing board 

a kick, check out the variation of the sliders, and figure out 
where their proportions are heading as the kick gets smaller. 
But here’s the point: we don’t actually need to go through this 
laborious process. Instead, we can simply apply the d-operator 
to both sides of the equations:

a b c

a2 = b2 + 3
c = 2a + b
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d(a2) = d(b2 + 3),
	 dc = d(2a + b).

After all, if two variables are always equal their rates must 
also be equal. Expanding these accordingly, we obtain the 
differential equations

2aâ•›da = 2bâ•›db,
	 dc = 2â•›da + db.

So, for instance, at the moment when a = 2, b = 1, and c = 5 
(which does in fact satisfy our original equations and so quali-
fies as an actual moment), we have

4 da = 2â•›db,
	 dc = 2â•›da + db.

Thus at that precise instant, b is moving twice as fast as a, and c 
four times as fast. In other words, the ratio daâ•›:â•›dbâ•›:â•›dc is 1â•›: 2â•›:â•›4. We 
now have a simple and direct method for solving any problem 
concerning relative rates of change—just d everything!

Incidentally, Leibniz’s original interpretation was somewhat 
different. His view was that dx, rather than representing the 
instantaneous rate at which x changes, is instead an infinitesi-
mal change in x itself. That is, as ∆x shrinks away to nothing, it 
sort of “hovers” at the value dx, which, though not exactly zero, 
is nevertheless smaller than any positive quantity. (Imagine 
what his critics had to say about that!) Actually, there is no real 
problem with this view, as long as you are sufficiently careful. 
After all, in a small interval of time, the proportion of two 
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velocities is the same as the proportion of the distances traveled. 
The point is that the approximation ∆a : ∆b approaches the true 
proportion da : db. We may interpret it however we wish.

19

The problem of velocity can now be reduced to the study 
of the Leibniz d-operator. Given any set of equations which 
describe a motion, we can simply d them to obtain the rela-
tive rate information. The only remaining problem is to deter-
mine exactly how the d-operator behaves. How exactly does 
an interdependence among variables get transformed into a 
relationship among differentials?

We saw before that if a and b are two variables and we form 
a new variable c = 2a + b, then the rate at which c changes can 
be easily determined from the rates of a and b:

dc = d(2a + b)
	 = 2â•›da + db.

Here we have used the fact that d behaves linearly; that is, for 
any variables x and y, and any constant c, we have

d(x + y) = dx + dy,
	 d(cx) = c dx.

But what if the relationships among the variables are more 
complicated? Suppose, for example, we wanted to compare 
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the rates of x and y, where y = x3â•›sinâ•›x? We can certainly say 
that dy = d(x3â•›sinâ•›x), but in order to relate this to dx itself, we 
need to understand more about the d-ing process. In particu-
lar, we need to know how d acts on products of variables. How 
exactly does d(ab) depend on da and db? This is where our 
study of motion has taken us—we’re now asking questions 
about the abstract behavior of a differential operator. How does 
d act on square roots? On division? Any operation that can be 
performed on a number or set of numbers could conceivably 
be used to describe an interdependence among variables, and 
to understand their relative rates of change, we would need to 
know how d behaves when confronted with such an operation. 
Of course, many operations (such as the x3â•›sinâ•›x example above) 
can be viewed as having been built up from simpler ones (e.g., 
x3â•›sin x is x3 times sinâ•›x), so that if we can figure out the behav-
ior of d for a few simple operations (in particular, multiplica-
tion), we can hopefully deal with more complex combinations 
of them.

So let’s try to determine d(xy) in terms of dx and dy. We’ll 
do this “by hand” as it were, imagining that x and y somehow 
depend on t (which we can think of as time if we want to), and 
then we’ll see what happens as we vary t a little bit. Essentially, 
what this does is to choose dt as our unit of speed. This is analo-
gous to the situation in geometry where we choose an arbitrary 
unit, use it to make measurements, and then discard it once 
we have discovered the correct relationships. (It’s not unlike 
the scaffolding used during the construction of a building. It is 
temporarily quite helpful, but it is ultimately removed.)

So imagine that t changes a little, let’s say by an amount ∆t. 
Then x and y react, becoming x + ∆x and y + ∆y respectively. 
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The amount of change in xy is then

∆(xy) = (x + ∆x)(y + ∆y) – xy
	 = xâ•›·â•›∆y + yâ•›·â•›∆x + ∆xâ•›·â•›∆y.

Dividing both sides of this equation by ∆t, we get

where the last term has been reorganized for the sake of symme-
try. Letting ∆t approach zero, we see that the last term shrinks 
away to nothing, and we get

At this point, we no longer require the services of our back-
ground variable t, so multiplying both sides by dt, we get our 
sought-after relationship

d(xy) = x dy + y dx.

This is sometimes called Leibniz’s rule. Before we investigate 
the consequences of this discovery, I want to say a couple of things 
about what it means and why it makes good sense. First of all, 
what is being said is that the speed of a product of two variables is 
just the sum of the speeds of each variable magnified by the value 
of the other. There is a nice way to see this geometrically. First, 
let’s think about addition for a second. Imagine two sticks with 
lengths x and y (so the sticks are growing and shrinking). If we 
put the sticks together, we get a new stick of length x + y.

Dt 
D(xy) 

= Dt 
Dy 

+ x
Dt 
Dx  y +

Dt 
Dx .

Dt 
Dy . Dt ,

dt 
d(xy) 

= dt 
dy 

+ x
dt 
dx  y .
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If at a given moment x and y have certain speeds, it seems 
clear that x + y has a speed equal to their sum. We can even 
imagine a little time going by and observing the small changes:

So the change in x + y is simply ∆x + ∆y. Since speed is 
proportional to the change in length, we get d(x + y) = dx + dy. 
(Leibniz would say that the infinitesimal change is dx + dy.) 
Now for multiplication. We can imagine the area of a rectangle 
of sides x and y:

We see that for small changes in x and y we get a change in 
area equal to that of an L-shaped sliver, so we again get

∆(xy) = xâ•›∆y + yâ•›∆x + ∆x · ∆y.

For tiny increments ∆x and ∆y, the final term is of much 
smaller magnitude than the other terms. Both Newton and 
Leibniz recognized that this term is comparatively negligible 
and ultimately makes no contribution to the velocity. (Berkeley 
was less than convinced.) A more modern explanation (which, 
ironically, is practically the same one that Archimedes or 

x y

x ∆x y ∆y

y

x

y

x

∆x

∆y
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Eudoxus would have given) is that ∆x · ∆y is never equal to 
zero, but that its proportion to the other terms approaches zero 
(the first two terms are on the order of ∆t, whereas the last term 
is more like (∆t)2 in magnitude). So in fact, we are justified 
in replacing all terms of the form ∆w with the corresponding 
differential dw, so long as we omit all “higher-order” terms 
involving products of ∆’s. Thus we again obtain Leibniz’s beau-
tiful formula,

d(xy) = x dy + y dx.

Now let’s examine some of its consequences. First of all, 
notice that our previous result d(w2) = 2w dw follows immedi-
ately from our product formula:

d(w2) = d(w · w)
	 = w dw + w dw = 2w dw.

We can even compute d(w3) in the same way:

d(w3) = d(w2 · w)
	 = w2 dw + w d(w2)
	 = w2 dw + w · 2w dw = 3w2 dw.

Show that in general,  

d(wn) = nwn–1 dw, for n = 2, 3, 4, . . .

Now we can calculate things like d(x3â•›sinâ•›x). From our earlier 
work, we know that d(sinâ•›x) = cosâ•›x dx, so our product formula 
gives us
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d(x3â•›sinâ•›x) = x3 d(sinâ•›x) + sinâ•›x d(x3)
	 = x3cosâ•›x dx + sinâ•›x · 3x2 dx
	 = (x3cosâ•›x + 3x2â•›sinâ•›x) dx.

So, for example, when x = , the variable x3â•›sin x is travel-
ing exactly –3 times as fast as x is (i.e., 3 times as fast in the 
opposite direction). It’s pretty amazing that we have access 
to information like that at all, let alone that we can get at 
it so easily (if you call the development of an entire theory 
of mathematical motion over a period of twenty centuries 
easy).

As a further consequence of Leibniz’s rule, we can easily 
obtain a formula for the differential of the reciprocal of a vari-
able, d(1/w). The simplest way to proceed is to go back to the 
very definition of reciprocal, namely

Applying d and using the product formula, we get

Rearranging this, we find

Now we know the precise rate at which 1/w changes, depend-
ing on how w itself is varying.

w w
1

�. 1.

w
1 �0.w d ( )� w

1 dw

dw
w
1

� .d ( ) � w 2
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Show that for any variables a and b,  
b da – a db

b
d( )

b2
a = .

 

Show that dwd( )= .w w2
 

20

At this point we have compiled a fairly extensive library of facts 
about the Leibniz d-operator. Here is a summary of what we 
know so far:

	 Constants:	 dc = 0 for any constant c.

	 Sums:	 d(a + b) = da + db,  
	d(a – b) = da – db.  
(You can derive the second formula from 
scratch or use the fact that (a – b) + b = a. Of 
course, it is rather obvious in the first place.)

	 Products:	 d(ab) = a db + b da.  
(In particular, we have d(cw) = c dw for any 
constant c.)

	 Quotients:	 b da – a db
b

d( )
b2

a = .
 

	 Sine and cosine:		 d(sinâ•›w) = cosâ•›w dw,  
d(cosâ•›w) = –sinâ•›w dw.

	 Powers:	 d(wn) = nwn–1 dw,  
	 n = 2, 3, 4, . . .

	 Square roots:	 dwd( )= .w w2
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Of course, we will be adding to this list, but not very much; 
this is already an extremely powerful collection of results and 
allows us to calculate the differential of almost any combina-
tion of variables you can imagine. Here are a few illustrative 
examples:

d(a3b2) = a3 d(b2) + b2 d(a3)
	 = a3 · 2b db + b2 · 3a2 da
	 = 3a2b2 da + 2a3b db. 

Sometimes I like to think of the d-operator as a sort of 
enzyme acting on long, complicated molecules (the atoms are 
the variables themselves). For instance, if x and y are my atoms, 
I can construct the complex molecule (y cosâ•› x )3. We can view 
this as being constructed hierarchically as follows: start with x, 
square-root it, take the cosine of that, multiply by y, and then 
cube the whole thing. So structurally, I can think of it as being 

d( )=u2 + v2

2
d( )u2 + v2

=
2

2u du + 2v dv

=
u du +

v dv.

u2 + v2

u2 + v2

u2 + v2 u2 + v2

cos w
d( )sin w

= cos2 w
cos w d(sin w) – sin w d(cos w)

= cos2 w
cos2 w dw + sin2 w dw

= cos2 w
dw .
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a cube. That is, I can blur my eyes (so to speak) and picture it 
as (blah)3, where for the moment I ignore the details of what 
“blah” stands for. Then my d-enzyme goes to work:

d((blah)3) = 3(blah)2 d(blah).

This is because d(w3) = 3w2 dw for any variable w, no matter 
what it looks like. So d doesn’t care what “blah” is; it just goes 
to work unraveling the molecule step by step. (This process is 
commonly referred to as chaining.)

We are now reduced to finding d(blah). Now “blah” itself 
is a product, namely yâ•›cosâ•› x . So using the product pattern, 
we get

d(blah) = d(y cosâ•› x )
	 = y d(cosâ•› x ) + cosâ•› x  dy.

This reveals the next layer of structure in our molecule, so we 
then need to break down d(cosâ•› x):

d(cosâ•› x ) = –sinâ•› x  d( x ).

Finally, from our table we find

Putting everything together (and rewriting it in terms of our 
variables x and y), we get

dxd( )= .x x2

y sind((y cos
x2

x )3) = 3(y cos x )2(cos x dy – x dx).
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In principle, there is nothing to stop you from computing the 
differentials of even the most complex combinations of vari-
ables, breaking everything down until it depends only on the 
differentials of the “atomic” variables themselves. And think 
of all the work we are saving! Imagine trying to calculate the 
relative velocities by hand, using small increments and trying 
to figure out where huge masses of ratios of vanishing quanti-
ties are heading. The d-operator essentially takes care of the 
bookkeeping for the method of exhaustion and saves us the 
gory details.

This is very much like the situation we find in ordinary 
arithmetic. We have an encoding scheme whereby a quantity 
of rocks (or whatever) can be represented, namely as a Hindu-
Arabic digit sequence (e.g., 231 encodes two piles of one 
hundred rocks, three piles of ten, and one leftover). We can 
then ask how these codes behave when the piles are combined 
and rearranged in various ways.

For example, if we have two piles of sizes 231 and 186, what 
is the code for their sum; that is, the pile we get when we push 
the two piles together? As I am sure you are aware, there is a 
well-known system for determining this sort of thing: 6 plus 
1 is 7, 8 plus 3 is 11, carry the 1, add that to 2, plus 1 is 4, so 
it’s 417.

The point is that we don’t need to have any actual rocks; the 
computation (in this case addition) can be performed with the 
symbols alone. We don’t have to push piles of rocks around and 
then count them by hand; the system takes care of it for us. (Of 
course, someone had to invent the system!)

A symbolic computation system like this is called a calculus 
(Latin for “counting stone”). A calculus typically consists of 
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three ingredients: a notation scheme for representing the rele-
vant objects symbolically, a (hopefully small) set of manipula-
tion procedures (e.g., carrying), and a (also hopefully small) 
table of basic facts—the single-digit sums, for example. The 
idea is to use the procedures to break a complex problem down 
into simpler pieces, and then these can be looked up in the table 
(or memorized, if you wish).

Thus we have the multiplicative calculus of elementary arith-
metic, which includes a few procedures such as carrying and 
place shifting, as well as the infamous times tables. The amaz-
ing power of this system is that it allows us to quickly and 
easily perform calculations that would otherwise be very time 
consuming and laborious. To multiply 1876 by 316 we merely 
have to jiggle a few symbols around (or better yet, let a machine 
do it). Nobody has to do the backbreaking work of laying out 
1876 rows of 316 rocks and then counting the whole mess by 
hand. A calculus is a fantastic thing to have.

It is also a very rare thing to have. Most problems in math-
ematics do not afford such systematic treatment. In fact, most 
of the really great problems in mathematics are still largely 
unsolved, and those on which progress has been made have 
required tremendous ingenuity and specific individual treat-
ment. Every once in a great while, a class of problems comes 
along for which a calculus can be developed, and it is always a 
major achievement.

So it is a cause for great celebration that we have a differen-
tial calculus—a systematic mechanical procedure for calculating 
differentials that does not require “pushing rocks together”; that 
is, it spares us having to apply the method of exhaustion from 
scratch. The calculus differentialis is Leibniz’s great masterpiece, 
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and I intend to spend the rest of this book showing off its amaz-
ing power and versatility.

As an illustration of our new techniques, let’s measure the 
velocity of a spiral motion. 

The first question is, what exactly do we mean by spiral? I 
like to think of it as a point on the end of a rotating stick that 
gets longer as it turns. For simplicity, let’s say that the rate of 
turning and the rate of lengthening are both uniform. In fact, 
let’s take them both to be 1. If the stick were simply rotat-
ing, we could use the standard description for uniform circular 
motion: x = cosâ•›t, y = sinâ•›t. Because the stick is growing, this 
will have to be modified to

x = t cosâ•›t,
y = t sinâ•›t.

This is the hard part—choosing a model and setting up a 
coordinate system. Now our spiral motion begins at (0, 0) 
when t = 0 and travels counterclockwise. 

y

2p
x
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At time t = 2π, our point has position (2π, 0). How fast is it 
traveling? Applying d to our equations gives

dx = (–t sinâ•›t + cosâ•›t) dt,
	 dy = (t cosâ•›t + sinâ•›t) dt,

so we get a velocity vector (x., y.) equal at all times to (cosâ•›t – t sinâ•›t, 
sinâ•›t + t cosâ•›t). In particular, at the end of one rotation (when 
t = 2π), we have a velocity of (1, 2π) and hence a speed of 

1 + 4p2.  

Show that this spiral motion has the same speed at 

all times as the parabolic motion x = t, y = 1--2 t2.

21

We now have a simple and reliable way to measure the relative 
rates of a set of interrelated numerical variables. In particular, 
we have completely solved the problem of velocity. Given any 
motion (that is, a set of time-dependent variables and equations 
expressing this dependence), we can simply apply the Leibniz 
d-operator to these equations and, using our differential calcu-
lus, obtain the velocity components x. as ratios dx/dt.

This alone would be more than enough justification for all 
the effort (both conceptual and technical) that went into the 
development of the differential calculus, but the fact is that 
not only velocity but virtually all measurement problems can 
be expressed in the language of variables and differentials, 
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and the differential calculus allows us to solve a great many 
of them quite easily. (Of course, I would argue that the real 
justification lies in the beauty and profundity of the ideas 
themselves.)

In particular, it was discovered quite early in the develop-
ment of the differential calculus that these methods can even 
be applied to the problems of classical geometry—that is, the 
measurement of angle, length, area, and volume. In many ways, 
this is quite surprising. After all, differentials are instantaneous 
rates of variable quantities, whereas geometric measurements 
are fixed and static.

A while back, I was telling you about Archimedes’s measure-
ment of the parabola. The very beautiful discovery was that a 
parabolic section always takes up exactly two-thirds of its box. 

Archimedes proved this using the method of exhaustion, chop-
ping the parabolic region up into approximating triangles and 
rearranging them cleverly. It is a masterpiece of classical tech-
nique, and the details are fairly intricate. Now I want to show 
you a different way.

Let’s set up the usual coordinate description of the parab-
ola. The axes are chosen with respect to the symmetry of the 
parabola, and the units are chosen to give the simplest possible 
algebraic description, y = x2.
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So the shape information is now in the hands of two abstract 
numerical variables x and y and the relationship between them. 
Now here is the key idea. Instead of choosing some particular 
chopping place to create our parabolic area, we imagine the 
point at which we slice the parabola to be moving, so that the 
area is variable. 

As the point moves along the parabola, the area of the enclosed 
region changes. Our problem becomes not merely the deter-
mination of one particular parabolic area, but the measurement 
of all such areas. In other words, we are interested in the rela-
tionship between where we chop the parabola and how much 
area is enclosed.

If you like, we can think of the parabola as a bowl slowly 
filling with liquid. 

y
y = x2

x

(x, y)
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As the level of the liquid increases, so does its area (this is 
imaginary two-dimensional liquid), and our question becomes, 
how does the area depend on the height?

The important point is that now that the area is variable, it 
has a rate. In place of a cold, dead area just sitting there, we have 
an active, exciting area, which, as a consequence of its fluent 
nature, possesses a differential. Let’s see if we can get our hands 
on it.

Going back to our coordinate description, we see that at any 
moment in the life of this motion we have three related vari-
ables: x, y, and the area A. The problem is to determine the 
precise relationship among them. 

If we give our picture a little kick, the point moves, x and y 
change slightly, and so does A. 

The small change ∆A appears as a thin sliver of area. How 
big is it? Intuitively, we would say that it is about the same 
size as a rectangle of the same height and width; that is, about 
2xâ•›∆y. 

A

(x, y)

∆A
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More precisely, this sliver (being curved) must be slightly 
larger than the inside rectangle, whose area is 2xâ•›∆y, and slightly 
smaller than the outside rectangle with area 2(x + ∆x)∆y. This 
means that

2xâ•›∆y < ∆A < 2(x + ∆x)∆y.

Of course, all three of these quantities are approaching zero, 
but their relative proportions are not. In particular, we have 
∆A/∆y sandwiched between two values, 

Since both the upper and lower bounds approach the same 
thing, namely 2x, it must be that ∆A/∆y does also. That is, 

On the other hand, ∆A/∆y, being the ratio of small changes 
in the variables A and y, must also approach the true propor-
tion of their differentials. Thus dA/dy = 2x. Multiplying by 
dy, we obtain a differential equation for the area of a parabolic 
section:

dA = 2x dy.

2(x + ∆x)

2x

∆y

Dy 
DA 2x � � 2x + 2Dx. 

Dy 
DA 2x.



324	 M EASU R EM ENT	

In essence, our rectangular approximation ∆A ≈ 2xâ•›∆y 
becomes, at the moment of vanishing, an exact equality  
dA = 2x dy.

This tells us how the area A depends on x and y, but only 
indirectly. We are being told information about the variables 
via their differentials. This is the opposite of the velocity prob-
lem. Instead of a known motion whose velocity we seek, here 
we have the rate information, and we want to recover the rela-
tionship between the variables themselves. (The fact that area 
measurement is inversely related to velocity—which is in turn 
connected to slantedness—was discovered early in the seven-
teenth century by Fermat and others, but waited upon the devel-
opment of the differential calculus to be put into clear focus.)

So we find that to measure the area of a parabolic section 
(and indeed any area), we are reduced to solving a differential 
equation. That is, we need to determine what precise relation-
ship A must have to x and y so that when we d it we get the 
above relation among the differentials.

It turns out (at least in this case) that this is not particularly 
hard to do. Thinking about it abstractly, we have three vari-
ables and two relationships: 

The first equation indicates the shape we are measuring, 
and the second comes from our geometric reasoning. At this 

x y A

y = x2

dA = 2x dy
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point, we can forget about origins and motivations and view 
the problem as a purely abstract question about three variables. 
How do we express A in terms of x and y?

The first step might be to eliminate y from the discussion. 
After all, we know what it is, namely x2. So we can rewrite our 
differential equation as

dA = 2x dy
	 = 2x d(x2)
	 = 4x2 dx.

So now we have a purely technical question about differen-
tials. What must A be so that dA = 4x2 dx? Instead of asking 
how to d a particular combination of variables, we’re asking 
how to un-d something!

This is a major theme in mathematics. Anything interest-
ing enough to do is almost always interesting enough to undo. 
Adding gives rise to the desire to un-add (i.e., subtract), squar-
ing leads to square-rooting, and so forth. The reason for this 
is linguistic. Any operation or process that can be described 
invariably leads to an expansion of language. Questions can 
then be asked using this new expressive ability (what do I add 
to 7 to make 11?), and our curiosity inevitably leads us to invert 
the process. Whenever you tie a knot, you immediately create 
the desire (or at least the possibility of desire) to untie it. From 
this viewpoint, we can see the essentially inverse relationship 
between arithmetic and algebra, for instance.

In any case, we have an interesting practical and philosophical 
problem: How do we un-d something? It turns out, contrary 
to the case of d-ing itself, that there is no calculus for this. That 
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is, there does not (and cannot) exist a systematic, step-by-step 
procedure for determining the solution to a differential equa-
tion. Which is not to say that there aren’t many cases (includ-
ing our present one) where we can succeed, just that there is no 
universal formula for success.

So solving differential equations is something of an art. 
Imagination and intuition play at least as large a role as techni-
cal facility. That is both sad (in that we will not be able to solve 
many of our most interesting problems) and also quite fascinat-
ing. No matter how clever we are, and how tightly we grasp, 
mathematics always manages to squirt out between our fingers.

This is a lot like our experience with numbers. We have no 
problem squaring any fraction we choose, but square-rooting 
leads to new numbers not describable in that language. The 
same goes for the d-operator. Only in the most fortunate 
circumstances are we able to explicitly determine the solu-
tions to differential equations. Most of the time we will be 
resigned to implicit descriptions (e.g., “the number whose 
square is 2”).

Luckily, in the case of the parabola, this is not one of those 
times. We can in fact solve the differential equation dA = 4x2 dx, 
and so determine the area of a parabola. (Of course, we know 
this has to be possible since Archimedes did it!) Not only that, 
but I can even offer a general methodology for solving differ-
ential equations—not one that will always (or even often) be 
successful, to be sure—but here it is: guessing. Not random, out-
of-the-blue guessing, but intelligent, conscientious guessing, 
informed by experience and sensitivity to pattern. Needless to 
say, the more experience one has with the differential calculus, 
the better one will be at making good guesses.
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For instance, experience tells me that the un-d-ing of 4x2 dx 
will probably involve x3, since I know that d(x3) = 3x2 dx. 
And in fact this tells me exactly what to do. Since what I want 
(4x2 dx) is just a constant multiple of what I have (3x2 dx), all 
I need to do is adjust my guess accordingly. That is, I should 
modify my guess to 4--3 x

3. Sure enough,

d(4--3â•›x
3) = 4--3 · 3x2 dx 

	 = 4x2 dx.

So we can rewrite our differential equation for parabolic area as

dA = d(â•›4--3â•›x
3).

Of course, I would love to be able to conclude that A itself 
must then be exactly equal to 4--3 x3, and this will in fact turn 
out to be the case, but we have to be a little careful with our 
reasoning here. Just because two variables have the same differ-
ential does not make them equal—a car and its trailer have the 
exact same speed at all times, but not the same position. This 
is again just like the squaring and square-rooting situation: 
both 4 and –4 have the same square, but they are nevertheless 
unequal. The point is that d-ing, like the squaring operation, 
loses information. So whenever we invert these processes, there is 
always a certain amount of ambiguity.

In particular, since d(c) = 0 for any constant c, it will always 
be true that d(w) and d(w + c) are indistinguishable. In other 
words, two variables that are off by an additive constant will 
always have the exact same differential. Is that the only way 
that two variables can have the same differential? If dw = 0, 
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does that mean that w must be constant? Of course it does! 
The equation dw = 0 means that w is not moving at all. So if two 
variables a and b have the same differential (da = db), then

d(a – b) = da – db = 0,

and this means that a – b must be constant. So there is some 
ambiguity in un-d-ing, but not too much. Just as a number has 
two square roots, a differential has an infinite number of un-d-
ings, all of them differing from each other by additive constants.

So we cannot directly conclude from our differential equation 
dA = d(4--3 x3) that A itself equals 4--3 x3, but we do know that at 
worst they differ by a constant. That is,

A = 4--3â•›x
3 + constant.

That is the most we can say from the differential equation 
alone. There is no way to rule out a possible constant on differ-
ential grounds, just as there is no way to tell from the speed-
ometer alone whether you are in the car or the trailer. This 
ambiguity comes from the fact that our geometric argument 
only considered the change in the area, not where we started 
measuring it from.

But in fact we do have slightly more information—namely, 
we have a so-called initial condition. At the bottom of the parab-
ola, we clearly have both x and A equal to zero. Since the above 
equation expresses a relationship between our variables which 
is valid at all times, it must hold at this particular moment as 
well. This implies that our (putative) constant must in fact be 
zero. So we can conclude that A = 4--3 x3 after all.
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Generally speaking, there are two parts to solving a differ-
ential equation: intelligent guessing with modification to get 
a so-called generic solution and then using special values of 
the variables—typically initial conditions—to determine any 
ambiguous constants. 

Going back to our coordinate picture, we see that the rect-
angle containing our parabolic region has area 2xy = 2x3. Thus 
the parabola-to-box proportion is

Since this ratio is independent of any units, we can throw 
away all the scaffolding—coordinate systems, variables, equa-
tions, and all—and simply say (along with Archimedes) that a 
parabolic section always takes up two-thirds of its box. 

What about the area of  

a slanted parabolic section?

2x

y

x34
3

x32 = 2
3

.
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22

Let’s step back a little bit and think about what just happened. I 
don’t want the big ideas to get lost in the computational details. 
The point is that we can apply our differential methods even 
to something as seemingly static as a geometric measurement. 
The key idea is this: get your measurements moving. Every appli-
cation of the differential calculus—to geometry, mathemati-
cal physics, electrical engineering, and anything else—comes 
down to this one idea. If you want to measure something, 
wiggle it. Once a measurement is in motion, it has a rate of 
motion, and if we are at all fortunate (and we usually are), we 
can derive some sort of differential equation describing the way 
our measurement behaves.

What this means is that the study of measurement ultimately 
reduces to the study of differential equations (a possible excep-
tion being the measurement of polygons, i.e., trigonometry, 
where simpler methods are available). Questions concerning 
the existence and uniqueness of solutions (as well as their abil-
ity to be explicitly described) dominated the mathematics of 
the eighteenth century and continue to be an active area of 
mathematical research.

The method we used to obtain a differential equation for the 
area of the parabola is actually quite general. First, we found 
a simple way to view the area we wanted as a variable quan-
tity; that is, we got it moving. Then, we estimated the change 
in area in terms of the changes in the coordinate variables. 
Finally, we let the small changes approach zero so that our 
approximation became an exact statement about instantaneous 
rates; that is, a differential equation.
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Suppose, for instance, that we had a closed curve whose area 
we wanted to measure. 

A simple way to get the area moving is to choose a direction 
and “sweep out” the area in that direction, as though we were 
putting the curve through a scanner:

In this way, the variable area depends on the location of the 
scanning line. Let’s denote the position of the line (i.e., the 
width of the area collected so far) by w and the swept-out area 
by A. At any given moment, we have a certain cross-sectional 
length, say l, and as the scanner moves along, we get variations 
in w, l, and A.

Of course, the way that w and l are related depends on the 
shape of the curve (in fact, it practically defines the shape of the 
curve). If we make a slight change in the scanner position, say 

w

A l
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from w to w + ∆w, we get corresponding changes in the length 
l and the area A.

When these changes are extremely small, the region of area 
∆A is essentially a thin rectangular strip of width ∆w and height 
l. So we have an approximation

∆A ≈ l ∆w.

Another way of saying this is that ∆A/∆w, being in some 
sense the “average” cross-sectional length during this small 
scanning interval, must be roughly equal to l. Of course, as the 
small changes approach zero and the thin sliver of area ∆A gets 
thinner, this average length approaches l exactly. So we get a 
differential equation of the form

dA = l dw.

What this says is that the rate of change in the scanned area is 
just the product of the cross-sectional length and the rate of the 
scanning motion. Does this remind you of the Pappus philoso-
phy? Leibniz’s own view was that areas are comprised of infi-
nitely many infinitesimally thin rectangles, so that the above 
differential equation is essentially an infinitesimal version of 
the “length times width” formula for a rectangular area.

∆w

∆Al
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However you wish to interpret it, the above equation is 
quite general; we can say this for any curve and any scan-
ning direction. Because of this, it is up to us to choose our 
orientations wisely so that we get the simplest differential 
equation possible. (In particular, our choices will determine 
the precise form of the relationship between w and l, which 
will seriously—and subtly—affect our ability to solve such an 
equation.)

A nice example of this method is the measurement of the area 
of a sinusoidal arch; that is, one of the humps in the graph of 
the relation y = sinâ•›x. 

Here it makes good sense to sweep horizontally so that the 
position of the scanning line is simply the coordinate x itself 
(running from 0 to π) and the cross-sectional length is just sinâ•›x. 
Then our differential equation for area reads

dA = sinâ•›x dx.

A reasonable guess for a solution is A = cosâ•›x, but actually 
(according to our calculus), we have d(cosâ•›x) = –sinâ•›x dx, so 
we’re off by a minus sign. So A = –cosâ•›x does the job. Of 
course, we could still be off by an additive constant, and in fact 
the initial condition x = A = 0 tells us that the constant must 
be 1. That is, we find the area to be

0 p

y = sin x
y

x
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A = 1 – cosâ•›x.

This tells us what the swept-out area is for all positions of the 
scanning line. In particular, when x = π, we get the nice result 
that the area of a complete arch is exactly

1 – cosâ•›π = 1 – (–1) = 2.

How beautiful! I’ve always found this result surprising (and 
somewhat ironic, given the transcendental nature of the sine 
function).

I think it is important to understand the close connec-
tion between these techniques and the classical method of 
exhaustion.

The classical idea would be to choose a direction and slice up 
our area into tiny approximating rectangles. If we got incred-
ibly lucky, we might notice a pattern to the approximations and 
be able to figure out where they are heading. With the differ-
ential approach, we don’t need to be clever at all; we simply 
write down the equations and let the d-operator do all the 
pattern bookkeeping for us. The difficulty is transferred from 
the polygons and the details of the approximation pattern to the 
solving of a differential equation. This is almost always a trade 
worth making. Even forgetting about the technical details, at 
least the differential method is completely uniform, whereas in 
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the classical case, each new shape has to be handled in its own 
ad hoc and idiosyncratic way.

So the “rocks and symbols” analogy is really quite apt. The 
classical method of exhaustion is like dealing with massive piles 
of rocks, and the differential calculus is like adding columns of 
digits—so much so that we can even build machines to do the 
computations for us. This fits into the larger historical trend 
in mathematics known as the arithmetization of geometry. Shapes 
become number patterns, and their measurements are governed 
by differential equations.

Can you find a differential equation for  

swept-out volume? How does this  

compare with the Cavalieri principle?

Show that a paraboloid (a rotated parabola)  

takes up exactly half its cylinder.

Can you measure the volume  

of a rotated sinusoidal arch?
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As a final example, let me show you an amusing way to 
determine the area of a circle (this is, after all, the prototypical 
example of classical exhaustion). I know we already under-
stand the circle (as much as it can be understood, anyway), but 
my point is to show that our new methods can give us fresh 
perspectives on old problems. In this case, instead of sweeping 
out area, I’m going to grow area out from the center.

So both the radius r and the area A will be variables. In this 
case, small changes lead to a circular ring of area.

When ∆r is very small, this ring can be unfolded (approxi-
mately) to form a rectangle of width ∆r and length equal to the 
circumference 2πr. Thus ∆A ≈ 2πrâ•›∆r, so we get the differential 
equation

dA = 2πr dr.

A r

∆A

∆r
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This, together with the initial condition r = A = 0, tells us 
that A must be πr2, as expected.

Can we do something like this to relate  

the measurements of a sphere?

23

So all the subtle and beautiful variety of shapes and motions 
and all the fascinating questions concerning their measure-
ments can be reduced to the problem of applying and inverting 
the Leibniz d-operator. Whereas d itself transforms variables 
into differentials, many of the most interesting measurements 
(such as area and volume) involve doing the opposite. So in 
many ways un-d-ing is the more interesting process, especially 
since we have a calculus for d itself.

Leibniz, of course, had a somewhat different interpreta-
tion. He considered dx not to be the instantaneous rate of x 
(although he certainly understood Newton’s theory of fluxions 
perfectly), but rather (and somewhat more mystically) as the 
infinitesimal change in x. A useful analogy here might be to think 
of x as a list of numbers—a so-called discrete variable:

x:â•… 0, 1, 3, 2, 5, 6, 4, . . . 

Then dx is analogous to the list of consecutive differences, 
or jumps:
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dx:â•… 1, 2, –1, 3, 1, –2, . . .

The un-d-ing process could then be thought of as a way to 
go from these differences back to the original list. Clearly, the 
way to do this is with running totals. That is, if we add up the 
first however many differences, we get back the numbers we 
started with. Notice that the usual ambiguity is present: if all 
the x numbers are shifted by some amount (say we add 3 to all 
of them), the differences are unaffected. So the running totals 
won’t necessarily give us back the original numbers exactly, but 
at worst, we’ll be off by a constant shift.

So Leibniz thought of un-d-ing as a sort of summing oper-
ation, albeit a very strange one—the idea being that we are 
“smoothly” adding infinitely many infinitesimal differences dx 
to recover our original varying quantity x. For this reason, he 
was led to introduce the symbol ∫ for the un-d-ing operator 
(it’s a fancy capital S from the Latin word summa). In any event, 
the notation—like that for square root—is pretty handy and 
certainly doesn’t do any harm.

In fact, the analogy with square root is a good one—which 
is why I keep making it! Suppose we have a number x and we 
know that x2 = 16. Rewriting this as x = 16 doesn’t partic-
ularly change anything, but it does provide an easy-to-use 
abbreviation and gives us the option of referring to our number 
as “the square root of 16” as opposed to “that which when 
squared is 16.” Of course, in this case we could also say that our 
number must be either 4 or –4.

Similarly, if we had variables x and y related by a differential 
equation, say
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dy = x2â•›dx,

we could, using Leibniz’s notation, rewrite this in the possibly 
more psychologically satisfying form,

y =  x2â•›dx.

By the way, this is usually read as “the integral of x2â•›dx” rather 
than using the older word summa. (The word integral comes 
from the Latin integer, meaning “whole.”) Leibniz’s symbol is 
known as the integral sign and the un-d-ing process is usually 
referred to as integration.

In this particular case, we can guess and modify to obtain 
the result

 x2â•›dx = 1--3â•›x
3 + constant.

Now in practice, most people use both the square root sign 
 and the integral sign ∫ in a somewhat cavalier manner. That 

is to say, when I write 16 = 4, I am quite aware of the fact that 
–4 is also a square root of 16. Sometimes I might even remind 
myself of this possibility by writing 16 = ±4. Similarly, I will 
often write things like

 x2 dx = 1--3â•›x
3,

knowing full well that there is a potential additive constant. 
The same goes for any operation that collapses information; if 
several different numbers all go to the same place, the inverse 
operation will carry a certain amount of ambiguity. How you 
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deal with that fact notationally is your business, but confusing 
things can happen if you aren’t careful!

Anyway, most working mathematicians use the integral 
sign (at least in this context) to mean any variable with the 
prescribed differential, and the ambiguity is not usually explic-
itly written, though, of course, it is understood. When one 
speaks of “the square root of 16” or “the integral of x2 dx” one 
needs to understand this somewhat professional meaning of the 
word the.

So the art of measurement pretty much comes down to 
understanding the behavior of the ∫-operator. As I mentioned 
already, this turns out not to be so simple. Which is not to say 
that we know nothing. Over the last 350 years, people have 
discovered and compiled hundreds of patterns and formulae in 
the form of so-called integral tables, which, in effect, give us a 
sort of integral calculus (albeit a rather humiliating one, since 
many of the most interesting and naturally occurring differen-
tials do not appear).

Continuing the square root analogy, it does, of course, happen 
that one gets lucky (e.g., 16) and can rewrite an expression in 
a more explicit form, but most of the time, as in the case of 2, 
it is not a question of finding a simpler form; the number itself 
is simply not expressible in the language you wish to use.

Similarly, most integrals are not expressible in terms of 
so-called elementary operations (e.g., addition and subtraction, 
multiplication and division, square roots, sine and cosine). For 
example, the integral

1 + sin2 x dx
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is certainly “out there” as a variable, depending on x in some 
definite way (at least up to the usual ambiguous constant), but 
that dependence is provably not describable in terms of algebraic 
and trigonometric patterns. This is a pretty spectacular exam-
ple of the power of modern mathematics that we can even 
devise such arguments (and, of course, I can’t explain them to 
you here, which is admittedly rather frustrating).

So we are in a very amusing position philosophically. Just 
considering the area of a closed curve, for instance, we have first 
of all the rather humbling state of affairs that almost all curves 
are indescribable in principle (because they have no pattern that 
can be encoded in a finite language), and then on top of that, 
even the ones that can be talked about (i.e., the ones that can 
be described by a set of variables and relations) almost always 
lead to differential equations whose solutions are not explicitly 
describable. We have this amazingly beautiful and powerful 
theory of differentials (including a calculus for crying out loud), 
but the powers that be (the mathematical gods?) have decreed 
that we are only to have definite explicit knowledge in the 
tiniest fraction of cases.

On the bright side, at the very least we have a uniform 
language for measurement description, and through this means 
we are able to make connections and see relationships between 
measurements, even if we are forbidden from knowing them 
explicitly. In particular, if two seemingly unrelated problems 
lead to the same differential equation, then even if we cannot 
solve it, we still know there is a deep underlying connec-
tion between them. This is, ultimately, the only real value of 
linguistic constructs and the only thing that conscious beings 
can ever do with language, if you think about it.
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What is the connection between the area of  

a parabola and the volume of a pyramid?

Can you solve the differential  

equation 2xâ•›dy = yâ•›dx?

24

I love the contrast between the ancient and modern approaches 
to geometric measurement. The classical Greek idea is to 
hold your measurement down and chop it into pieces; the 
seventeenth-century method is to let it run free and watch 
how it changes. There is something slightly perverse (or 
at least ironic) about how much easier it is to deal with an 
infinite family of varying measurements than with a single 
static one. Again, the trick is to figure out a way to get your 
measurement moving.

Of course, this is particularly easy to do when your problem 
involves motion—it’s not very hard to get things moving if 
they’re moving already. As an illustration of this idea, let’s try 
to measure the length of a cycloid. 

The natural measurement would be the length of one 
complete arch of the cycloid (let’s say compared to the diameter 
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of the rolling circle). The classical approach would be to chop 
up the cycloid into tiny pieces, approximate them by straight 
lines, and try to figure out where the approximate total length 
is heading. (This approach was in fact carried out by Bernoulli 
and others in the 1630s.) 

If instead we could somehow view the length as a variable, 
we could then use modern differential methods. But of course 
the length is variable—a cycloid is formed by a rolling circle! 
So at each moment the moving point has traced out a certain 
amount of length. 

Going back to our coordinate description of the cycloid, we 
have variables t, x, and y related by the equations

x = t – sinâ•›t,
	 y = 1 – cosâ•›t.

At any time t, our moving point is located at the position 
(x, y). Let’s call the traced-out length l. Our problem is to 
determine how l depends on t. As usual, the idea is to obtain a 
differential equation for l.

l
(x, y)
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Let’s imagine a very small amount of time going by and 
consider the small changes in x, y, and l. 

When these changes are very small, the length ∆l is practi-
cally the hypotenuse of the right triangle formed by ∆x and 
∆y. (This is the way the classical idea still comes into play.) The 
Pythagorean relation then gives us the approximation

(∆l)2 ≈ (∆x)2 + (∆y)2.

Letting the time interval ∆t approach zero, we get the desired 
differential equation,

dl2 = dx2 + dy2.

It has become customary, by the way, to write dx2 in place of 
the more cumbersome (dx)2. We just have to be careful not 
to get dx2 confused with d(x2). Of course, you can always use 
parentheses if you are worried about it.

So we find a sort of “infinitesimal” Pythagorean relation, 
which expresses the differential arc length dl in terms of its 
horizontal and vertical components. Another way to think 
about it is that since dl/dt measures the rate at which distance is 
traversed, it must be the same as the speed of the moving point; 
that is, the length of the velocity vector (x., y.). We get

∆l

∆x

∆y
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which is again saying that dl2 = dx2 + dy2.
This Pythagorean relation is quite general: it applies to any arc 

length in the plane, whether it is traced out by a motion or not.

What about arc length in  

three-dimensional space?

Applying this to our cycloid, we get

dl2 = dx2 + dy2

	 = (d(t – sinâ•›t))2 + (d(1 – cosâ•›t))2

	 = (1 – cosâ•›t)2 dt2 + sin2t dt2,

and so

This is the differential equation we need to solve in order to 
measure the length of a cycloid. 

On the face of it, things look pretty bleak. How on earth are 
we going to integrate such a complicated mess of a differential? 
The sad truth of the matter is that because of the complexity of 
the Pythagorean relation (squaring, adding, and then square-
rooting), arc lengths almost always lead to integrals that cannot 
be expressed in the language of elementary functions.

Luckily for us, the cycloid is an exception. It turns out that 
the expression

dx
dt
dl

dt
( )2 +

dy
dt

( )2,=

(1 – cos t)2 + sin2t dt. dl =

(1 – cos t)2 + sin2 t 
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can be rewritten in a very simple and elegant way. Imagine a 
circular arc of length t. 

We can then view 1 – cosâ•›t and sinâ•›t as the sides of a right 
triangle with hypotenuse (1 – cos t)2 + sin2 t . In other words, 
the thing that we are interested in is exactly the length of the 
chord spanning an arc of length t. (We saw this before when we 
measured the velocity of the cycloid motion.) Now here’s the 
clever idea: rotate the circle so that this chord is vertical.

Now we can see that the chord consists of two halves, each 
of which is just the sine of an arc half as long. That is, the length 
of our chord can also be written as 2â•›sin â•›t--2 . So a simple change 
of perspective (and isn’t that what every great idea comes down 
to?) leads to the surprising and beautiful result that

There are many such interrelationships between sine and 

t

t

(1 – cos t)2 + sin2 t = 2 sin 

2
t .
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cosine, all of them ultimately coming from the symmetry and 
simplicity of uniform circular motion.

Use this to derive the half-angle formulas

sin2â•›t--2  = 1--2 â•›(1 – cosâ•›t),

	 cos2â•›t--2  = 1--2 â•›(1 + cosâ•›t).

We can now rewrite our differential equation for the arc 
length of a cycloid as

dl = 2â•›sinâ•›t--2 dt.

Now, that’s more like it! Here is something we have a real 
chance of being able to integrate. In fact, a reasonable guess 
would be l = –cos  t--2 . Now

d(–cos t--2 ) = sin t--2  d( t--2 )

	 = 1--2  sin t--2  dt.

So we are off by a factor of 4. Thus we find

 2â•›sinâ•›t--2 dt = –4 cosâ•›t--2.

Of course, we could still be off by an additive constant. 
Checking the initial values t = l = 0, we see that in fact we 
must have

l = 4 – 4 cosâ•›t--2 .
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And so there it is! We have successfully measured the arc 
length variable of a cycloid using the differential calculus (plus 
a pretty clever idea about circles). In particular, a full arch 
(from t = 0 to t = 2π) has length

4 – 4 cosâ•›π = 8.

Incredible! The length of a cycloid arch is exactly four diam-
eters. It would be hard to find a more beautiful measurement 
than that. Unless perhaps it’s the area of a cycloid.

Show that the area of a cycloid arch is exactly 

three times the area of the rolling circle.

Find the length and area of the closed loop  

in the nodal cubic curve 3y2 = x3 + x2. 

Show that the area swept out by one full  

turn of a spiral takes up exactly one-third  

of the corresponding circle.
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I’m going to have to ask you to bear with me once again 
while I make a few philosophical remarks. The big idea here is 
that geometry—the study of size and shape—can be subsumed 
into the study of variables (also known as analysis). It is 
always interesting when seemingly quite different mathemati-
cal structures turn out to be the same. As I’ve said before, the 
real object of interest to mathematicians is pattern. If you wish 
to view such a pattern geometrically, that might give you a 
certain kind of insight; whereas if you think of it as a set of 
abstract numerical variables, that may lead to another sort of 
understanding—and certainly the two viewpoints feel very 
different emotionally.

The curious thing is why history went the way it did, and 
why the modern approach has been so much more successful. 
The classical Greek geometers were every bit as brilliant and 
resourceful as their seventeenth-century counterparts (if not 
more so). It’s certainly not a question of mathematical talent. 
There are plenty of reasons why the Greeks preferred direct 
geometric reasoning, aesthetic taste, of course, being one of 
them. In fact, this prejudice was taken to such an extreme that 
numbers themselves tended to be viewed geometrically (as 
lengths of sticks), and numerical operations were thought of 
as geometric transformations (e.g., multiplication as scaling). 
This severely hampered their understanding.

The modern approach is almost the exact opposite. Curves 
and other geometric objects are replaced by numerical patterns, 
and the problem of measurement essentially becomes the study 
of differential equations. Why, if these two viewpoints are 
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equivalent, should one of them be so much more powerful and 
convenient?

There is no question that as visual animals we prefer a picture 
to a string of alchemical symbols. I, for one, want to feel 
connected to my problem on a visceral, tactile level. It helps me 
understand the relevant issues when I can imagine running my 
hand over a surface or wiggling part of an object and picturing 
in my mind’s eye what happens. But I know that when push 
comes to shove, the truth is in the details, and the details are in 
the number pattern.

Of course, any analytic argument could be painstakingly 
translated into purely geometric terms, and in fact, this is the 
way many seventeenth-century mathematicians worked; even 
then there was still a great deal of prejudice in favor of geomet-
ric reasoning. This tends, however, to produce very contorted 
and artificial explanations in place of concise, almost-too-
simple-to-believe analytic arguments.

I suppose what I’m really talking about here is modernism. 
The exact same issues—abstraction, the study of pattern for its 
own sake, and (sadly) the resulting alienation of the layperson—
are all present in modern art, music, and literature. I would even 
venture to say that we mathematicians have gone the furthest 
in this direction, for the simple reason that there is nothing 
whatever to stop us. Untethered from the constraints of physi-
cal reality, we can push much further in the direction of simple 
beauty. Mathematics is the only true abstract art.

For me, the psychological fact of the matter is that however 
aesthetically and emotionally satisfying the geometric view 
may be, the analytic approach is, in the end, far more elegant 
and powerful. We’ve already seen a number of instances of 
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this—the increased descriptive power, the advantages of a 
uniform language that reveals hidden connections, and the 
ease of generalization. For instance, the classical geometers (as 
far as I know) never even conceived of four-dimensional space, 
whereas adding another variable is an obvious and natural 
analytic extension.

Which is not to say that I am advocating the abandonment of 
the geometric viewpoint. Obviously, the greatest mathemati-
cal pleasure is to be had by synthesizing different approaches—
to be fluent and comfortable with as many as you can and 
to inform each part of your mathematical self via the others. 
Think geometrically when a visual image is helpful (usually 
to get a big idea or an intuitive connection) and work analyti-
cally when that seems appropriate (usually to make a precise 
measurement).

Maybe it all comes down to this. There are lots of beauti-
ful patterns out there. Some, such as a triangle taking up half 
its box, can be easily seen and felt; others, like d(x3) = 3x2 dx, 
are not so immediately available to our visual imagination. So 
be it; I myself want to be open to all forms of beauty. For me, 
that’s what being a mathematician is all about.

26

Now I want to tell you about another fantastically beautiful 
and powerful application of the differential calculus, possibly 
the most useful in practical terms.

Imagine a cone sitting inside a sphere.
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If I knew the measurements of this cone—its height relative 
to the diameter of the sphere, for instance—it would then be a 
relatively simple matter to determine its volume. But what if I 
wanted the largest such cone? Then I don’t know its measure-
ments; I only know I want the volume to be as big as possible. 
Instead of the shape being fixed and wanting to measure its 
size, here the shape itself is variable.

In fact, we can imagine an entire spectrum of possible cone 
shapes, from a tiny flat cone snuggled up at the North Pole, all 
the way to a pointy icicle through the center. 

Clearly the best cone (in the sense of maximizing volume) 
lies somewhere in between. Intuitively, it feels to me like the 
base of the cone should be slightly below the equator of the 
sphere, but it’s certainly not obvious exactly where.

These kinds of questions—where we’re trying to maxi-
mize (or minimize) a particular measurement—have a long 
history and are known as extremal problems. For example, the 
Babylonians knew that among all rectangles with a given 
perimeter, the square has the most area. Here is a related prob-
lem for you to think about:
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Among all three-sided rectangles of a given 

length (like a fence built against a wall),  

which one encloses the most area?

In the abstract, an extremal problem concerns the dependence 
of one variable (the measurement) on another (the shape). In 
the case of the cone inside the sphere, we can imagine a graph 
of this dependence. 

As the height of the cone increases, so does its volume, until 
it starts becoming detrimental to be so tall and thin, and then 
the volume decreases down to zero again (I am including the 
extreme cases of a single-point “cone” of zero volume on the 
left and a stick of zero volume on the right). Anyway, some-
where in the middle is the cone we want—a little to the right 
of the middle, if my intuition is correct.

To make this more precise, let’s construct a “variables and 
relations” model of the situation. (As always, this is the hard 
part.) Let’s begin by taking the radius of the sphere as our unit 
(at least that’s not changing!), and we’ll denote the height and 
radius of the cone by h and r respectively. Slicing the sphere 
vertically through the center, we see this cross-section: 

vo
lu

m
e
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The geometrical constraint on our cone is that it fit snugly in 
the sphere. This means that h and r must be related somehow. 
In fact, we can see that the distance from the center of the 
sphere to the base of the cone is just h – 1. (I guess I’m tacitly 
assuming the base lies below the equator, otherwise it would 
be 1 – h.) 

The distance from the center of the sphere to the edge of the 
cone is 1, so Pythagoras says that

(h – 1)2 + r2 = 1.

Note that (because of the squaring) we would get the same 
equation if the base of the cone were above the equator. I love 
it when that happens. So in either case we get

r2 = 1 – (h – 1)2

	 = 2h – h2.

This tells us how the radius of the cone varies with the height. 
Now the volume of the cone is given by

h

r

1

r
h – 1
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V = 
1--
3 πr2h

	 = --3 (2h2 – h3).

Now we can make our picture more precise. 

Our question about cones has become an abstract numerical 
one: What value of h makes V the largest?

Imagine for a moment that this were the space-time picture 
of a motion (that is, h represents time and V the height of a 
ball, say). We are asking at what time the ball reaches its maxi-
mum height. The answer, of course, is when its speed is zero. 
Alternatively, we could say it is when the tangent line to the 
graph is horizontal. 

What I’m saying is that when a variable reaches an extreme 
(either a maximum or a minimum), the rate at which it changes 
must be zero. Otherwise, it would either still be climbing or 
already on its way down. So when a variable peaks, its differ-
ential must vanish. This is undoubtedly one of the simplest and 
most powerful discoveries in the history of analysis. Let’s see 
what it says about our cone.

V

1
h

V = 
p
3 (2h2 - h3)

2
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At the precise moment when h hits the right value to maxi-
mize V (the so-called critical point), we must have dV = 0. Now

dV = --3 d(2h2 – h3)

	 = --3 (4h – 3h2) dh,

and we see that this becomes zero precisely when 4h = 3h2. 
(Notice that we don’t have to worry about the differential dh 
being zero, since at that moment the radius and height are still 
changing.) Thus we conclude that h = 4/3. So the largest cone 
is attained when the base is one-third of the way below the 
equator. 

Is that great, or what! So the analytic approach to extremal 
problems is to find the exact moment when the differential 
vanishes. There are a couple of technical points here, actually. 
First of all, who says that there will be only one such moment? 
For example, we might have a dependence that looks like this: 

Every one of the marked points is a place where the tangent is 
horizontal. So the vanishing of the differential occurs not just 
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at the extremes—the so-called global maxima and minima—
but at the local ones as well, where the variable momentarily 
changes direction.

Going back to our cone problem for a second, let’s take a 
slightly wider view of the situation. 

The relationship V = --3â•›(2h2 – h3) is completely abstract. 
Sure, we know that we are talking about volumes and heights 
of cones, but V and h don’t know that (nor do they care). In 
particular, there are values of the variables that correspond 
to no geometric situation (e.g., h = –1, V = π). There may 
even be moments where dV = 0 that have no bearing on the 
original problem and are merely artifacts introduced by the 
abstract viewpoint (there’s probably a great modern art anal-
ogy here).

In our case, we can see that in fact there is a point other than 
h = 4/3 where dV = 0, namely h = 0. This happens because the 
relationship between V and h has a “bend” in it at that point, 
meaning that as h moves from positive to negative values, V 
moves toward zero and then rebounds. Of course, this is mean-
ingless geometrically, since negative heights don’t make any 
sense. Or do they?

Can you make geometric sense of a cone with 

negative height? How about negative volume?

V

h
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The equation we got when we set dV = 0 was 4h = 3h2. 
Notice that h = 0 is a solution—one that we blissfully ignored. 
It is amusing that this point (corresponding to the single-point 
cone) is a local minimum of volume, but the other extreme 
(the vertical stick corresponding to h = 2) is not. Nevertheless, 
the stick is a point of minimum volume in our original prob-
lem. This annoying asymmetry is due to the fact that only the 
values 0  h  2 make geometric sense, and in that range both 
h = 0 and h = 2 happen to be minima. In other words, there 
may be boundary values that are potential maxima and minima, 
as well as local extrema where the differentials vanish.

As another example—and one with obvious practical 
applications—let’s try to determine the best shape for a soup 
can. By “best” I mean that it holds the most soup among all cans 
of a given surface area, using a fixed amount of metal. Of course, 
I’m not really talking about soup and metal, but cylinders.

The shape of a cylinder is determined by its radius r and 
height h, and its volume and surface area are given by

V = πr2h,
	 S = 2πrh + 2πr2.

(I’m including the top and bottom lids of the can, of course.) 
The meaningful range of variation runs from a flat can (h = 0) 
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to a stick (r = 0). All the while, the surface area S is being held 
fixed. This means that r and h are connected. If I wished, I could 
even write

and express everything in terms of the single variable r. But 
it so happens that I do not wish. Instead, I want to show you 
another way to proceed that I feel is more elegant.

The idea is this. Since S is constant, we must have dS = 0 at 
all times. Since we want the moment when volume is maxi-
mized, we must have dV = 0 at that instant. In particular, at the 
moment of interest, we will have both dV = 0 and dS = 0. Thus 
we get two differential equations for r and h:

d(πr2h) = 0,
	 d(2πrh + 2πr2) = 0.

Expanding these using the differential calculus (and dividing 
by constants), we get the system of differential equations

2rh dr + r2 dh = 0,
	 (2r + h) dr + r dh = 0.

This is what must be true at the precise moment the cylinder 
shapes pass through the critical point. (Note that neither dr nor 
dh themselves can be zero, because the can is still narrowing 
and lengthening at that moment.)

Multiplying the second equation by r and subtracting the 
first, we get (after division by dr)

h �
S � 2pr 2

2pr
,
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(2r2 + rh) – 2rh = 0.

This means that the best cylinder is attained when 2r2 = rh. There 
are two solutions to this equation, namely r = 0 and 2r = h. The 
first is clearly an artifact at the boundary, and the second is our 
maximum. Thus the best-shaped soup can has a height equal to 
its diameter. 

In other words, it’s a rotated square. How beautiful! Maybe 
not entirely unexpected, but still. I never cease to be impressed 
by the simple economy of this technique.

What if we wanted the best open soup can?

Find the largest cylinder that fits inside a given 

cone. How about in a given sphere?

Among all cones of a fixed surface area,  

which has the largest volume?

27

One of the best illustrations of the contrast between the 
classical and modern viewpoints is the measurement of the 
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conic sections. Historically, conics have always been a natu-
ral test case for geometers, being (apart from straight lines) 
the simplest curves there are. From a classical perspective, 
conic sections are literally just that—cross-sections of a cone. 
These fall naturally into three categories—ellipse, parabola, 
and hyperbola—depending on the slantedness of the slic-
ing plane. All the classical results (e.g., the focal and tangent 
properties) follow from this description. Then we have the 
projective viewpoint, where the conics can be seen as the 
various projections of a circle. Perhaps simplest of all is the 
algebraic perspective, which reveals the conics to be those 
(nondegenerate) curves given by quadratic (i.e., degree 2) 
equations of the form

Ax2 + Bxy + Cy2 + Dx + Ey = F.

The point being that in whichever structural frame-
work you wish to operate, the conics appear as the simplest 
nontrivial objects. So it is very natural for us to want to 
measure them.

The classical geometers certainly wanted to. In fact, one 
of the most important and influential works in all of Greek 
mathematics was the Conics of Apollonius. This eight-
volume masterpiece represented all that was then known 
about the conic sections and their fascinating properties. Of 
particular interest was the behavior of their tangents. For 
instance, Apollonius shows that for any point on a parabola, 
the tangent line at that point intersects the line of symmetry 
exactly as far below the bottom of the parabola as the point 
is above it. 
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Can you show this using the differential calculus?

We can think of results of this type as being essentially 
angle measurements. As far as lengths and areas go, the classi-
cal geometers had much more limited success. The method of 
exhaustion worked fine for areas bounded by sections of ellipse 
or parabola but failed miserably for the hyperbola. And the 
lengths of conic sections proved to be utterly intractable (of 
particular annoyance was the circumference of an ellipse).

The trouble with the classical exhaustion technique is that 
it requires us to be too clever. There are infinitely many ways 
to break something into pieces and approximate it, but it must 
be a truly ingenious scheme for us to tell where these approxi-
mations are heading. That’s what the classical geometers were 
unable to do here. The analysis will not only show why they 
were doomed to failure but will also reveal several beautiful 
underlying connections that they seem to have missed.

To begin with, we’ll need coordinate descriptions of the 
conic sections, and the simpler the better. The ellipse is easily 
handled by dilating a circle. 

1 b

a
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An ellipse with long radius a and short radius b can be viewed 
as a unit circle stretched by factors of a and b along the coor-
dinate directions. Since a unit circle can be described by the 
equations x = cosâ•›t, y = sinâ•›t, we see that to make an ellipse we 
only need to modify these to

x = a cosâ•›t,
y = b sinâ•›t.

Alternatively, if you don’t like carrying the parameter t around, 
you could instead write this as

which is another way of describing a dilation of the circle  
x2 + y2 = 1.

Why do the coordinate variables get  

divided by the stretch factors? Is this  

true of dilations in general?

Now that we have an equation for an ellipse, what do the 
integrals for length and area look like? Of course, we expect 
the area integral to be elementary (i.e., explicitly describable) 
since it is just a dilated circle, but let’s see. 

a( )x +
2

b
( )y 2

= 1,
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If we imagine a point moving along the ellipse according to 
the pattern x = a cosâ•›t, y = b sinâ•›t, we can see that the collected 
area A satisfies the differential equation dA = xâ•›dy, so we are 
interested in the integral

 x dy =  ab cos2t dt.

This can be handled using the half-angle formula

cos2t = 
1--
2â•›(1 + cosâ•›2t)

to give

1--
2 ab  (1 + cosâ•›2t) dt = 1--2 ab (t + 1--2 sinâ•›2t),

which, as expected, is describable in elementary terms. In 
particular, when t = 2π we get πab for the area of an ellipse. So 
in some sense the “reason” the classical geometers could handle 
the area of an elliptical section is that ∫ cos2t dt is elementary. 

The circumference, however, is another story. The relevant 
integral is  

Integrals of this form (known as elliptic integrals, naturally) arise 
fairly often in analysis and are now known to be generically 
nonelementary. Of course when a = b, for example, we get 

∫ a dt = at, corresponding to arc length along a circle, but in 
general the circumference of an ellipse is a nonelementary 
transcendental function of a and b, so there is no chance of an 

dx2 + dy2 = a2 sin2 t + b2 cos2 t dt. 



	 T IM E A N D SPACE	 365

explicit description. We might have hoped that since a circle 
has a circumference of 2π, the circumference of an ellipse 
might possibly look like

2π  (something simple depending on a and b).

Well it doesn’t. So no wonder the Greeks had a hard time. It’s 
not that they weren’t clever enough, it’s that the thing they 
wanted to say isn’t sayable in the language they wanted to say 
it in.

As for the parabola, we have been using the equation y = x2. 
In case you haven’t derived this yourself, let me show you why 
it makes sense. Suppose we have a parabola, and we choose our 
units and orientations so that it is symmetrical with respect to 
the y axis and the focal point is at (0, 1).

The focal property of the parabola says that the distance 
from any point on the curve to the focal point is the same 
as the distance to the focal line (which in this case would be 
the line y = –1). So if (x, y) is a point on the parabola, we 
must have

1

(x, y)

x2 + (y – 1)2y + 1 = .
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Squaring and rearranging this, we get

x2 = (y + 1)2 – (y – 1)2 = 4y.

So our parabola has the equation 4y = x2. Rescaling if we want 
(so that the focal distance becomes 1--4 ), we get y = x2 as usual. 
Since every parabola is similar to every other, we may as well 
use the simplest equation we can.

We have already dealt with the area integral

 y dx =  x2 dx = 1--3â•›x
3,

which is not only elementary, but algebraic (no trigonometric 
functions are involved). This is why Archimedes was success-
ful. By contrast, we have the arc length integral (here I prefer 
to use the equation y = 1--2 x2) 

Any way of measuring the length of a piece of parabola will be 
equivalent to evaluating this integral—that’s what I mean by a 
uniform language. Although it may look fairly innocent, this 
integral is actually quite serious.

Before discussing it further, let’s take a look at the hyperbola. 
Now, since all hyperbolas are dilations of a right hyperbola 
(i.e., one with perpendicular tangents at infinity), we may as 
well start by getting an equation for a right hyperbola. If we 
choose our coordinate directions along the lines of symmetry, 
we get this picture: 

dx2 + dy2 = 1 + x2 dx. 



	 T IM E A N D SPACE	 367

We can then use the focal property of the hyperbola (and 
rescaling if necessary) to get the equation

x2 – y2 = 1.

Can you derive this equation?

In particular, this means that all hyperbolas can be described 
by equations of the form

Notice how this is the same as the equation for an ellipse, only 
with a minus sign. Of course, this is related to the difference in 
their focal properties.

On the other hand, choosing our axes to be the tangents at 
infinity gives us a different view of a right hyperbola:

With this choice of orientation, we get the equation xy = 1, 
which in some ways is simpler. Of course, the two forms must 

a( )x –
2

b
( )y 2

= 1.
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be related, and in fact this is connected to the Babylonian 
difference of squares formula:

x2 – y2 = (x + y)(x – y).

The rotated coordinate system is equivalent to choosing x + y 
and x – y as our new coordinates.

By the way, we can now see that the graph of the reciprocal 
relation y = 1/x happens to be a right hyperbola.

Can you derive the equation xy = 1 for the  

right hyperbola? What is its focal distance?

For the sake of simplicity, let’s restrict our attention to the 
right hyperbola xy = 1. Of course, there are lots of other 
hyperbolas out there for us to measure, but all the difficulties 
are present in this special case. The relevant integrals are

â•›y dx =  
dx---x

and

Once again, we have two perfectly harmless-looking inte-
grals, which are in fact quite thorny. It turns out that the second 
one (the one for arc length) is provably nonelementary and can 
be rewritten in terms of (modified) elliptic integrals. So there 
is at least an abstract sense in which hyperbola length is related 
to ellipse length. It is the area integral, however, that is the real 

dx2 + dy2 = 1 + 1
x4 dx.
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surprise. What, we can’t integrate dx/x? What a scandalous 
state of affairs! Are we really going to stand for this?

Before we deal with this disturbing development, let’s go 
back to the arc length integral for the parabola, ∫ 1 + x2 dx.  
It turns out that this is intimately connected to the hyperbolic 
area integral ∫â•›dx/x. I want to show you this for two reasons. 
First, because I think it is surprising and wonderful that the 
length of one conic section is related to the area of another, and 
second, because it is a great example of analytic technique—
the power of symbol jiggling.

So we are interested in the integral

(I’ve changed notation so there will be no confusion with any 
of our earlier symbol choices.)

Let’s abbreviate 1 + t2   by s (so s is a new variable I’ve 
invented to take the place of this more complicated expres-
sion—a surprisingly powerful technique as you will see). Now 
we have

s2 – t2 = 1,

which is the equation of a right hyperbola. And our integral 
becomes simply ∫â•›s dt which is precisely the area integral. So 
already the connection is being revealed, and all we have done 
is abbreviate. But we can go further. Writing

u = s + t,
v = s – t,

1 + t 2 dt. 
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we can rephrase our equation s2 – t2 = 1 as simply uv = 1 (this 
is the rotated form of the right hyperbola again). Now our 
integral can be rewritten, using

s = 1--2 (u + v),
	 t = 1--2 (u – v),

so that we get

 s dt =   1--4 (u + v) d(u – v)

	 = 1--4  u du – u dv + v du – v dv.

Since uv = 1, we have u dv + v du = 0, and our integral becomes

1--
8â•›(u

2 – v2) + 1--2  v du = 1--2â•›st + 1--2   du---u .

The upshot of all this fiddling around is that

where u = t + 1 + t2  . So the obstruction to measuring the 
length of a parabola is exactly the same as for the area of a 
hyperbola, namely ∫ du/u.

The question is, what sort of function is this? Is it algebraic or 
transcendental? Does it involve trigonometric functions or is it 
new? Or is it perhaps sitting right under our noses?

Show that 

for all m ≥ 1, but not for m = 0.

1 + t2 dt = 1 + t2  t + 1
2

du
u

1
2

,

–1=dx
xm+1 mx m
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Show that the length of one complete period of 

a sine wave is equal to the circumference of an 

ellipse with short radius 1 and long radius 2 .

28

Our attempt to measure the conic sections has put us in a rather 
awkward and embarrassing position. These are, after all, the 
simplest possible curves, and they certainly do lead to very 
elegant and simple-looking differential equations, but for some 
reason we don’t seem to be able to solve them. In particular, 
both hyperbolic area and parabolic length come down to the 
same question: What on earth is ∫ dx/x?

Quite apart from the intrinsic interest of measuring conics, 
this integral is analytically interesting in its own right. What 
could be a simpler and more natural differential than dx/x? 
Surely its integral must be simple and natural as well, mustn’t 
it? So what’s the problem?

The obvious way to proceed would be to make a series of 
highly intelligent (and hopefully lucky) guesses until we find 
some clever combination of algebraic or trigonometric func-
tions whose derivative is the reciprocal function. Unfortunately, 
this is a hopeless endeavor. As you have probably guessed, not 
only is our integral simple and natural, it also represents an 
entirely new transcendental function.
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So we are not going to be able to use analytical methods to 
solve the problem of hyperbolic area. Instead, I want to show 
you how we can use the geometry of the hyperbola to get 
information about the integral. This is another nice example 
of the ongoing conversation between geometry and analysis.

For the sake of definiteness, let’s write A(w) for the area 
collected under the hyperbola xy = 1 as x runs from 1 to w.

(Of course, I would much prefer to collect area starting from 
x = 0, but the reciprocal curve is infinite there, so x = 1 seems 
the next best choice.) Now A(w) is exactly the function we 
seek—that is, dA = dw/w.

In general, we would want to measure the area between any 
two points a and b. 

If both a and b are greater than 1, then this area can be viewed 
as the difference A(b) – A(a). (We’ll see in a minute how to 
deal with areas that lie to the left of x = 1.) Thus, knowledge 
of the function A—that is, a precise understanding of exactly 
how A(w) depends on w—would completely solve the prob-
lem of hyperbolic area. Conversely, any information about 

1 w

xy = 1

A(w)

a b
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hyperbolic area would tell us something about the behavior 
of A(w).

As it happens, the reciprocal curve does have a very beautiful 
area property: scaling invariance. To illustrate, let’s look at two 
pieces of hyperbolic area. 

Notice that the second region (running from 3 to 6) is three 
times wider than the first (from 1 to 2). It is also one-third as high, 
because we are dealing with the reciprocal curve. More precisely, 
every vertical stick in the first region corresponds to a stick in the 
second region whose horizontal position is three times as large, 
while being one-third as tall. If we want, we can think of the 
second area as a dilation of the first—we stretch horizontally by a 
factor of 3 and vertically by 1/3. Does that make sense?

The point here is that these two areas must then be equal. 
Dilations multiply area by the stretch factor, and we’ve used 
two factors that cancel each other out. Of course, there is noth-
ing special about the number 3. The general statement would 
be that the area from a to b is the same as from ac to bc. Do you 
see why? 

1 2 3 6

a b ac bc
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Can you use scaling invariance to  

measure areas to the left of x = 1?

This means that the area of a region under the reciprocal 
curve depends only on the ratio of the endpoints, not on the 
endpoints themselves. In particular, for any two numbers a and 
b, the area from 1 to a is the same as from b to ab. 

If we express this analytically, in terms of our area function 
A, it says that A(ab) – A(b) = A(a) – A(1). Since A(1) = 0, we 
can rewrite this in the elegant form

A(ab) = A(a) + A(b).

How beautiful! The scaling invariance of hyperbolic area 
tells us something quite unexpected about our mystery func-
tion A: it transforms multiplication into addition. That is, if 
we think of A as a process that converts a number w into A(w), 
then what we are saying is that if you multiply two numbers 
and then convert the product, it’s the same as converting the 
two numbers separately and then adding. (Incidentally, this 
property would not hold true if we chose a different area 
collection function, starting from a point other than x = 1. So 
this is definitely the right choice.)

1 ba ab
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As I mentioned before, the function A(w) is known to be 
transcendental; there is no hope of actually calculating numbers 
like A(2), A(3), or A(6). But at least we do know that whatever 
they are, A(6) is exactly equal to A(2) + A(3). This is reminis-
cent of the situation in trigonometry—although we are usually 
prohibited from obtaining precise values of sine and cosine, we 
do know of many beautiful and fascinating interrelationships 
among them (e.g., the half-angle formulas).

At the moment, we have defined A(w) only for w  1. How 
should we extend the definition of A(w) to include values of w 
between 0 and 1? Can we do it in such a way that the property 
A(ab) = A(a) + A(b) still holds?

Can you think of a way to extend  

the definition of A(w)?

While we’re on the subject of converting multiplication to 
addition, I would like to make a brief historical digression. At 
one point when we were talking about angles and lengths, I 
mentioned how the advent of long ocean voyages in the late 
fifteenth century (e.g., 1492) created a need for accurate trigo-
nometric tables—that is, fairly precise approximations of the 
values of sine and cosine. Such tables had to be painstakingly 
made by hand, but once completed, the values could then be 
looked up easily. (I know this sounds terribly prosaic and prac-
tical, but bear with me.)

Although these nautical tables spared navigators a fair 
amount of computational tedium, there was still plenty left in 
the form of arithmetic. Maybe some good four- or five-digit 
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approximations could be looked up in a table, but you still had 
to work with them—to add, subtract, multiply, and divide 
them, for example.

Now, as you may recall, there is a calculus for doing this sort 
of thing: digits, place value, carrying, etc. And in fact, when it 
comes to adding and subtracting, the standard procedures are 
actually pretty efficient. For example, if we have two five-digit 
numbers, say 32768 and 48597, we can add them together quite 
easily:

32768
48597

81365

The point being that the number of individual steps (one-
digit sums with possible carrying) is equal to the number of 
digits. So adding ten-digit numbers would take only twice as 
long, even though the numbers themselves are astronomically 
larger. Subtraction is similar.

Multiplication, on the other hand, is a nightmare (and don’t 
get me started on division!). The trouble is that it takes too 
long: to multiply two five-digit numbers requires twenty-five 
single-digit multiplications (to say nothing of the necessary 
adding and carrying). If we want the product of two ten-digit 
numbers, this entails over a hundred individual calculations. 
Forgetting about the practical issues facing navigators and 
accountants, I find it interesting on a purely theoretical level 
that one operation is so much more costly than the other. Not 
that this is in any way surprising; multiplication is, after all, 
repeated addition.
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In any case, it came as a great relief to those in the arith-
metic business when the Scottish mathematician John Napier 
invented a better system in 1610.

The idea is this. First, notice how easy it is to multiply by 10: 
367  10 = 3670. This is not due to any special property of the 
number ten, but rather to our choice of ten as a grouping size. 
That is, when we write a number like 367, we are choosing to 
represent that quantity in terms of groups of ten (3 hundreds, 
6 tens, 7 ones). So each position in the digit string is worth ten 
times the next. Multiplication by ten then simply shifts each 
digit one space to the left so that it counts ten times as much. 
Of course, we could just as easily use a different grouping size, 
say seven, and then multiplication by seven would shift the 
digits. (The advantage of a smaller grouping size would be less 
memorization—there would be only six nonzero digits, so the 
multiplication table would be smaller. The disadvantage would 
be that the representations themselves would then be longer.) 
The choice of ten as a grouping size thus has no particular 
mathematical benefit; it is simply a cultural choice stemming 
from the fact that we happen to have ten fingers. Of course, 
once such a “decimal” system is in general use, then multipli-
cation by ten becomes especially convenient.

In particular, numbers that are powers of 10, such as 100 or 
10000, are especially easy to multiply together: we just count 
the shifts. Since 100 is the same as 1 with two shifts, and 
10000 is 1 with four shifts, their product is simply 1000000 
(i.e., 1 with six shifts). The key observation here is that multi-
plication of powers of 10 is essentially addition. That is, to 
multiply two such numbers we need only to add the shifts: 
10m · 10n = 10m+n.
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Of course, the same goes for any other number, not just 10. 
For any number a, we always have

am · an = am+n

because that’s what repeated multiplication means. By the way, 
when one writes something like 25, the number 2 that is being 
repeatedly multiplied is called the base and 5 is the exponent 
(Latin for “on display”). This number would then be referred 
to as “2 raised to the fifth power” or simply “2 to the fifth,” 
for short.

This pattern is so simple and so pretty, that it is often 
extended to include negative and fractional exponents as well. 
That is, we can make sense of something like 2–3/8 by insist-
ing that whatever we choose it to mean, we want the pattern 
2m+n = 2m · 2n to be preserved. This is a major theme in 
mathematics: extending ideas and patterns into new territory. 
Mathematical patterns are like crystals; they hold their shape 
and can grow beyond their original confines. Our extension 
of sine and cosine to arbitrary angles is one example; projec-
tive space is another. Now we’re going to do the same thing 
with repeated multiplication.

Let’s start with the powers of 2. Writing out the first few, we 
notice a simple pattern:

21 = 2,â•… 22 = 4,â•… 23 = 8,â•… 24 = 16, . . .

Each time the exponent goes up by 1, the number itself 
doubles. Of course, this is patently obvious. But it also means 
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that whenever the exponent goes down by 1, the number gets 
cut in half. And this allows us to extend the meaning of 2n. 
First of all, it suggests that 20 should equal 1! What is interest-
ing here is that the original meaning of 2n, namely “n copies 
of 2 multiplied together,” no longer makes any sense. Are we 
really saying that no 2s multiplied together is equal to 1? I guess 
we could say it if we want to, but what we really mean is that we 
are shifting the meaning of 2n from “n copies of 2 multiplied 
together” to “whatever it needs to be to keep the pretty pattern 
going.” It would not be much of an overstatement to say that 
this is how all meaning in mathematics is made.

Continuing the pattern, we find that

2–1  1--2,â•‡ 2–2  1--4,â•‡ 2–3  1--8,â•‡ 2–4  
1---
16, . . .

and so on. In general, we would be choosing a–n to mean 1/an. 
Thus 3–2 = 1--9 and (2--3)–3 = 27---8 . (In particular, a–1 is an amusing way 
to write 1/a.)

Show that am–n = am/an for all m, n.

Show that d(xm) = mxm–1 dx for  

all m positive, negative, and 0.

Let’s go a little further. Is there a good way to give mean-
ing to 21/2? The pattern, if it can continue to hold in such 
uncharted territory, would say that

21/2 · 21/2 = 21 = 2.
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This means that whatever 21/2 is, when we multiply it by 
itself we get 2. So it must be 2. Similarly, 101/2 = 10, and in 
general a1/2 = a .

Actually, we have to be a little careful here, since a  is slightly 
ambiguous. There are, after all, two square roots of a number 
a, if a is positive. Which one do we want a1/2 to mean? Also, if 
a is negative then we have an even bigger problem. We don’t 
yet have a meaning for the square root of a negative number, so 
what are we going to do with something like (–2)1/2?

One easy way out is to simply restrict ourselves to positive 
bases. That is, we will only assign meaning to a1/2 when a 
is a positive number. The other possibility is to extend our 
number system to include new objects like –2. This can actu-
ally be done—and you should do it! Unfortunately, this still 
doesn’t solve our ambiguity problem. We still need to choose 
the meaning of a1/2 (if we want it to have meaning) to be one 
of the square roots of a. Which one? Well, the usual choice 
when a is positive is to choose the positive square root. Thus 
41/2 = 2, not –2. Of course, this is somewhat arbitrary, but at 
least it makes a nice consistent pattern.

For the time being, let’s agree that our base will always be 
positive and that whenever we need to make a choice, we will 
choose positive values. So we will say that a1/2 only has mean-
ing when a is positive, and its meaning is the (unique) positive 
square root of a.

Of course, you may find this whole enterprise repulsive and 
not wish to make any of these choices. You may see no advantage 
whatever in writing things this way. I personally like it because 
it illustrates the persistence of pattern. I feel like this is what the 
pattern wants—to be set free of its shackles. So let’s keep going.
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How should we define something like a3/4? Whatever it is, 
when we raise it to the fourth power (that is, multiply four 
copies of it together), we should get a3. Do you see why? This 
means that a3/4 must be the fourth root of a cubed, or 4 a3. The 
general pattern is now clear: am/n must be an n-th root of am 
(and, of course, we choose it to be the positive one).

Show that for any fraction m/n, we need to 

choose am/n = 
n
am. Is this the same as (

n
a )m?

This is what the pattern forces. So this is what we as math-
ematicians tend to accept, because beautiful simple patterns are 
more important to us than anything else, even our own desires 
and intuitions. Plus, it’s not like we had some a priori idea of 
what we wanted 2–3/8 to mean. The point is that if we choose 
it to mean “the reciprocal of the eighth root of 2 cubed” then 
the pattern keeps going.

Show that (am)n = amn for any whole numbers m 

and n. Does it still work if m and n are fractions?

Show that d(xm) = mxm–1 dx for all fractions m.

So now we have an idea of what ab should mean when b is 
a rational number. But what if the exponent is irrational? Can 
we make sense of numbers like 2 2 or 10π?

Let’s do something that mathematicians often do: we’ll 
assume we can and see what happens. (This philosophi-
cal method has a long history. The Greeks called it analy-
sis, as opposed to synthesis, which refers to the building up 
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of knowledge from first principles.) Anyway, let’s say that 
somehow we have given meaning to the expression ab for any 
number b. Of course, we insist that the pattern remain intact 
(otherwise, what’s the point; we may as well define 2π to be 
37). So we assume that not only does ab make sense, but that 
it continues to obey the pattern

ab · ac = ab+c.

In particular, whatever the numbers 3 2 and 3π are (and they 
will most certainly be transcendental if anything) we insist that 
3 2+π be their product. (Not that we are in a position to insist 
on anything; we’re simply hoping that this is possible.)

Now here is Napier’s idea. Suppose we have some number 
like 32768. Clearly, this lies between 104 and 105. Napier’s real-
ization was that there must be some number p between 4 and 5 
so that 32768 = 10p. In other words, every number is a power of 
10. Since powers of 10 are easy to multiply, this should mean 
that all numbers are easy to multiply. Of course, the hard part 
is to figure out what power of 10 a given number is. So there 
are really two problems here. First, is it really true that every 
number is a power of 10? And second, how on earth can we 
hope to calculate such an exponent? These are pretty serious 
questions, actually.

On the other hand, for all practical purposes all that is needed 
are approximations. Here the subtle mathematical issues disap-
pear. We don’t need to know if ab makes sense for irrational 
numbers b, because every number is approximately a fraction. 
For example, if I want to represent a number like 37 as an 
approximate power of 10, I only need to find a fraction m/n so 
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that 10m/n ≈ 37. In other words, 10m should be roughly 37n. Let’s 
look at some powers of 37 that are reasonably close to powers 
of 10:

372 = 1369 ≈ 103

	 377 = 94931877133 ≈ 1011.

So 3/2 = 1.5 should be a so-so estimate, and 11/7 ≈ 1.57 
a pretty good one. The point is that we don’t need an exact 
value for the exponent in order to navigate a ship or any other 
mundane purpose like that. If we cared enough, we could 
even obtain an extremely accurate estimate like 1.56820. Of 
course, it would require an enormous amount of work to 
obtain such approximations for every number we might wish 
to use, but just as for trigonometric tables, the work would 
only have to be done once. And this is just what Napier set 
out to do.

For each number N, we are trying to find (at least approx-
imately) a number p so that N = 10p. Napier called p the  
logarithm of N (from the Greek logos + arithmos, meaning 
“way of reckoning”). So, for example, the logarithm of 37 is 
about 1.5682. Let’s write L(N ) for the logarithm of N. Then a 
section of Napier’s table might look something like this:

N L(N )

35 1.5441

36 1.5563

37 1.5682

38 1.5798

39 1.5911
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Now, here’s the point. Suppose we wanted to multiply two 
numbers together, say the ones we had before: 32768 and 48597. 
Ordinarily, this would be an annoying, multistep procedure. 
But using Napier’s “admirable table of logarithms,” we can 
rewrite these numbers (again, approximately) as powers of 10:

32768 ≈ 104.5154,
48597 ≈ 104.6866,

and since multiplying merely adds the exponents, we get

32768  48597 ≈ 109.2020.

Consulting the logarithm tables (in reverse), we find that the 
number whose logarithm is closest to 9.2020 is 1592208727. 
This means that the true product should be pretty close. In 
fact, 32768  48597 = 1592426496, so our estimate is accurate 
up to the fourth decimal place. In other words, we are off by 
about one part in ten thousand. But the point is that we only 
had to do three table look-ups and one addition. So this is a 
huge time-saver.

What if you wanted to multiply  

three or more numbers together?

The skeptical reader may find it improbable that such tables 
exist going up to numbers as large as 1592208727, and the 
skeptical reader would be right—they don’t. In actual practice, 
one only requires logarithm tables for numbers between 1 and 
10. Everything else can be obtained by shifting. For example, 
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if I wanted L(32768), I would actually be content to look up 
L(3.2768) = 0.5154, and then add 4. This is because multiplica-
tion by 10 has the effect of adding 1 to the exponent; that is, 
the logarithm. Similarly to find the “antilogarithm” of 9.2020, 
I would look for 0.2020 in the logarithm column and see that 
it corresponds to the number 1.5922 (assuming my tables are 
accurate to four decimal places, which is pretty standard). 
Then I would multiply this by 109 to get 1592200000, which is 
pretty much as accurate as before.

Of course, the practical use of logarithms for arithmetic 
computation is now obsolete, due to the advent of high-speed 
electronic calculators. In fact, almost all computation these 
days is done by machine (as Leibniz himself predicted). My 
point in bringing up logarithms was not their computational 
utility—now a historical footnote—but to illustrate a particu-
larly curious example of an unforeseen connection in math-
ematics: hyperbolic area (the integral of dx/x) turns out to 
be related to the behavior of exponents (logarithms). How 
strange that a method intended to speed up practical arith-
metic should turn out to be so intimately connected to the 
classical measurement of conics! Again, the connection is that 
in both cases multiplication is somehow being converted into 
addition.

How could you use logarithms to divide two 

numbers? To take the square root of a number?
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29

From a modern perspective, Napier’s logarithm can be viewed 
as an isomorphism between two apparently different algebraic 
structures. On the one hand, we have the system of positive 
numbers under multiplication, and on the other hand, the 
system consisting of all numbers (positive and negative) under 
addition. Napier’s logarithm provides a “dictionary” between 
these two worlds: 

Under this correspondence, a positive number w is sent to 
its logarithm L(w). For instance, the number one million 
(106) would translate to its base 10 exponent, in this case 6. 
The number 1, which is multiplicatively inert (1  w = w for 
all numbers w), corresponds to the number 0, which does 
nothing additively (0 + w = w). Similarly, division (that is, 
un-multiplication) corresponds to subtraction (un-addition). 
The point is that the two systems are structurally identi-
cal, and it is the logarithm that allows us to see that. More 
precisely, for any positive numbers a and b, we have

L(ab) = L(a) + L(b).

Thus Napier’s logarithm behaves exactly like hyperbolic area: 
it converts products to sums. That was, of course, the whole 

multiplication

addition

1/10 101

–1 0 1
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point of Napier’s discovery: addition is fast; multiplication is 
slow. But now we see that they are in fact the same.

That is, if there really is such a thing as a logarithm. It is one 
thing to crudely approximate numbers by fractional powers 
of 10; it’s quite another to prove that this can be done exactly, 
with infinite precision. Is pi really an exact power of 10? If so, 
what kind of number is that exponent? In other words, how do 
we know that pi (or 2 for that matter) really has a logarithm? 
Do you get what I’m saying?

The other issue is ten. Napier’s logarithm is based (quite 
literally!) on this particular not-so-interesting number. That’s 
all very well and good for a calculation system designed for a 
decimal culture, but as mathematicians, we should be looking 
for something more intrinsically beautiful and natural. Once 
again, it’s the whole unit independence issue. Choosing a base 
for our exponents is exactly the same as choosing a measuring 
unit—essentially, we are measuring the size of a number by 
how many decimal digits it has. So that’s pretty arbitrary, and 
to me arbitrary means ugly.

On the other hand, would a different base be any better? What 
if we designed a base 2 logarithm? This would assign to each 
number the exponent needed to represent it as a power of 2. 
This logarithm would also convert multiplication to addition, 
and everything would work fine. We could make binary loga-
rithm tables with no problem. So 10 is completely irrelevant. 
If what you want is to convert multiplication to addition, then 
any base is as good as any other. (It has become traditional, by 
the way, to use the notation log

a
â•›x for the base a logarithm of a 

number x. In particular, the Napier logarithm L(x) is commonly 
written log

10
â•›x. Thus log

2
â•›8 = 3, and log

5
â•› 1---25 = –2, for instance.)
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The simplest (and most abstract) way to frame these ideas is 
to call any process that converts multiplication to addition a 
logarithm. That is, any (continuous) function whatsoever that 
satisfies

log(xy) = log(x) + log(y)

for all positive numbers x and y qualifies as a logarithm (I’m 
using the generic symbol log to represent any such activity). Thus 
Napier’s function L, the binary logarithm log

2
, and the hyper-

bolic area function A are all logarithms in this abstract sense.
Given any such function log, let’s call the reverse process exp 

(short for exponentiation). Then

log(exp(x)) = exp(log(x)) = x,

because that is what reverse means. In particular, if you choose 
log to be the Napier logarithm, then exp will simply be base 
10 exponentiation, exp(x) = 10x. In general, the function exp 
inherits the property

exp(x + y) = exp(x) · exp(y).

Why must exp behave this way?

Show that for any logarithm,  

log(1) = 0 and log(1/x) = –log(x).

Now here is an idea that I find very clever and pretty. The 
property of being a logarithm implies that
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log(xm) = m log x, for m = 1, 2, 3, …

Do you see why? Applying exp to both sides of this equation, 
we get xm = exp(m log x). This makes good sense for any posi-
tive whole number m. But the right-hand side is in fact mean-
ingful for any number m—rational, irrational, whatever. So the 
existence of a logarithm allows us to define what it means to 
raise any positive number a to any power b:

ab = exp(b log a).

All the properties that you want ab to have follow directly 
from the properties of log and exp.

Show that with this definition,  

ab+c = ab · ac, (ab)c = ac · bc, and (ab) c = abc.

So, given any logarithm (or what I like to think of as a  
log/exp pair), we get a corresponding definition of ab. Luckily, 
as we will see, it turns out that its value does not depend on 
which logarithm we choose.

Now we have to be a little careful here about circular 
reasoning. Our problem with Napier’s logarithm, you may 
recall, was that we didn’t quite know what 10x should mean 
(at least when x is irrational). Now that we have a satisfac-
tory definition of ab, it might seem as though our logarithm 
problems are solved. The trouble is that our clever defini-
tion of ab requires that a well-defined logarithm already be in 
place. So we can’t then turn around and use this to define our 
logarithm. On the face of it, this looks pretty bad. We seem 
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to need a definition of exponentiation to define a logarithm, 
and vice versa.

But wait—our hyperbolic area function is a logarithm! And 
luckily, it requires no notion of exponentiation to get it off 
the ground; it is simply the collected area under the reciprocal 
curve. This means that we can base our entire theory of expo-
nents and logarithms on the integral of dx/x.

So here’s the plan: we will define, once and for all, the natural 
logarithm of a positive number x to be A(x), the area under the 
reciprocal curve from 1 to x. Since this particular logarithm is the 
only one mathematicians ever use (and we will shortly see why), 
we will do it the honor of being written simply as log x. (This 
convention varies somewhat, actually. Some people—scientists, 
engineers, calculator manufacturers—prefer to use the symbol 
log for Napier’s decimal logarithm; others—mostly computer 
scientists—like to use it to denote the binary logarithm. The 
natural logarithm is then given the unappetizing name ln.)

Now that we have a well-defined logarithm, we likewise 
define the natural exponential to be the corresponding 
exponential function, which we will write simply as exp. So 
exp(3), for instance, refers to the number w with A(w) = 3. 
We can then define ab as exp(b log a) without any circularity 
in our reasoning. Thus, the number 2π can now be seen as that 
number that gives us π times as much collected area as 2 does.

As bizarre as this sequence of ideas may initially seem, the 
point is that we get a precise definition of exponentiation that 
satisfies all the properties that we want it to have.

In particular, now that we have a precise notion of what ab 
means, it’s not hard to determine the base a logarithm of a 
number x to be
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Can you derive this elegant logarithm formula?

As a special case, we see that the Napier logarithm of a 
number is simply its natural logarithm divided by a certain 
constant, namely logâ•›10 ≈ 2.3. Thus Napier’s logarithm (and 
indeed any logarithm) is just a constant multiple of the natural 
logarithm. In other words, all logarithm functions are propor-
tional to each other. This is why you never need more than one 
logarithm—they’re all essentially the same.

Except they’re not. The natural logarithm is nicer than the 
others, and here’s why: it has the simplest differential. In fact, 
from the very definition of the natural logarithm we have

This means that any other logarithm, being a constant multi-
ple of log x, will have a differential that is some multiple of 
dx/x. For instance, the differential of the Napier logarithm 
would be

But who wants some ugly constant like 1/logâ•›10 cluttering up 
the place? If all logarithms are more or less equivalent, why not 
go with the one whose differential is as nice as possible?

Another way to think of this is to look at the graphs of the 
various logarithm functions.

log
a
 x �

log x
.

log a

d(log x) � dx .x

d(log
10
 x) � dx .x

1
log 10



392	 M EASU R EM ENT	

Being proportional, these curves all behave pretty much 
the same way (in particular, logarithms are famous for their 
exceedingly slow growth). But notice how their tangents at the 
point x = 1 vary from nearly horizontal to nearly vertical. The 
natural logarithm is the one whose slantedness is exactly half-
way between these extremes, making a nice 45-degree angle 
with the axes.

So the natural logarithm is the simplest, and it therefore is the 
only logarithm that mathematicians ever use. It also deserves 
its name, since it arose naturally from our attempt to measure 
conics, as opposed to making some arbitrary choice of base. 
But that raises an interesting question. What is the base of the 
natural logarithm?

Since the base of a logarithm is just the number whose loga-
rithm is equal to 1, we are asking how far we have to go along 
the reciprocal curve to collect exactly one unit of area.

y = log x
y = log

2
 x

y = log
10
 x

1 x

y

1

1 e
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This number, usually denoted by the letter e (for exponen-
tial), stands out from all other numbers as the most aestheti-
cally pleasing base. So what number is it? Well, it turns out 
that e ≈ 2.71828, and I don’t suppose it would surprise you 
very much to learn that it is transcendental. (As a matter of 
fact, e was the first naturally occurring mathematical constant 
to be proved transcendental, by Hermite in 1873.)

This means that just as we did for the trigonometric functions 
and for pi, we will need to enlarge our language to include 
log, exp, and e. Isn’t it funny how every time we run across 
an interesting number it turns out to be inexpressible? Maybe 
numbers like e and π are simply too beautiful to be captured by 
something as prosaic as a fraction or an algebraic equation. If e 
were rational, for instance, what numerator and denominator 
could possibly be good enough? In any case, we have no choice 
but to simply give names to these things and then incorporate 
them into our vocabulary. (In particular, it is customary to 
include log and exp in the category of elementary functions.)

Let’s step back a bit and try to figure out what has really 
happened here. We began with a problem: What is the integral 
of dx/x? Did we solve this problem? In some sense it seems 
like we cheated—all we did was to name it log x. (Similarly, 
we just named the proportion of circumference to diameter pi 
and then walked away.) What kind of “solution” is that? Are 
mathematicians just a pack of namers and abbreviators?

No. The words and symbols are irrelevant. What matters 
are the patterns and our ideas about them. (As Gauss famously 
quipped, what we need are notions, not notations.) Maybe we 
didn’t solve our problem in the sense of expressing the inte-
gral of dx/x in algebraic terms (which we now know to be 
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impossible), but we did discover that whatever it is (and we 
may as well call it log x), it satisfies the surprising and elegant 
property log(ab) = log(a) + log(b). If the names and abbrevia-
tions help us to understand the pattern, then they’re worth 
it. Otherwise, they’re in the way. We should give names to 
things only when we need to and in such a way that it helps 
us to reveal and to distinguish more clearly the patterns that 
obtrude themselves upon our imaginations.

Speaking of which, there is one more pattern that I would 
like to show you. We saw how the natural logarithm distin-
guishes itself from the other logarithms by having the nicest 
differential. Shouldn’t the natural exponential have a similar 
property? What is the differential of an exponential ax?

Let’s start with the natural exponential exp(x) (which, if you 
want, you can also write as ex). The simplest way to proceed is 
to give this a name, say y. Then y = exp(x), so x = log y. Taking 
differentials, we get dx = dy/y. This means that dy = y dx. In 
other words,

d exp(x) = exp(x) dx.

Or, if you prefer, you can express this as

d(ex) = ex dx.

What a beautiful discovery! The natural exponential has the 
property that its derivative is itself. Geometrically, this means 
that the slantedness of the graph of y = ex at a point is always 
equal to its height.
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Show that in general, for any base a,  

we have d(ax) = ax log a dx.

The natural exponential thus emerges as the unique expo-
nential function whose derivative is itself, as opposed to some 
unpleasant constant multiple of itself.

What is special about the tangent to the graph  

of y = ex at the point x = 0 compared to  

the other exponential functions?

Finally, to put the last finishing touches on our differential 
calculus, we can now extend our formula for d(xm) to arbitrary 
exponents m:

d(xm) = d(exp(m log x))
	 = exp(m log x) d(m log x)
	 = xm · m dx/x 
	 = m xm–1 dx.

In particular, this means that

for all numbers m, except for m = –1, where the expression on 
the right becomes meaningless. In this latter case, as odd as it 
may seem, the pattern is broken, and we get, of all things, the 
natural logarithm.

xm dx = m+ 1
xm + 1
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Show that for any two variables x and y,  

we have d(xy) = yxy–1 dx + xy logâ•›x dy.

Show that as n increases indefinitely,  

(1 + 1/n)n approaches e.

Can you determine ∫ logâ•›x dx?

30

What a wild and amazing place mathematical reality is! There 
is just no end to its mystery and beauty. And there is so much 
more I want to tell you about it—so many more delightful and 
surprising (and scary) discoveries. Nevertheless, I feel that the 
time has come for me to put down my pen. (Perhaps you have 
had that feeling for quite some time!)

Not that we’ve done much more than scratch the surface. 
Mathematics is a vast, ever-expanding jungle, and measure-
ment is only one of its many rivers (though certainly a major 
one). But my goal was not to be exhaustive, only illustrative 
(and hopefully entertaining). I suppose what I really wanted to 
do was to give you a feeling for what it is we mathematicians 
do and why we do it.

I especially wanted to get across the idea that mathemat-
ics is a quintessentially human activity—that whatever strange 
product of evolutionary biochemistry our minds are, one thing 
is for sure: we love patterns. Mathematics is a meeting place for 
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language, pattern, curiosity, and joy. And it has given me a 
lifetime of free entertainment.

There is one small issue I feel I should address before I go: 
reality. Why haven’t we talked about the real world at all? What 
about all those wonderful applications of geometry and analy-
sis to the problems of physics, engineering, and architecture? 
What about the motions of the heavenly spheres, for crying out 
loud? How can I claim to have written a book about measure-
ment when I take such a dismissive view of the very reality in 
which my brain is located?

Well, first of all, I am me, and I write about what I am inter-
ested in, which is the nature of mathematical reality. What 
else can anyone do? Second, it’s not like there is a tremendous 
shortage of books about the physical universe. They’re all over 
the place, and many of them are quite good. I felt the need to 
write a book about mathematics, because, quite frankly, there 
really aren’t very many. Not many that are honest and personal. 
Not many that feel like real books with a point of view. Also, 
I didn’t want to talk about the applications of mathematics to 
the sciences (which are fairly obvious anyway) because I feel 
that the value of mathematics lies not in its utility but in the 
pleasure it gives.

Which is not to say that reality isn’t interesting and exciting. 
Don’t get me wrong, I’m very happy to be here. There are birds 
and trees and love and chocolate. I have no complaints about 
physical reality, only a much deeper intellectual and aesthetic 
attraction to pattern in the abstract. Maybe the bottom line is 
that I don’t have that much to say about the real world. Maybe 
part of it is that I’m not altogether entirely here a lot of the time. 
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Maybe the point of this book is to give you a glimpse of what 
it is like to live a mathematical life—to have the better part 
of one’s mentality off in an imaginary world. At any rate, I 
know that I am by nature permanently isolated from reality—
my brain is alone, receiving only the (possibly illusory) sensory 
input that it does—but mathematical reality is me.

Which brings me to you. This mathematical reality we have 
been talking about—although it certainly feels like it’s “out 
there” somewhere—I don’t want you to feel shy about entering 
it, as if it were located in some restricted government facility and 
being worked on by experts in lab coats. Mathematical reality 
is not “theirs”—it’s yours. You have an imaginary universe in 
your head whether you like it or not. You can choose to ignore 
it, or you can ask questions about it, but you cannot deny that 
it is very much a part of you. Which is one of the reasons 
why mathematics is so compelling: you are discovering things 
about yourself and the way your personal mental constructions 
behave.

So keep exploring! It doesn’t matter how much experience 
you have. Whether you are an expert or a beginner, the feeling 
is the same. You are wandering around in the jungle, follow-
ing one river and then another. The journey is endless, and the 
only goal is to explore and have fun. Enjoy!
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